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Introduction

H 
ave you always been scared to death of statistics? You and just  
about everyone else! The equations are extremely intimidating, and the 

terminology sounds so . . . boring.

Why, then, is statistics so important? All business disciplines can be analyzed 
with statistical principles. Statistics make it possible to analyze real world 
problems with actual data, so that we can understand if our marketing strategy 
is really working, or how much a company should charge for its products, or 
any of a million other practical questions.

Without a formal framework for analyzing these types of situations, it would 
be impossible to have any confidence in our results. This is where the science 
of statistics comes in. Far from being an overbearing collection of equations, 
it is a logical framework for analyzing practical business problems with  
real-world data.

This book is designed to show you how to apply statistics to practical  
situations in a step-by-step manner, so that by the time you’re done, you’ll 
know as much about statistics as people with far more education in this area!

About This Book
All business degrees require at least some statistics courses, and there’s a 
good reason for that! All business disciplines are empirical by nature, meaning 
that they need to analyze actual data to be successful. The purpose of this 
book is to:

 ✓ Give you the principles on which statistical analysis is based

 ✓ Provide you with many worked-out examples of these principles so that 
you can master them

 ✓ Improve your understanding of the circumstances in which each  
statistical technique should be used
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As a For Dummies title, this book is organized into modules; you can skip 
around and learn about various statistical techniques in the order that suits 
you. In cases where the contents of a chapter are based on previous readings, 
you are guided back to the original material. Along the way, there are many 
helpful tips and reminders so that you get the most out of each chapter. 
I explain each equation in great detail, and all key terms are explained in 
depth. You will also find a summary of key formulas at the back of the book 
along with important statistical tables. 

This book can’t make you an expert in statistics, but provides you with a way 
of improving your knowledge very quickly so that you can use statistics in 
practical settings right away.

Foolish Assumptions
I am willing to make the following assumptions about you as the reader of 
this book:

 ✓ You need to use the techniques in this book in a practical setting and 
have little or no previous experience with statistics. 

OR

 ✓ You’re a student who feels overwhelmed by a traditional statistics 
course and feels the need for more background. You can benefit from 
seeing more examples of the material; statistics is a science that can be 
learned through practice! 

OR

 ✓ You’re simply interested in improving your knowledge of this field.

In all of these cases, you’re extremely well motivated and can put as much 
effort into learning statistics as you need. Congratulations! Your reward for 
reading this book will be a greater understanding of business statistics.

Icons Used in This Book
The following icons are designed to help you use this book quickly and 
easily. Be sure to keep an eye out for them.
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 The Remember icon points to information that’s especially important to 
remember for exam purposes.

 The Tip icon presents information like a memory acronym or some other aid 
to understanding or remembering material.

 When you see this icon, pay special attention. The information that follows 
may be somewhat difficult, confusing, or harmful.

 The Technical Stuff icon is used to indicate detailed information; for some 
people, it might not be necessary to read or understand. 

Beyond the Book
In addition to the informative, clever, and (if I may say so) well-written  
material you’re reading right now, this product also comes with some  
access-anywhere goodies on the web. No matter how well you know statistics 
by the end of this book, a little extra information is always helpful. Check out 
the free Cheat Sheet at www.dummies.com/cheatsheet/business 
statistics to learn more about describing populations and samples, 
random variables, probability distributions, hypothesis testing, and more.

Where to Go from Here
When you’ve become more adept at statistical analysis, you may want to 
learn the capabilities of a spreadsheet program such as Excel. You may also 
want to tackle a full-blown statistical package, such as SPSS or SAS. These will 
eliminate a great deal of the computational burden, freeing you to concentrate 
on the analysis of the results.

You may also be interested in obtaining further education in this area. For 
example, you may want to pursue a graduate degree, such as an MBA (master 
of business administration.) This is an extremely important credential that 
will open a large number of doors in the business world. You’ll need your  
statistical skills in order to earn this degree, since it is heavily used throughout 
the curriculum.

file:///Volumes/Working/Consumer/9781118630693/9781118630693%20Text/9781118630693%20Original%20Text/../../www.dummies.com/cheatsheet/businessstatistics
file:///Volumes/Working/Consumer/9781118630693/9781118630693%20Text/9781118630693%20Original%20Text/../../www.dummies.com/cheatsheet/businessstatistics
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If you’re not ready for graduate school, you may simply want to explore some 
college-level statistics courses at your local university. The most important 
thing is to continue using your statistical skills, as you’ll only become adept 
at using them through constant practice.



Part I
Getting Started with  

Business Statistics

business
t ti tistatistics

getting started
with

 Visit www.dummies.com for great Dummies content online.

http://www.dummies.com


In this part…
 ✓ Use histograms to provide a visual of the distribution of elements 

in a data set. A histogram can show which values occur most 
frequently, the smallest and largest values, how spread out these 
values are.

 ✓ Create graphs that reflect non-numerical data, such as colors, 
flavors, brand names, and so on. Graphs are used where 
numerical measures are difficult or impossible to compute.

 ✓ Identify the center of a data set by using the mean (the aver-
age), median (the middle), and mode (the most commonly 
occurring value). These are known as the measures of central 
tendencies.

 ✓ Use formulas for computing covariance and correlation for 
both samples and populations; a scatter plot is used to show 
the relationship (if there is one) between two variables.



Chapter 1

The Art and Science of  
Business Statistics

In This Chapter
▶ Looking at the key properties of data
▶ Understanding probability’s role in business
▶ Sampling distributions
▶ Drawing conclusions based on results

T 
his chapter provides a brief introduction to the concepts that are  
covered throughout the book. I introduce several important techniques 

that allow you to measure and analyze the statistical properties of real-world 
variables, such as stock prices, interest rates, corporate profits, and so on.

Statistical analysis is widely used in all business disciplines. For example, 
marketing researchers analyze consumer spending patterns in order to  
properly plan new advertising campaigns. Organizations use management  
consulting to determine how efficiently resources are being used. Manufacturers 
use quality control methods to ensure the consistency of the products they 
are producing. These types of business applications and many others are 
heavily based on statistical analysis. 

Financial institutions use statistics for a wide variety of applications. For 
example, a pension fund may use statistics to identify the types of securities 
that it should hold in its investment portfolio. A hedge fund may use statistics 
to identify profitable trading opportunities. An investment bank may forecast 
the future state of the economy in order to determine which new assets it 
should hold in its own portfolio.

Whereas statistics is a quantitative discipline, the ultimate objective of  
statistical analysis is to explain real-world events. This means that in addition 
to the rigorous application of statistical methods, there is always a great deal 
of room for judgment. As a result, you can think of statistical analysis as both 
a science and an art; the art comes from choosing the appropriate statistical 
technique for a given situation and correctly interpreting the results.
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Representing the Key Properties of Data
The word data refers to a collection of quantitative (numerical) or qualitative 
(non-numerical) values. Quantitative data may consist of prices, profits, 
sales, or any variable that can be measured on a numerical scale. Qualitative 
data may consist of colors, brand names, geographic locations, and so on. 
Most of the data encountered in business applications are quantitative.

 The word data is actually the plural of datum; datum refers to a single value, 
while data refers to a collection of values.

You can analyze data with graphical techniques or numerical measures. I 
explore both options in the following sections.

Analyzing data with graphs
Graphs are a visual representation of a data set, making it easy to see  
patterns and other details. Deciding which type of graph to use depends on 
the type of data you’re trying to analyze. Here are some of the more common 
types of graphs used in business statistics:

 ✓ Histograms: A histogram shows the distribution of data among different 
intervals or categories, using a series of vertical bars.

 ✓ Line graphs: A line graph shows how a variable changes over time.

 ✓ Pie charts: A pie chart shows how data is distributed between different 
categories, illustrated as a series of slices taken from a pie.

 ✓ Scatter plots (scatter diagrams): A scatter plot shows the relationship 
between two variables as a series of points. The pattern of the points 
indicates how closely related the two variables are.

Histograms
You can use a histogram with either quantitative or qualitative data. It’s 
designed to show how a variable is distributed among different categories. 
For example, suppose that a marketing firm surveys 100 consumers to  
determine their favorite color. The responses are

Red: 23
Blue: 44
Yellow: 12
Green: 21
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The results can be illustrated with a histogram, with each color in a single 
category. The heights of the bars indicate the number of responses for each 
color, making it easy to see which colors are the most popular (see Figure 1-1).

 

Figure 1-1:  
A histogram  

for preferred 
colors.

 
 Illustration by Wiley, Composition Services Graphics

Based on the histogram, you can see at a glance that blue is the most popular 
choice, while yellow is the least popular choice.

Line graphs
You can use a line graph with quantitative data. It shows the values of a  
variable over a given interval of time. For example, Figure 1-2 shows the daily 
price of gold between April 14, 2013 and June 2, 2013:

 

Figure 1-2: 
A line graph 

of gold 
prices.

 
 Illustration by Wiley, Composition Services Graphics
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With a line graph, it’s easy to see trends or patterns in a data set. In this 
example, the price of gold rose steadily throughout late April into mid-May 
before falling back in late May and then recovering somewhat at the end of 
the month. These types of graphs may be used by investors to identify which 
assets are likely to rise in the future based on their past performance.

Pie charts
Use a pie chart with quantitative or qualitative data to show the distribution 
of the data among different categories. For example, suppose that a chain 
of coffee shops wants to analyze its sales by coffee style. The styles that the 
chain sells are French Roast, Breakfast Blend, Brazilian Rainforest, Jamaica 
Blue Mountain, and Espresso. Figure 1-3 shows the proportion of sales for 
each style.

 

Figure 1-3: 
A pie chart 

for coffee 
sales.

 
 Illustration by Wiley, Composition Services Graphics

The chart shows that Espresso is the chain’s best-selling style, while Jamaica 
Blue Mountain accounts for the smallest percentage of the chain’s sales.

Scatter plots
A scatter plot is designed to show the relationship between two quantitative 
variables. For example, Figure 1-4 shows the relationship between a  
corporation’s sales and profits over the past 20 years.

Each point on the scatter plot represents profit and sales for a single year. 
The pattern of the points shows that higher levels of sales tend to be 
matched by higher levels of profits, and vice versa. This is called a positive 
trend in the data.
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Figure 1-4: 
A scatter 

plot show-
ing sales 

and profits.
 

 Illustration by Wiley, Composition Services Graphics

Defining properties and relationships  
with numerical measures
A numerical measure is a value that describes a key property of a data set. 
For example, to determine whether the residents of one city tend to be older 
than the residents in another city, you can compute and compare the  
average or mean age of the residents of each city.

Some of the most important properties of interest in a data set are the  
center of the data and the spread among the observations. I describe these 
properties in the following sections.

Finding the center of the data
To identify the center of a data set, you use measures that are known as  
measures of central tendency; the most important of these are the mean, 
median, and mode.

The mean represents the average value in a data set, while the median represents 
the midpoint. The median is a value that separates the data into two equal 
halves; half of the elements in the data set are less than the median, and the 
remaining half are greater than the median. The mode is the most commonly 
occurring value in the data set.
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The mean is the most widely used measure of central tendency, but it can 
give deceptive results if the data contain any unusually large or small values, 
known as outliers. In this case, the median provides a more representative 
measure of the center of the data. For example, median household income is 
usually reported by government agencies instead of mean household income. 
This is because mean household income is inflated by the presence of a small 
number of extremely wealthy households. As a result, median household  
income is thought to be a better measure of how standards of living are 
changing over time.

The mode can be used for either quantitative or qualitative data. For example, 
it could be used to determine the most common number of years of education 
among the employees of a firm. It could also be used to determine the most 
popular flavor sold by a soft drink manufacturer.

Measuring the spread of the data
Measures of dispersion identify how spread out a data set is, relative to the 
center. This provides a way of determining if the members of a data set tend 
to be very close to each other or if they tend to be widely scattered. Some of 
the most important measures of dispersion are

 ✓ Variance

 ✓ Standard deviation

 ✓ Percentiles

 ✓ Quartiles

 ✓ Interquartile range (IQR)

The variance is a measure of the average squared difference between the  
elements of a data set and the mean. The larger the variance, the more 
“spread out” the data is. Variance is often used as a measure of risk in business 
applications; for example, it can be used to show how much uncertainty 
there is over the returns on a stock.

The standard deviation is the square root of the variance, and is more  
commonly used than the variance (since the variance is expressed in squared 
units). For example, the variance of a series of gas prices is measured in 
squared dollars, which is difficult to interpret. The corresponding standard 
deviation is measured in dollars, which is much more intuitively clear.

Percentiles divide a data set into 100 equal parts, each consisting of 1 percent 
of the total. For example, if a student’s score on a standardized exam is in the 
80th percentile, then the student outscored 80 percent of the other students 
who took the exam. A quartile is a special type of percentile; it divides a data 
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set into four equal parts, each consisting of 25 percent of the total. The first 
quartile is the 25th percentile of a data set, the second quartile is the 50th 
percentile, and the third quartile is the 75th percentile. The interquartile 
range identifies the middle 50 percent of the observations in a data set; it 
equals the difference between the third and the first quartiles.

Determining the relationship between two variables
For some applications, you need to understand the relationship between  
two variables. For example, if an investor wants to understand the risk of a 
portfolio of stocks, it’s essential to properly measure how closely the returns 
on the stocks track each other. You can determine the relationship between 
two variables with two measures of association: covariance and correlation.

Covariance is used to measure the tendency for two variables to rise above 
their means or fall below their means at the same time. For example, suppose 
that a bioengineering company finds that increasing research and develop-
ment expenditures typically leads to an increase in the development of new 
patents. In this case, R&D spending and new patents would have a positive 
covariance. If the same company finds that rising labor costs typically reduce 
corporate profits, then labor costs and profits would have a negative covari-
ance. If the company finds that profits are not related to the average daily 
temperature, then these two variables will have a covariance that is very 
close to zero.

Correlation is a closely related measure. It’s defined as a value between –1 and 
1, so interpreting the correlation is easier than the covariance. For example, a 
correlation of 0.9 between two variables would indicate a very strong  
positive relationship, whereas a correlation of 0.2 would indicate a fairly 
weak but positive relationship. A correlation of –0.8 would indicate a very 
strong negative relationship; a correlation of –0.3 would indicate a weak  
negative relationship. A correlation of 0 would show that two variables are 
independent (that is, unrelated).

Probability: The Foundation  
of All Statistical Analysis

Probability theory provides a mathematical framework for measuring uncertainty. 
This area is important for business applications since all results from the 
field of statistics are ultimately based on probability theory. Understanding 
probability theory provides fundamental insights into all the statistical  
methods used in this book. 
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Probability is heavily based on the notion of sets. A set is a collection of 
objects. These objects may be numbers, colors, flavors, and so on. This  
chapter focuses on sets of numbers that may represent prices, rates of 
return, and so forth. Several mathematical operations may be applied to  
sets — union, intersection, and complement, for example.

The union of two sets is a new set that contains all the elements in the  
original two sets. The intersection of two sets is a set that contains only the 
elements contained in both of the two original sets (if any.) The complement of 
a set is a set containing elements that are not in the original set. For example, 
the complement of the set of black cards in a standard deck is the set  
containing all red cards.

Probability theory is based on a model of how random outcomes are generated, 
known as a random experiment. Outcomes are generated in such a way that 
all possible outcomes are known in advance, but the actual outcome isn’t 
known.

The following rules help you determine the probability of specific outcomes 
occurring:

 ✓ The addition rule

 ✓ The multiplication rule

 ✓ The complement rule

You use the addition rule to determine the probability of a union of two sets. 
The multiplication rule is used to determine the probability of an intersection 
of two sets. The complement rule is used to identify the probability that the 
outcome of a random experiment will not be an element in a specified set.

Random variables
A random variable assigns numerical values to the outcomes of a random 
experiment. For example, when you flip a coin twice, you’re performing a 
random experiment, since: 

 ✓ All possible outcomes are known in advance

 ✓ The actual outcome isn’t known in advance

The experiment consists of two trials. On each trial, the outcome must be a 
“head” or a “tail.”
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Assume that a random variable X is defined as the number of “heads” that 
turn up during the course of this experiment. X assigns values to the  
outcomes of this experiment as follows:

Outcome X
{TT} 0
{HT, TH} 1
{HH} 2

T represents a tail on a single flip

H represents a head on a single flip

TT represents two consecutive tails

HT represents a head followed by a tail

TH represents a tail followed by a head

HH represents two consecutive heads

X assigns a value of 0 to the outcome TT because no heads turned up. X 
assigns a value of 1 to both HT and TH because one head turned up in each 
case. Similarly, X assigns a value of 2 to HH because two heads turned up.

Probability distributions
A probability distribution is a formula or a table used to assign probabilities  
to each possible value of a random variable X. A probability distribution 
may be discrete, which means that X can assume one of a finite (countable) 
number of values, or continuous, in which case X can assume one of an  
infinite (uncountable) number of different values.

For the coin-flipping experiment from the previous section, the probability 
distribution of X could be a simple table that shows the probability of each 
possible value of X, written as P(X):

X P(X)
0 0.25
1 0.50
2 0.25
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The probability that X = 0 (that no heads turn up) equals 0.25 because this 
experiment has four equally likely outcomes: HH, HT, TH, and TT and in only 
one of those cases will there be no heads. You compute the other probabilities 
in a similar manner.

Discrete probability distributions
Several specialized discrete probability distributions are useful for specific 
applications. For business applications, three frequently used discrete  
distributions are:

 ✓ Binomial

 ✓ Geometric

 ✓ Poisson

You use the binomial distribution to compute probabilities for a process 
where only one of two possible outcomes may occur on each trial. The  
geometric distribution is related to the binomial distribution; you use the  
geometric distribution to determine the probability that a specified number 
of trials will take place before the first success occurs. You can use the 
Poisson distribution to measure the probability that a given number of events 
will occur during a given time frame. 

Continuous probability distributions
Many continuous distributions may be used for business applications; two of 
the most widely used are:

 ✓ Uniform

 ✓ Normal

The uniform distribution is useful because it represents variables that are 
evenly distributed over a given interval. For example, if the length of time 
until the next defective part arrives on an assembly line is equally likely to be 
any value between one and ten minutes, then you may use the uniform  
distribution to compute probabilities for the time until the next defective 
part arrives.

The normal distribution is useful for a wide array of applications in many  
disciplines. In business applications, variables such as stock returns are 
often assumed to follow the normal distribution. The normal distribution is 
characterized by a bell-shaped curve, and areas under this curve represent 
probabilities. The bell-shaped curve is shown in Figure 1-5.
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Figure 1-5: 
The bell-

shaped 
curve of the 

normal  
distribution.

 
 Illustration by Wiley, Composition Services Graphics

The normal distribution has many convenient statistical properties that make 
it a popular choice for statistical modeling. One of these properties is known 
as symmetry, the idea that the probabilities of values below the mean are 
matched by the probabilities of values that are equally far above the mean. 

Using Sampling Techniques  
and Sampling Distributions

Sampling is a branch of statistics in which the properties of a population are 
estimated from samples. A population is a collection of data that someone 
has an interest in studying. A sample is a selection of data randomly chosen 
from a population.

For example, if a university is interested in analyzing the distribution of grade 
point averages (GPAs) among its MBA students, the population of interest 
would be the GPAs of every MBA student at the university; a sample would 
consist of the GPAs of a set of randomly chosen MBA students.

Several approaches can be used for choosing samples; a sample is a subset of 
the underlying population.



18 Part I: Getting Started with Business Statistics 

A statistic is a summary measure of a sample, while a parameter is a summary 
measure of a population. The properties of a statistic can be determined 
with a sampling distribution — a special type of probability distribution that 
describes the properties of a statistic.

The central limit theorem (CLT) gives the conditions under which the mean of 
a sample follows the normal distribution:

 ✓ The underlying population is normally distributed.

 ✓ The sample size is “large” (at least 30).

A detailed discussion of the central limit theorem can be found at http://
en.wikipedia.org/wiki/Central_limit_theorem.

Statistical Inference: Drawing 
Conclusions from Data

Statistical inference refers to the process of drawing conclusions about a  
population from randomly chosen samples. In the following sections, I  
discuss two techniques used for statistical inference: confidence intervals 
and hypothesis testing.

Confidence intervals
A confidence interval is a range of values that’s expected to contain the value 
of a population parameter with a specified level of confidence (such as 90 
percent, 95 percent, 99 percent, and so on). For example, you can construct a 
confidence interval for the population mean by following these steps:

 1. Estimate the value of the population mean by calculating the mean of 
a randomly chosen sample (known as the sample mean).

 2. Calculate the lower limit of the confidence interval by subtracting a 
margin of error from the sample mean.

 3. Calculate the upper limit of the confidence interval by adding the 
same margin of error to the sample mean.

The margin of error depends on the size of the sample used to construct the 
confidence interval, whether the population standard deviation is known, 
and the level of confidence chosen.

http://en.wikipedia.org/wiki/Central_limit_theorem
http://en.wikipedia.org/wiki/Central_limit_theorem
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The resulting interval is known as a confidence interval. A confidence interval 
is constructed with a specified level of probability. For example, suppose you 
draw a sample of stocks from a portfolio, and you construct a 95 percent  
confidence interval for the mean return of the stocks in the entire portfolio:

(lower limit, upper limit) = (0.02, 0.08)

The returns on the entire portfolio are the population of interest. The mean 
return in each sample drawn is an estimate of the population mean. The 
sample mean will be slightly different each time a new sample is drawn, as 
will the confidence interval. If this process is repeated 100 times, 95 of the 
resulting confidence intervals will contain the true population mean.

Hypothesis testing
Hypothesis testing is a procedure for using sample data to draw conclusions 
about the characteristics of the underlying population.

The procedure begins with a statement, known as the null hypothesis. The 
null hypothesis is assumed to be true unless strong evidence against it is 
found. An alternative hypothesis — the result accepted if the null hypothesis 
is rejected — is also stated.

You construct a test statistic, and you compare it with a critical value (or 
values) to determine whether the null hypothesis should be rejected. The 
specific test statistic and critical value(s) depend on which population 
parameter is being tested, the size of the sample being used, and other  
factors.

If the test statistic is too extreme (for example, it’s too large compared with 
the critical value[s]) the null hypothesis is rejected in favor of the alternative 
hypothesis; otherwise, the null hypothesis is not rejected.

 If the null hypothesis isn’t rejected, this doesn’t necessarily mean that it’s 
true; it simply means that there is not enough evidence to justify rejecting it.

Hypothesis testing is a general procedure and can be used to draw conclu-
sions about many features of a population, such as its mean, variance, stan-
dard deviation, and so on.
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Simple regression analysis
Regression analysis uses sample data to estimate the strength and direction 
of the relationship between two or more variables. Simple regression analysis 
estimates the relationship between a dependent variable (Y) and a single 
independent variable (X).

For example, suppose you’re interested in analyzing the relationship between 
the annual returns of the Standard & Poor’s (S&P) 500 Index and the annual 
returns of Apple stock. You can assume that the returns of Apple stock are 
related to the returns to the S&P 500 because the index is a reflection of the  
overall strength of the economy. Therefore, the returns of Apple stock are 
the dependent variable (Y) and the returns of the S&P 500 are the independent 
variable (X). You can use regression analysis to measure the numerical  
relationship between the S&P 500 and Apple stock.

Simple regression analysis is based on the assumption that a linear relationship 
occurs between X and Y. A linear relationship takes this form:

Y is the dependent variable, X is the independent variable, m is the slope, and 
b is the intercept.

The slope tells you how much Y changes due to a specific change in X; the 
intercept tells you what the value of Y would be if X had a value of zero.

The goal of regression analysis is to find a line that best fits or explains the 
data. The population regression line is written as follows:

Yi = β0 + β1Xi + εi

In this equation, Yi is the dependent variable, Xi is the independent variable, 
β0 is the intercept, β1 is the slope, and εi is an error term.

A sample regression line, estimated from the data, is written as follows:

Here,  is the estimated value of Yi,  is the estimated value of β0, and  is 
the estimated value of β1 and is the independent variable.

The sample regression line shows the estimated relationship between Y 
and X; you can use this relationship to determine how much Y changes due 
to a given change in X. You can also use it to forecast future values of Y based 
on assumed values of X.
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After estimating the sample regression line, the results are subjected to a 
series of tests to determine whether the equation is valid. If the equation isn’t 
valid, you reject the results and try a new model.

Multiple regression analysis
With multiple regression analysis, you estimate the relationship between a 
dependent variable (Y) and two or more independent variables (X1, X2, and  
so on).

For example, suppose that Y represents annual salaries (in thousands of  
dollars) at a corporation. A researcher has reason to believe that the salaries 
at this corporation depend mainly on the number of years of job experience  
and the number of years of graduate education for each employee. The 
researcher may test this idea by running a regression in which salary is the 
dependent variable (Y) and job experience and graduate education are the 
independent variables (X1 and X2, respectively.) The population regression 
equation in this case would be written as

The sample regression line would be

Using multiple regression analysis introduces several additional complications 
compared with simple regression analysis, but you can use it for a much 
wider range of applications than simple regression analysis.

Forecasting techniques
You can forecast the future values of a variable, using one of several types of 
models. One approach to forecasting is time series models. A time series is a 
set of data that consists of the values of a single variable observed at different 
points in time. For example, the daily price of Microsoft stock taken from the 
past ten years is a time series.

Time series forecasting involves using past values of a variable to forecast 
future values. 
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Some forecasting techniques include:

 ✓ Trend models

 ✓ Moving average models

 ✓ Exponential moving average models

A trend model is used to estimate the value of a variable as it evolves over 
time. For example, suppose annual data is used to estimate a trend model 
that explains the behavior of gasoline prices over time. The price is currently 
$3.50 per gallon, and you determine that on average, gasoline prices rise by 
$0.10 per year. A simple trend model that expresses this information would 
be written as:

In this equation, Yt represents the estimated gas price at time t, where  
t represents a specific year. (t = 0 represents the present time.) The term 
3.50 indicates the current price of gasoline; 0.10t indicates that the price of 
gasoline rises by $0.10 per year. The term  is known as an “error term”; this 
reflects random fluctuations in the price of gasoline over time. 

A moving average model shows that the value of a variable evolves over time 
based on its most recent values. For example, if the price of gasoline over the 
past three years was:

2010 $3.25

2011 $3.32

2012 $3.42

A three-period moving average model would produce an estimated value of 
($3.25 + $3.32 + $3.42) / 3 = $3.33 for 2013.

An exponential weighted average model is closely related to a moving average 
model. The difference is that with an exponential weighted average, older 
observations aren’t given the same “weight” as newer observations. The  
calculation of an exponential weighted average is more complex, but may 
give more realistic results.

The appropriate choice of model depends on the properties of the particular 
time series being used.



Chapter 2

Pictures Tell the Story: Graphical 
Representations of Data

In This Chapter
▶ Describing the properties of data with a frequency distribution
▶ Illustrating frequency distributions with histograms
▶ Tracking trends with line graphs, pie charts, and scatter diagrams

M 
uch of statistical analysis is based on numerical techniques, such as 
confidence intervals, hypothesis testing, regression analysis, and so 

on. (These topics are covered in Chapters 11, 12, and 15, respectively.)

In many cases, these techniques are based on assumptions about the data 
being used. One way to determine if the data conform to these assumptions 
is to analyze a graph of the data, as a graph can provide many insights into 
the properties of a data set. For example, a graph may be used to show:

 ✓ How frequently a value occurs in a data set

 ✓ The average value of the elements in a data set

 ✓ Whether the elements in a data set are increasing or decreasing over time

 ✓ Whether the elements in two different data sets are related to each other

Graphs are particularly useful for non-numerical data, such as colors,  
flavors, brand names, and more, where numerical measures are difficult or 
impossible to compute.

This chapter explains how to organize data in a convenient form so you can 
easily analyze it. I introduce charts and graphs — from histograms to line 
graphs to pie charts and scatter plots — that can help you visualize the most 
important properties of a data set.
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Analyzing the Distribution of  
Data by Class or Category

To graph quantitative (numerical) data, you start by organizing the data into 
classes (also known as intervals). For example, suppose the government is 
conducting a study that measures the salary ranges for employees in the  
software industry in the United States. Here’s one possible set of classes:

$0 to $24,999 per year

$25,000 to $49,999 per year

$50,000 to $74,999 per year

$75,000 to $99,999 per year

$100,000 and more per year

By counting the number of employees that fall into each class, you can easily 
see how salaries are distributed in the software industry. If you make the 
data into a graph, you can then easily compare this information with salaries 
in other industries.

Qualitative (non-numerical) data may be organized into categories. For 
example, suppose that a marketing firm is studying the spending habits of 
consumers and wants to determine the most popular colors for a new line of 
watches. In this case, the colors are relevant categories.

What type of graph you use for analyzing a set of data depends on the type of 
data (quantitative or qualitative) and the type of analysis you are performing. 
The following sections introduce several important types of graphs. 

I also introduce the concept of a frequency distribution. This is a list of classes 
and the number of elements that belong to each class (known as frequencies). 
I cover the steps required to construct a frequency distribution, and I show 
two related types of distribution: relative frequency distribution and  
cumulative frequency distribution.

This section covers several widely used types of graphs, including histograms, 
pie charts, line graphs, and scatter plots. Histograms represent frequency 
distributions as a series of bars. Pie charts show what proportion of the  
elements of a data set belongs to various categories. A line graph shows how 
the value of a variable changes over time. Scatter plots are used to show the 
relationship between two variables.



25 Chapter 2: Pictures Tell the Story: Graphical Representations of Data

Frequency distributions  
for quantitative data
Quantitative data consists of numerical values, such as prices, weights,  
distances, and so on. 

To graphically analyze quantitative data, you first have to organize them into 
a frequency distribution — a table that shows the number of observations that 
fall into each class within the data set.

For example, suppose that the following values represent the price of  
gasoline (dollars per gallon) at 20 randomly selected gas stations:

$4.42  $4.34

$4.17  $3.73

$3.92  $3.56

$4.49  $3.65

$3.91  $3.58

$4.46  $4.12

$4.27  $4.21

$3.92  $3.85

$3.57  $4.10

$4.10  $3.63

Now suppose you organize the data into four classes, as follows:

$3.50 to $3.74

$3.75 to $3.99

$4.00 to $4.24

$4.25 to $4.49

Table 2-1 shows the frequency distribution for these.



26 Part I: Getting Started with Business Statistics 

Table 2-1 Frequency Distribution of Prices for 20 Gas Stations
Gas Prices ($/Gallon) Number of Gas Stations
$3.50–$3.74 6
$3.75–$3.99 4
$4.00–$4.24 5
$4.25–$4.49 5

Table 2-1 shows that the distribution of gas prices among these classes is 
very nearly equal. Seeing how the prices are distributed with a frequency  
distribution is much easier than inspecting the raw (original) data, which in 
this case is a list of 20 gas prices.

When you’re constructing a frequency distribution, one of the most important 
considerations is the width of the classes. The class width equals the difference 
between the largest value that may be included in the class and the smallest. In 
Table 2-1, the class widths are $0.25. Usually, the class widths will be equal.

Deciding how many classes to use depends on how much data you have and 
how detailed you need the results to be. For example, if the class width is too 
large, it can disguise the distribution of values within each class. If the class 
width is too small, then several classes may contain no elements or very few 
elements, which makes analyzing the results more cumbersome.

As a rule of thumb, the optimal number of classes in a frequency distribution 
is between 5 and 15.

Figuring the class width
In the gas station example, each class has a width of $0.25. In general, you 
can determine the class width by subtracting the smallest value from the 
largest value and dividing by the total number of desired classes:

Referring to the raw data (the list of 20 gas prices), you see that the largest 
price in the sample is $4.49 and the smallest is $3.56. To construct a frequency 
distribution with four classes, the width of each interval should be
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So the class width is equal to approximately $0.25. Although the class width 
could be kept at $0.2325, using a width of $0.25 is intuitively easier to follow 
(since prices can’t be expressed in quarters of a cent).

 When you construct a frequency distribution, remember these key points:

 ✓ The classes must not overlap. For example, if the frequency distribution 
refers to gasoline prices, it would be incorrect to have a class for $1.00 
to $2.00 and another class for $2.00 to $3.00, because both contain $2.00. 
It would be unclear which class contains prices of $2.00.

 ✓ The classes must cover all elements in the data set being analyzed.

 ✓ Ideally, the classes should have equal widths; otherwise, analyzing the 
results is much more difficult.

 ✓ Class widths should ideally be “round” numbers, such as $0.50, $1.00, 
$10.00, and so on, compared with numbers such as $0.43, $1.87, and 
$2.15. These numbers are more difficult to grasp intuitively. For the gas 
station example, the widths are $0.25, and this is preferable to $0.2325, 
because $0.2325 isn’t a round number.

Observing relative frequency distributions
A frequency distribution shows the number of elements in a data set that 
belong to each class. In a relative frequency distribution, the value assigned 
to each class is the proportion of the total data set that belongs in the class. 
For example, suppose that a frequency distribution is based on a sample of 
200 supermarkets. It turns out that 50 of these supermarkets charge a price 
between $8.00 and $8.99 for a pound of coffee. In a relative frequency distri-
bution, the number assigned to this class would be 0.25 (50/200). In other 
words, that’s 25 percent of the total.

Here’s a handy formula for calculating the relative frequency of a class:

Class frequency refers to the number of observations in each class; n repre-
sents the total number of observations in the entire data set. For the super-
market example in this section, the total number of observations is 200.

The relative frequency may be expressed as a proportion (fraction) of the 
total or as a percentage of the total. See Table 2-2, which gives both types of 
relative frequency based on the gas station data in Table 2-1. 
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Table 2-2 Relative Frequencies for Gas Station Prices
Gas Prices ($/
Gallon)

Number of Gas 
Stations

Relative 
Frequency  
(fraction)

Relative 
Frequency  
(percent)

$3.50–$3.74 6 6/20 = 0.30 30%
$3.75–$3.99 4 4/20 = 0.20 20%
$4.00–$4.24 5 5/20 = 0.25 25%
$4.25–$4.49 5 5/20 = 0.25 25%

With a sample size of 20 gas stations, the relative frequency of each class 
equals the actual number of gas stations divided by 20. The result is then 
expressed as either a fraction or a percentage. For example, you calculate the 
relative frequency of prices between $3.50 and $3.74 as 6/20 to get 0.30 (30 
percent). Similarly, the relative frequency of prices between $3.75 and $3.99 
equals 4/20 = 0.20 = 20 percent.

 One of the advantages of using a relative frequency distribution is that you 
can compare data sets that don’t necessarily contain an equal number of 
observations. For example, suppose that a researcher is interested in compar-
ing the distribution of gas prices in New York and Connecticut. Because 
New York has a much larger population, it also has many more gas stations. 
The researcher decides to choose 1 percent of the gas stations in New York 
and 1 percent of the gas stations in Connecticut for the sample. This turns out 
to be 800 in New York and 200 in Connecticut. The researcher puts together a  
frequency distribution as shown in Table 2-3.

Table 2-3 Frequency Distribution of Gas Prices  
 in New York and Connecticut
Price New York Gas Stations Connecticut Gas Stations
$3.00–$3.49 210 48
$3.50–$3.99 420 96
$4.00–$4.49 170 56

Based on this frequency distribution, it’s awkward to compare the distribution 
of prices in the two states. By converting this data into a relative frequency 
distribution, the comparison is greatly simplified, as seen in Table 2-4.
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Table 2-4 Relative Frequency Distribution of Gas Prices  
 in New York and Connecticut
Price New 

York Gas 
Stations

Relative 
Frequency

Connecticut 
Gas 
Stations

Relative 
Frequency

$3.00–$3.49 210 210/800 = 
0.2625

48 48/200 = 
0.2400

$3.50–$3.99 420 420/800 = 
0.5250

96 96/200 = 
0.4800

$4.00–$4.49 170 170/800 = 
0.2125

56 56/200 = 
0.2800

The results show that the distribution of gas prices in the two states is nearly 
identical. Roughly 25 percent of the gas stations in each state charge a price 
between $3.00 and $3.49; about 50 percent charge a price between $3.50 and 
$3.99; and about 25 percent charge a price between $4.00 and $4.49.

Frequency distribution  
for qualitative values
In this section, I use a qualitative data set to illustrate frequency distributions.

Suppose that a data set consists of qualitative (non-numerical) values. In this 
example, consumers were asked to identify their favorite color on a survey. 
The 20 responses are listed here.

blue blue blue black
black black black black
white blue white blue
red red red red
silver silver black white

In this case, the categories are colors. The frequency distribution of these 
data is:

Color Number of Reponses
Black 6
Blue 5
Red 4
Silver 2
White 3
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Table 2-5 shows the relative frequency distribution.

Table 2-5 Relative Frequency Distribution of Favorite Colors
Color Number of 

Responses
Relative 
Frequency  
(fraction)

Relative 
Frequency  
(percent)

Black 6 6/20 = 0.30 30%
Blue 5 5/20 = 0.25 25%
Red 4 4/20 = 0.20 20%
Silver 2 2/20 = 0.10 10%
White 3 3/20 = 0.15 15%

You can easily see from the table that the most popular choice is black, and 
the least popular is silver.

Cumulative frequency distributions
Cumulative frequency refers to the total frequency of a given class and all 
prior classes. 

For example, Table 2-6 lists the cumulative frequencies for the gas station 
data from the earlier section “Frequency distributions for quantitative data.”

Table 2-6 Cumulative Frequency of Prices at 20 Gas Stations
Gas Prices  
($/Gallon)

Number of Gas 
Stations

Cumulative 
Frequency

Cumulative 
Frequency  
(percent)

$3.50–$3.74 6 6 30%
$3.75–$3.99 4 6 + 4 = 10 50%
$4.00–$4.24 5 6 + 4 + 5 = 15 75%
$4.25–$4.49 5 6 + 4 + 5 + 5 = 20 100%

To figure out the cumulative frequency of the $3.75 to $3.99 class, you add 
its class frequency (4) to the frequency of the previous class ($3.50 to $3.74, 
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which is 6), so 6+4 = 10. This result shows you that ten gas stations’ prices 
are between $3.50 and $3.99. Because 20 gas stations were used in the 
sample, the percentage of all gas stations with prices between $3.50 and $3.99 
is 10/20 or 50 percent of the total.

Histograms: Getting a Picture  
of Frequency Distributions

You can illustrate a frequency distribution, a relative frequency distribution, 
or a cumulative frequency with a special type of graph known as a histogram. 
(See the previous section, “Analyzing the Distribution of Data by Class or 
Category.”) With histograms, you list classes or categories on the horizontal 
axis and frequencies on the vertical axis. A bar represents each class or  
category.

A histogram’s job is to provide a visual of the distribution of elements in 
a data set. The histogram can show which values in a data set occur most 
frequently, the smallest and largest values in the data set, how “spread out” 
these values are, and so on.

Figure 2-1 shows a histogram of the frequency distribution for the gas station 
prices from the previous section.

 

Figure 2-1: 
Frequency 

distribution  
of gas 

prices.
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Figure 2-2 shows the relative frequency distribution. 

 

Figure 2-2: 
Relative 

frequency 
distribution 
of gas sta-
tion prices.

 

Figure 2-3 shows the cumulative frequency distribution. 

 

Figure 2-3: 
Cumulative 
frequency 

distribution.
 



33 Chapter 2: Pictures Tell the Story: Graphical Representations of Data

As another example, two restaurants, Pegasus and Orion, each asked  
40 customers to estimate how much time they waited to receive their 
entrees. Figure 2-4 shows the results for the Pegasus survey, and Figure 2-5 
shows the results for the Orion survey.

 

Figure 2-4: 
Histogram 
of waiting 

times at the 
Pegasus 

restaurant.
 

 

Figure 2-5: 
Histogram 
of waiting 

times at the 
Orion  

restaurant.
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As you can see, the most common waiting time at Pegasus was 15 to 20 minutes, 
and at Orion, 25 to 30 minutes. The histograms also show that the waiting 
times are more spread out at Orion — in other words, the actual waiting time 
is more uncertain at Orion than at Pegasus.

Checking Out Other Useful Graphs
In addition to histograms, several other types of graphs can illustrate the 
properties of a data set. This section introduces you to some of the more 
common types of graphs you’re likely to encounter and use.

Line graphs: Showing the  
values of a data series
A line graph is useful for showing how the value of a variable changes over 
time. With a line graph, the vertical axis represents the value of the variable, 
and the horizontal axis represents time. Each point on the graph represents 
the value of the variable at a single point in time, and a line connects the 
points. This line shows any trends in the data, such as whether the variable 
increases or decreases over time.

The following shows the price of gold (dollars per ounce) during the first six 
months of 2012:

Month Gold Price ($/Ounce)
January 2012 $1,652.42
February 2012 $1,723.33
March 2012 $1,676.30
April 2012 $1,646.77
May 2012 $1,567.08
June 2012 $1,602.27

The line chart in Figure 2-6 illustrates how the price of gold changed during 
this time period, based on the data shown in the table.
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Figure 2-6: 
Line graph 

showing 
how the 
price of 

gold fluctu-
ated over 

six months’ 
time.

 

Using a line chart to detect patterns in the data is much easier than looking 
at the original data.

Pie charts: Showing the  
composition of a data set
A pie chart is a circle graph that’s divided into slices to represent the  
distribution of values in a data set. The area of each slice is proportional to 
the number of values in a given class or category.

For example, suppose a bank has 100 branches throughout the country; the 
following is the geographical distribution of these branches:

Branch Location Number of Branches
Northeast 44
Northwest 32
Southeast 15
Southwest 9
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The pie chart in Figure 2-7 illustrates these results.

 

Figure 2-7: 
Branch 

location 
results 

shown in a 
pie chart.

 

The area of each slice in the pie chart indicates the proportional number of 
branches in each region. With this chart, you can easily see that the majority 
of the branches are in the northeast, with the fewest in the southwest.

Scatter plots: Showing the relationship 
between two variables
A scatter plot (also known as a scatter diagram) shows the relationship 
between two quantitative (numerical) variables. These variables may be  
positively related, negatively related, or unrelated:

 ✓ Positively related variables indicate that

  When one variable increases, the other variable tends to increase.

  When one variable decreases, the other variable tends to decrease.

 ✓ Negatively related variables indicate that

  When one variable increases or decreases, the other variable 
tends to do the opposite.
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 ✓ Unrelated variables indicate that

  No relationship is seen between the changes in the two variables.

The scatter diagram in Figure 2-8 shows the relationship between the 
monthly returns to Microsoft stock and the Standard & Poor’s (S&P) 500 
Index from 2008 to 2012:

 

Figure 2-8: 
Scatter 

diagram 
showing 

relationship 
of monthly 

returns.
 

Each point on the graph represents the return to Microsoft stock and the 
return to the S&P 500 Index during a single month. The general direction 
of these points is from the lower-left corner of the graph to the upper-right 
corner, indicating that the two variables have a positive relationship.

The graph contains a trend line, which is a straight line designed to come as 
close as possible to all the points in the diagram. If two variables are positively 
related, the trend line has a positive slope; similarly, if two variables are 
negatively related, the trend line has a negative slope. If two variables are 
unrelated to each other, the trend line has a zero slope (that is, the trend line 
will be flat).

In the case of Microsoft and the S&P 500 Index, the equation of the trend line is

y = –0.0028 + 0.917x
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In this equation, –0.0028 is the intercept (where the trend line crosses the  
vertical axis) and the slope is 0.917 (how much y changes due to a change  
in x).

Because the slope of the trend line is positive (0.917), the relationship 
between the returns to Microsoft stock and the S&P 500 Index is positive. 
The value of the slope also shows that each 1 percent increase in the returns 
to the S&P 500 Index increases the return to Microsoft by 0.917 percent, and 
that each 1 percent decrease in the returns to the S&P 500 Index decreases 
the return to Microsoft by 0.917 percent.

Even more types of graphs
In addition to the graphs covered in this chapter —  
histograms, line graphs, pie charts, and scatter 
plots — there are many other types of graphs 
that you can use to analyze statistical data. 
Many of these have interesting names, such 
as stemplots, box-and-whisker diagrams, and 

ogives. These types may be used as alternatives 
to numerical methods to identify the distribution 
of elements within a data set, the relationship 
between the mean and the median of a data set, 
and several other factors.



Chapter 3

Finding a Happy Medium: 
Identifying the Center  

of a Data Set
In This Chapter
▶ Computing the mean, median, and mode of a data set
▶ Noting the specific characteristics of the mean, median, and mode

T 
he center of a data set (sample or population) provides useful information 
in many business applications. For example, it may be extremely  

important for a marketing firm to determine the average age of the customers 
who buy a specific product. Understanding the average household income of 
a company’s customers would also be extremely useful in determining which 
types of new products to introduce. The portfolio manager at a pension 
fund is extremely interested in knowing the average rate of return of various 
stocks that he may be thinking about buying.

This chapter focuses on the techniques you use to find the center of a data 
set. There are several different ways to define the center: the average value, 
the middle value, the most frequently occurring value, and so on. Three of 
the most important measures of the center, formally known as measures of 
central tendency, are the mean, median, and mode.

The mean is the most commonly used measure of the center; it has the 
advantage of being easy to compute and interpret. In statistics, the word 
mean is used interchangeably with average.

The median and mode are mainly used in situations where the mean is likely 
to give misleading results. This can happen if the data set contains any 
extremely large or small values, known as outliers. 

 An outlier is a value that’s significantly different from the other elements in  
a data set. Outliers may have a dramatic impact on the accuracy of your  
calculations.
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The median is the middle value of a data set (just like a median divides a 
highway into two equal halves). The mode is the most frequently occurring 
value in a data set. Each of these measures has its own unique set of  
advantages and disadvantages.

Looking at Methods for Finding the Mean
You can calculate the mean of a data set in several ways; the appropriate 
choice depends on the type of data and the application. This section explains 
how to find the three most common types of mean.

Arithmetic mean
The arithmetic mean is what most people think of when they hear the word 
mean. This type of mean is the easiest to calculate; it’s the sum of the  
elements in a data set divided by the number of elements.

You use different formulas for computing the arithmetic mean for a population 
and a sample. A population is a collection of data that you’re interested in 
studying; a sample is a selection chosen from a population. For example, if a 
government is interested in the distribution of household incomes, the  
population of interest would be the incomes of every household. A sample 
would be a set of incomes for households randomly chosen from the  
population.

Calculating the sample arithmetic mean
The formula for finding the sample arithmetic mean is

The key terms in this formula are:

 ✓  (pronounced “X bar”) = the sample mean

 ✓ n = the number of elements in the sample

 ✓ i = an index, which assigns a number to each sample element, ranging 
from 1 to n

 ✓ Xi = a single element in the sample

 ✓ Σ = the uppercase Greek letter sigma, known as the summation operator, 
which indicates that a sum is being computed
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The summation operator is shorthand notation for adding a set of numbers. 
For example, if a data set contains five elements, the summation operator 
tells you to perform the following calculations:

Each of the Xs in this formula is indexed by a number ranging from 1 to n, 
where n is the size of the data set. In this example, n is 5.

Suppose an investor wants to compute the arithmetic mean return of the 
stock of Omega Airlines, Inc. He or she takes a sample of annual returns — 
the period from 2008 to 2012.

Year Omega Airlines Annual Return (percent)
2008 2
2009 –1
2010 3
2011 5
2012 1

To find the arithmetic mean, follow these steps:

 1. Assign an index to each return in the sample.

X1 = 2, X2 = –1, X3 = 3, X4 = 5, X5 = 1

Here, X1 represents the return in 2008; X2 is the return in 2009, and so on.

 2. Compute the sum of the returns:

 3. Divide the sum of the returns by the number of returns in the sample:

This result shows that the average return of this stock is 2 percent per year.
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Calculating the population arithmetic mean
When you calculate the arithmetic mean of a population, the calculation is 
the same as for arithmetic mean of a sample, but the notation is slightly  
different. Here’s the formula for computing the arithmetic mean of a population:

The new term in this formula is μ, the lowercase Greek letter mu, which 
replaces  from the sample arithmetic mean formula in the previous section. 
The μ represents the mean of a population.

 In statistics, it’s common to use Greek letters to represent population measures 
and Latin letters (that is, the alphabet that you use every day) to represent 
sample measures.

Geometric mean
The main difference between the arithmetic and geometric means is that the 
arithmetic mean is based on sums, while the geometric mean is based on 
products.

For the Omega Airlines example in the previous section, the arithmetic mean 
doesn’t reflect the fact that the size of an investment in this stock grows over 
time and so it underestimates the true rate of return during the five-year 
sample period. This underestimation is one of the major drawbacks of the 
arithmetic mean. Based on the arithmetic mean return of 2 percent per year, 
the investor would have earned a cumulative return of 10 percent: 2 + 2 + 2 + 
2 + 2 = 10 percent from 2008 to 2012.

In fact, the cumulative return was approximately 10.3 percent. To illustrate 
this return, assume that an investor started with $100,000 at the beginning of 
2008. Table 3-1 shows the value of this investment from 2008 to 2012.

Table 3-1 Computing the Return to Omega Airlines Stock
Year Omega Airlines Annual 

Return (percent)
Starting 
Balance

Ending Balance

2008  
2

$100,000.00 $100,000.00(1.02) = 
$102,000.00

2009  
–1

$102,000.00 $102,000.00(0.99) = 
$100,980.00
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Year Omega Airlines Annual 
Return (percent)

Starting 
Balance

Ending Balance

2010  
3

$100,980.00 $100,980.00(1.03) = 
$104,009.40

2011  
5

$104,009.40 $104,009.40(1.05) = 
$109,209.87

2012  1 $109,209.87 $109,209.87(1.01) = 
$110,301.97

In each year, the starting balance is multiplied by the gross return (one plus 
the rate of return) during the year to get the ending balance. Each year’s 
starting balance equals the previous year’s ending balance.

The ending balance in 2012 equals $110,301.97. The cumulative rate of return 
during this period is the ratio of the ending balance to the starting balance 
minus one:

The cumulative return over period 2008–2012 is 10.30197 percent, more than 
the 10 percent implied by the arithmetic mean. In this case, the geometric 
mean provides a more accurate result than the arithmetic mean because the 
geometric mean takes into account the increasing size of the investment, 
while the arithmetic mean doesn’t.

Because the geometric mean is based on products, for a sample or a  
population, you multiply the gross returns for each year to get the cumulative 
five-year return:

The returns are multiplied in order to indicate that each year’s return is 
applied to the cumulative value of the investment, not the original value.
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Because this sample has five returns, the next step is to raise the final result 
1.1030197 to the one-fifth power:

Raising a number to the one-fifth power is also known as taking the fifth root 
of the number. This corresponds to dividing by five when computing the 
arithmetic mean.

 You can determine any exponent on a calculator with the exponentiation key; 
for most calculators, this key appears as YX or XY.

Subtracting 1 from the example’s result gives you 1.0198039 – 1 = 0.0198039 =  
1.98039 percent per year. If the investor earns this return each year for five 
years, the five-year return will be computed as follows. First, the annual 
return plus one is multiplied by itself five times.

Subtracting one gives the cumulative five year return:

(Note that there are slight differences in the results due to rounding.)

 You use this process for calculating either the geometric mean of a sample or 
the geometric mean of a population.

Weighted mean
Sometimes a data set contains a large number of repeated values. In these  
situations, you can simplify the process of computing the mean by using 
weights — the frequencies of a value in a sample or a population. You can 
compute both the arithmetic mean and geometric mean as weighted averages.

Calculating the weighted arithmetic mean
The formula for computing a weighted arithmetic mean for a sample or a 
population is
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Here, wi represents the weight associated with element Xi; this weight equals 
the number of times that the element appears in the data set.

The numerator (the top half of the formula) tells you to multiply each element 
in the data set by its weight and then add the results together, as shown 
here:

The denominator (the bottom half of the formula) tells you to add the weights 
together:

You find the weighted arithmetic mean by dividing the numerator by the 
denominator.

As an example, suppose that a marketing firm conducts a survey of 1,000 
households to determine the average number of TVs each household owns. 
The data show a large number of households with two or three TVs and a 
smaller number with one or four. Every household in the sample has at least 
one TV and no household has more than four. Here’s the sample data for the 
survey:

Number of TVs per 
Household

Number of 
Households

1 73
2 378
3 459
4 90

Because many of the values in this data set are repeated multiple times, you 
can easily compute the sample mean as a weighted mean. Doing so is quicker 
than summing each value in the data set and dividing by the sample size.

Follow these steps to calculate the weighted arithmetic mean:

 1. Assign a weight to each value in the data set:

X1 = 1, w1 = 73

X2 = 2, w2 = 378

X3 = 3, w3 = 459

X4 = 4, w4 = 90
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 2. Compute the numerator of the weighted mean formula.

Multiply each sample by its weight and then add the products together:

 3. Compute the denominator of the weighted mean formula by adding 
the weights together:

 4. Divide the numerator by the denominator:

The mean number of TVs per household in this sample is 2.566.

Calculating the weighted geometric mean
You can calculate the weighted geometric mean in the same way for both 
samples and populations. The formula is:

Here’s the breakdown of this equation:

 ✓ Π = the uppercase Greek letter pi used to indicate that a product is 
being computed

 ✓ Xi = a single element in the sample or population

 ✓ wi = the weight of element Xi

 ✓ = the sum of the weights w1, w2, …, wn



47 Chapter 3: Finding a Happy Medium: Identifying the Center of a Data Set

You apply an exponent to each element in the data set that equals the weight 
of the element. You then multiply these values together and raise to a power 
equal to one divided by the sum of the weights.

 An exponent is the superscript in an expression such as 34; in this case, the 
base is 3 and the exponent is 4. This is shorthand for multiplying 3 by itself 
four times: 3 × 3 × 3 × 3 = 81. Note that in many formulas and Microsoft Excel, 
the asterisk (*) represents multiplication. In Excel the carat (^) represents 
exponentiation.

As an example, a marketing firm conducts a survey of 20 households to  
determine the average number of cellphones each household owns. Here’s 
the sample data from this survey:

Number of Cell Phones 
Per Household

Number of Households

1 2
2 5
3 6
4 4
5 3

To figure out the weighted geometric mean, follow these steps:

 1. Compute the value of each Xi with an exponent equal to its weight wi:

X1
w

1 = 12 = 1

X2
w

2 = 25 = 32

X3
w

3 = 36 = 729

X4
w

4 = 44 = 256

X5
w

5 = 53 = 125

 2. Multiply these results together:

 3. Divide 1 by the sum of the weights:
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 4. Combine these results to find the weighted geometric mean:

So on average, each household has approximately 2.78 cellphones.

Getting to the Middle of Things:  
The Median of a Data Set

The median is a value that divides a sample or a population in half. In other 
words:

 ✓ Half of the elements in the data set are below the median.

 ✓ Half of the elements in the data set are above the median.

For example, the sample of returns of Omega Airlines stock from 2008 to 2012 
is shown here:

Year Omega Airlines Annual Return (percent)
2008 2
2009 –1
2010 3
2011 5
2012 1

You can compute the median of this sample, using the following steps:

 1. Sort the elements from the smallest to the largest.

Original data:

2, –1, 3, 5, 1

Sorted data:

–1, 1, 2, 3, 5

 2. Identify the middle observation. 

Because the sample contains five elements, the median is the third largest 
element (ensuring that two elements are below the median and two are 
above). The resulting value of the median is 2. 

–1, 1, 2, 3, 5
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Note: If the sample contains an even number of elements, then no  
element exists in the middle of the data. Instead, you calculate the 
median as the average of the middle two elements.

Here’s another example. This list is a sample of the returns onto Epsilon 
Railways stock from 2007 to 2012:

Year Epsilon Railways Annual Return (percent)
2007 0
2008 2
2009 3
2010 6
2011 1
2012 4

 1. Sort the elements from smallest to largest.

Original data:

0, 2, 3, 6, 1, 4

Sorted data:

0, 1, 2, 3, 4, 6

 2. Identify the middle observation.

In this example, there are six sample elements. Because 6 is an even 
number, you compute the median as the average of the third and fourth 
elements: 

0, 1, 2, 3, 4, 6

(2 + 3)/2 = 2.5

Note that three sample elements are below 2.5, and three elements are 
above 2.5.

 The procedure for computing the median of a sample is the same as for  
computing the median of a population.

Comparing the Mean and Median
In some data sets, the mean and median may equal each other. When this 
occurs, the data set is said to be symmetrical about the mean, meaning that 
values below the mean balance the values above the mean. A data set may 
also be negatively skewed, indicating the presence of extreme values below 
the mean. Likewise, a data set may be positively skewed, indicating the  
presence of extreme values above the mean.
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If a data set is skewed, the mean and median won’t equal each other; instead, 
the relationship between them will determine the direction of the skew. I 
explore the relationship of the mean and median as well as the advantages 
and disadvantages of each measure in the following sections.

Determining the relationship  
between mean and median
The relationship between the mean and median of a data set determines 
whether the data set is symmetrical about the mean, negatively skewed, or 
positively skewed.

Symmetrical
A data set is symmetrical if the mean equals the median. Mathematically, this 
is expressed as

mean = median

The histogram in Figure 3-1 shows the frequency distribution for the daily 
returns of a stock with the following mean and median:

mean = 0.00 percent

median = 0.00 percent

 

Figure 3-1: 
Symmetrical 

sample 
data.

 
 Illustration by Wiley, Composition Services Graphics
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The histogram shows that the left and right tails balance each other so that 
positive and negative values that are equal distances from the center are 
equally likely. (The left tail represents the smallest observations and the right 
tail represents the largest observations in the data set.) The left-hand side of 
this distribution is a mirror image of the right-hand side, showing that this 
distribution is symmetrical about the mean.

Negatively skewed
A data set is negatively skewed if the mean is less than the median. 
Mathematically, you can express this relationship as

mean < median

The histogram in Figure 3-2 shows the frequency distribution for the daily 
returns to a stock with the following mean and median:

mean = –0.95 percent

median = –0.75 percent

 

Figure 3-2: 
Negatively 

skewed 
sample 

data.
 

 Illustration by Wiley, Composition Services Graphics

The histogram shows a long left tail, which results from extreme negative 
values in the data set.
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Positively skewed
A data set is positively skewed if the mean is greater than the median. 
Mathematically, this relationship looks like this:

mean > median

The histogram in Figure 3-3 shows the frequency distribution for the daily 
returns on a stock with the following mean and median:

mean = 1.55 percent

median = 0.70 percent

 

Figure 3-3: 
Positively 

skewed 
sample 

data.
 

 Illustration by Wiley, Composition Services Graphics

The graph shows a long right tail, which results from extreme positive values 
in the data set.

Acknowledging the relative  
advantages and disadvantages  
of the mean and median
The mean is the most commonly used measure of the center of a data set. 
Under some conditions, though, the median (or even the mode) may be more 
representative of the center of the data set.
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If a data set is symmetrical, the mean and the median are equal, so both are 
equally useful measures. When a data set is skewed, the median is likely to 
be a more representative measure of the center of the data than the mean 
because the median isn’t as affected by extreme outcomes as much as the 
mean.

Discovering the Mode: The Most 
Frequently Repeated Element

The mode is the most frequently occurring value in a sample or a population. 
For example, suppose a bank chooses a sample of 20 of its branches in New 
York City, and for each branch, the number of ATMs in the lobby is recorded 
as follows:

Three branches have two ATMs.

Six branches have three ATMs.

Eight branches have four ATMs.

Three branches have five ATMs.

Because most branches have four ATMs, 4 is the mode in this sample.

 One of the most unusual features of the mode is that it isn’t necessarily 
unique; a data set can have two or more modes. It’s also possible that a data 
set has no mode — that is, no values are repeated.

For example, suppose that the same bank chooses a sample of 20 of its 
branches in Connecticut. For each branch, the number of ATMs in the lobby 
is recorded. The results are given as follows:

Three branches have two ATMs.

Eight branches have three ATMs.

Eight branches have four ATMs.

One branch has five ATMs.

In this sample, more branches have three or four ATMs than any other 
number. Because the number of branches with three ATMs equals the 
number of banks with four ATMs, the mode of this sample is both 3 and 4.
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 The mode is most useful when a data set contains qualitative data (that is, 
non-numerical data). This type of data can include colors, flavors, brand 
names, and so on. With qualitative data, calculating a mean or a median is 
impossible, but you can still find the mode. With quantitative (numerical) 
data, the mean and the median are typically more useful than the mode.

As an example, suppose that a marketing firm conducts a survey to determine 
which color consumers would likely choose for a new car. The survey 
responses are as follows:

blue red blue
black blue black
blue blue black
blue black blue
white silver blue

Because this data is qualitative, calculating the mean or the median is  
impossible. But you can determine the mode by tabulating the frequency of 
the 15 responses. Because blue appears in the survey eight times, black, four 
times, white, red, and silver, one each, the mode is blue. Consumers in this 
survey prefer blue to other colors.

The distribution of colors is shown in Figure 3-4. In this example, the histogram 
shows colors on the horizontal axis and the corresponding frequencies on 
the vertical axis:

 

Figure 3-4: 
Distribution 

of colors 
chosen by 

consumers.
 

 Illustration by Wiley, Composition Services Graphics

Because blue occurs most frequently in this sample, it’s the sample’s mode.



Chapter 4

Searching High and Low: 
Measuring Variation in a Data Set

In This Chapter
▶ Computing variance and standard deviation
▶ Finding the relative position of data: percentiles and quartiles
▶ Measuring relative variation: the coefficient of variation

O 
ne of the most important properties of a data set (a sample or population) 
is how “spread out” the data are from the center. (Techniques for  

measuring the center of a data set are covered in Chapter 3.) You can use 
several numerical measures, known as measures of dispersion, to calculate 
the spread of a data set.

This chapter covers the techniques used to compute the variance and  
standard deviation of a sample and a population. (Samples and populations 
are defined in Chapter 1.) Techniques for determining the relative position of 
an element within a sample or a population are also explained in detail;  
these include percentiles and quartiles. Finally, the coefficient of variation is 
introduced as a measure of relative variation; this enables a direct comparison 
of the properties of two samples or two populations.

Thanks to standard deviation and the mean (covered in Chapter 3), you can 
calculate relative variation, which has many handy applications.

Determining Variance and  
Standard Deviation

Variance and standard deviation are the two most widely used measures of 
dispersion in statistics. They’re both based on the average squared distance 
between the elements of a data set and the mean. 
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Standard deviation and variance are usually better than some other measures 
of dispersion, such as the range. The range is the difference between the  
largest and smallest elements in a data set. Interesting, but not that great. 
The range suffers from the drawback that it’s only based on two values, so it 
doesn’t measure the spread among the remaining values.

The variance indicates the size of the average squared difference between 
the elements of a data set and the mean of the data set. And here’s what you 
need to know: A large variance shows a substantial amount of spread among 
the elements of a data set.

Variance is often used as a measure of uncertainty or risk in business  
applications. For example, an investor may use variance to determine the 
degree of risk associated with owning a share of stock. If returns of the stock 
fluctuate significantly over time, it’s a risky investment. Variance provides a 
method for assigning a numerical value to this fluctuation. The greater the 
stock’s variance, the riskier it is.

Standard deviation is the square root of the variance. It’s more commonly 
used than variance as a measure of risk because the variance is expressed in 
squared units. For example, the variance of stock returns is expressed as  
percent squared, which is difficult to visualize. On the other hand, the standard 
deviation of stock returns is measured as a percentage, which is much easier 
to interpret. 

Finding the sample variance
Use the following formula to figure out the variance of a sample:

Here’s what each term means:

 ✓ s2 = the sample variance

 ✓  (pronounced “X bar”); this is the sample mean (the average value of 
the sample elements)

 ✓ n = the number of elements in the sample

 ✓ i = an index, assigning a number to each sample element ranging from 1 to n

 ✓ Xi = a single element in the sample

 ✓ Σ = the uppercase Greek letter sigma, which indicates a sum is being 
computed
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The numerator (the top half) of the sample variance formula is:

This expression tells you to perform the following three calculations:

 1. For each sample element, subtract the sample mean.

 2. Square the result.

 3. Compute the sum of these squares.

The denominator (the bottom half) of the sample variance formula is n – 1 
(the sample size minus 1). Then, you find the sample variance by dividing the 
numerator by the denominator.

Finding the sample standard deviation
The sample standard deviation is the square root of the sample variance:

Here’s an example: Say you choose sample of coffee prices from 20 stores 
in 2 supermarket chains: Encore Markets and Pacifica Markets. Figure 4-1a 
shows the distribution of prices at Encore Markets, and Figure 4-1b shows 
the distribution of prices at Pacifica Markets. The price of coffee per pound 
is shown on the horizontal (X) axis, while the number of stores that charge a 
given price are shown on the vertical (Y) axis.

These graphs show that the prices are much more spread out at Pacifica’s 
stores than at Encore’s. In other words, Pacifica has greater dispersion among 
its prices. The range of possible prices at Pacifica’s stores is much greater 
(at least one store charges $20 per pound!), while at Encore, no store charges 
more than $14. The stores at both chains charge at least $8 per pound. The 
dispersion among coffee prices is measured by the standard deviation, which 
is $3.6631 at Pacifica’s stores and $2.1637 at Encore’s stores. These numbers 
confirm what Table 4-1 shows: There’s more spread among Pacifica’s prices 
than Encore’s prices. 

Tables 4-1 and 4-2 show the prices at 20 stores in each of the two chains.
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Figure 4-1 (a 
and b): 

Distribution 
of coffee 
prices at 

Encore 
Markets 

and Pacifica 
Markets.

 

Table 4-1 Sample Coffee Prices at Encore Markets
8 10 11 8
8 9 8 8
13 8 9 14
12 8 12 14
10 12 8 9
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Table 4-2 Sample Coffee Prices at Pacifica Markets
15 17 9 7
13 7 7 9
9 8 7 7
9 13 7 11
19 11 7 7

The first step is to compute the sample mean coffee price. In this example, 
the sample mean for Encore is computed as follows:

The numerator is the sum of the coffee prices in the sample, which is 199. 
The denominator is the sample size, which is 20. The ratio of these two 
values is the sample mean, $9.95.

To compute the sample variance, subtract the sample mean from each 
sample coffee price, and square the results. The sum of these terms is the 
numerator of the sample variance formula. This is shown in the Table 4-3.

Table 4-3 Calculations for the Sample Variance  
 at Encore Markets
(8 – 9.95)2 = 
3.8025

(10 – 9.95)2 = 
0.0025

(11 – 9.95)2 = 
1.1025

(8 – 9.95)2 = 
3.8025

(8 – 9.95)2 = 
3.8025

(9 – 9.95)2 = 
0.9025

(8 – 9.95)2 = 
3.8025

(8 – 9.95)2 = 
3.8025

(13 – 9.95)2 = 
9.3025

(8 – 9.95)2 = 
3.8025

(9 – 9.95)2 = 
0.9025

(14 – 9.95)2 = 
16.4025

(12 – 9.95)2 = 
4.2025

(8 – 9.95)2 = 
3.8025

(12 – 9.95)2 = 
4.2025

(14 – 9.95)2 = 
16.4025

(10 – 9.95)2 = 
0.0025

(12 – 9.95)2 = 
4.2025

(8 – 9.95)2 = 
3.8025

(9 – 9.95)2 = 
0.9025

The sum of these terms is 88.95. The sample variance is, therefore:
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Now, at last! Take the square root. The sample standard deviation is:

Compute the sample variance and sample standard deviation for Pacifica 
Markets the same way. Table 4-4 shows the calculations for the numerator of 
the sample variance formula.

Table 4-4 Calculations for the Sample Variance  
 at Pacifica Markets
(15 – 9.95)2 = 
25.5025

(17 – 9.95)2 = 
49.7025

(9 – 9.95)2 = 
0.9025

(7 – 9.95)2 = 
8.7025

(13 – 9.95)2 = 
9.3025

(7 – 9.95)2 = 
8.7025

(7 – 9.95)2 = 
8.7025

(9 – 9.95)2 = 
0.9025

(9 – 9.95)2 = 
0.9025

(8 – 9.95)2 = 
3.8025

(7 – 9.95)2 = 
8.7025

(7 – 9.95)2 = 
8.7025

(9 – 9.95)2 = 
0.9025

(13 – 9.95)2 = 
9.3025

(7 – 9.95)2 = 
8.7025

(11 – 9.95)2 = 
1.1025

(19 – 9.95)2 = 
81.9025

(11 – 9.95)2 = 
1.1025

(7 – 9.95)2 = 
8.7025

(7 – 9.95)2 = 
8.7025

The sum of these terms is 254.95. The sample variance is, therefore:

The sample standard deviation is:

These numbers confirm what Figure 4-1a and Figure 4-1b show: There’s more 
spread among Pacifica’s prices than Encore’s prices. $2.1637 compared to 
$3.6631.

 Although you can use graphs to inspect the dispersion of different samples or 
populations, comparing standard deviations is usually easier, and you don’t 
have to examine the entire data set.



61 Chapter 4: Searching High and Low: Measuring Variation in a Data Set

The standard deviation is a more useful measure of dispersion than variance. 
Again, variance is expressed in squared units (percent squared, dollars 
squared, and so on) because it’s taken from the sum of squared differences 
between the elements in a data set and the mean of the data set. That’s not as 
handy as standard deviation.

For example, Table 4-5 compares the variance and standard deviation of the 
Encore and Pacifica stores.

Table 4-5 Variance and Standard Deviation of Sample Stores
Encore Pacifica

Standard deviation ($/pound) 2.1637 3.6631
Variance ($2/pound) 4.6816 13.4184

Table 4-5 shows that the variance of coffee prices at Encore is $4.6816 
squared per pound, while the variance of coffee prices at Pacifica is $13.4184 
squared per pound. Dollars squared is a difficult concept to interpret — prices 
are never expressed in terms of dollars squared! So people most often use 
the standard deviation rather than the variance to show dispersion.

Calculating population variance  
and standard deviation
Unlike the mean, median, and mode, the variance and the standard deviation 
are calculated slightly differently for samples and populations. The following 
section shows the appropriate formulas for computing the variance and  
standard deviation of a population.

Finding the population variance
When you’re calculating the variance for a population, use the following  
formula:

The parameters are:

 ✓ σ2 = population variance (σ is the lowercase Greek letter sigma)

 ✓ μ = the population mean (μ is the Greek letter mu)



62 Part I: Getting Started with Business Statistics 

 Σ is the uppercase Greek letter sigma, which represents summation σ is the 
lowercase sigma, which represents the population standard deviation.

The numerator (the top half) of the population variance formula is:

Use this formula and do the following calculations:

 1. For each population element, subtract the population mean.

 2. Square the result.

 3. Compute the sum of the squares.

The denominator (the bottom half) of the population variance formula is 
n (the population size.) You find the population variance by dividing the 
numerator of the population variance formula by the denominator.

Finding the population standard deviation
After you figure out the population variance, you can get the population  
standard deviation by taking the square root of the population:

For example, suppose an investor wants to analyze the dispersion of Alpha, 
Inc.’s, sales from one year to the next. Table 4-6 shows the sample of annual 
profits the investor takes (measured in millions of dollars per year) from 2007 
to 2012.

Table 4-6 Alpha, Inc . Sales 2007–2012
Year Sales ($ million)
2007 18
2008 22
2009 31
2010 29
2011 42
2012 50
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You find the population variance by following these steps:

 1. Find the population mean. 

  The formula for calculating the sample mean is

 

  Plug in the numbers from Table 4-6:

 

  The average annual profit during this period was $32 million.

 2. Work through the numerator of the sample variance formula.

 

  The calculations are shown in Table 4-7.

Table 4-7 Calculations of Population Variance for Alpha, Inc .
Year Alpha, Inc. Sales 

($ million)
2007 18 18 – 32 = –14 (–14)2 = 196
2008 22 22 – 32 = –10 (–10)2 = 100
2009 31 31 – 32 = –1 (–1)2 = 1
2010 29 29 – 32 = –3 (–3)2 = 9
2011 42 42 – 32 = 10 (10)2 = 100
2012 50 50 – 32 = 18 (18)2 = 324

Sum 730

In the third column ( ), subtract the mean return from the actual 
return for each year. In the fourth column ( ), square the result 
from the third column. The sum of the fourth column is the numerator of 
the sample variance formula; this equals 730.

 3. Solve the denominator of the population variance formula. 

The denominator is 6. Because six elements are in this population, n = 6.
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 4. Substitute these values into the population variance formula.

The population variance of Alpha’s sales is $121.667 dollars squared.

Finding the population standard deviation
After you figure out the population variance, you get the population standard 
deviation by taking the square root of the population variance:

The population standard deviation of Alpha’s sales is $11.030 million.

Finding the Relative Position of Data
Identifying the location or position of a value in a data set can be immensely 
useful, whether you’re talking about business profitability, population  
statistics, or scores on school tests. You use three related measures known 
as percentiles, quartiles, and the interquartile range.

A percentile is a value that divides a sample or population into two groups, 
with a specified percentage in each group. For example, on a standardized 
exam, the 10th percentile is the score such that:

10 percent of the scores are below it

90 percent of the scores are above it

Quartiles are closely related to percentiles; they subdivide a sample or a 
population into four equal parts. The interquartile range identifies the middle 
50 percent.

Percentiles: Dividing everything  
into hundredths
Percentiles split up a data set into 100 equal parts, each consisting of 1 percent 
of the values in the data set.
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For example, suppose a corporation is analyzing the annual sales of its  
franchise owners. Those franchises whose sales belong to the 90th percentile 
will get an award. Being in the 90th percentile means that:

90 percent of the franchises have sales below this value

10 percent of the franchises have sales above this value

As a result, 10 percent of the franchises will receive the award. When you 
hear someone say that he or she is in the “top 10 percent,” you can take that 
to mean that they are in the 90th percentile.

Percentiles provide a relative ranking for an element of a data set. For 
example, suppose that the corporation’s New York franchise has sales of $1 
million during the year. Judging whether this franchise is successful without 
knowing how this value compares with the other franchises is difficult. If it 
turns out that $1 million places the New York franchise in the 10th percentile, 
then 90 percent of the other franchises outperformed it this year. On the 
other hand, if $1 million places the New York franchise in the 80th percentile, 
then only 20 percent of the other franchises outperformed it this year.

 The 50th percentile of a data set is the median because half of the values are 
below the median, and half are above.

Suppose the Federal Reserve Bank of New York conducts a survey of the 
assets of the savings banks in its district. A sample of ten banks is chosen; 
the results (in hundreds of millions of dollars) are:

2, 3, 5, 7, 6, 4, 8, 9, 1, 2

To compute percentiles, first sort the elements from the smallest value to the 
largest. In this example, the sorted values are:

1, 2, 2, 3, 4, 5, 6, 7, 8, 9

There are several possible approaches to computing percentiles. One of 
them is to apply the following formula to compute an index. This index  
represents the location of the appropriate percentile.

Here, P is the percentile of interest (30th, 40th, and so on), and n is the size 
of the sample or population. You round the number to the nearest integer 
(whole number). The percentile equals the corresponding value in the  
data set.

 When rounding a number with a fractional part, if the fractional part is 0.5 or 
greater, round up to the next higher integer; otherwise, round down to the 
next lower integer. For example, you round 3.4 down to 3, and 3.5 up to 4.



66 Part I: Getting Started with Business Statistics 

For example, in order to find the 30th percentile of a set of ten, the index is

Round 3.5 up to 4 to see that the fourth smallest value, the number 3 in this 
example, is the 30th percentile.

1, 2, 2, 3, 4, 5, 6, 7, 8, 9

Similarly, you find the 70th percentile of a set of ten as follows:

Don’t forget to round 7.5 up to 8, which shows that the eighth smallest value, 
or the number 7 in this example, is the 70th percentile.

1, 2, 2, 3, 4, 5, 6, 7, 8, 9

 Microsoft Excel uses a somewhat different approach to computing percentiles. 
If you use the PERCENTILE function, you will get 2.7 for the 30th percentile 
and 6.3 for the 70th percentile.

Quartiles: Dividing everything into fourths
Quartiles split up a data set into four equal parts, each consisting of 25 percent 
of the sorted values in the data set. Quartiles are related to percentiles like so:

First quartile (Q1) = 25th percentile

Second quartile (Q2) = 50th percentile

Third quartile (Q3) = 75th percentile

 Because the second quartile is the 50th percentile, it’s also the median of a 
data set. The fourth quartile usually isn’t used because its value is greater 
than every element in a data set, so what’s the point?

One commonly used approach for calculating quartiles follows these two steps:

 1. Split the data into a lower half and an upper half (leaving out the 
median).

 2. Compute the median of the lower half and the upper half.

After you’ve split the data into lower and upper halves, you figure out the 
quartiles as follows:
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Q1= the median of the lower half

Q2 = the median of the entire data set

Q3 = the median of the upper half

The following data represent a sample of eight stock returns for Gamma 
Industries:

5, 7, 6, 3, 0, –2, 4, 3

The sorted values are:

–2, 0, 3, 3, 4, 5, 6, 7

In this example, you have eight elements. Because 8 is an even number, the 
median is the average of the fourth and fifth elements: –2, 0, 3, 3, 4, 5, 6, 7

(3 + 4)/2 = 3.5. Therefore, the second quartile (Q2) is 3.5.

The values below the median constitute the lower half of the sorted sample

–2, 0, 3, 3

The values above the median constitute the upper half of the sorted sample

4, 5, 6, 7

Both the lower and upper halves have four sample elements. Because 
four is an even number, the median is the average of the second and third 
elements.

For the lower half, the median is: (0 + 3)/2 = 1.5. This is the average value 
of the two middle elements. Therefore, the first quartile (Q1) is 1.5.

For the upper half, the median is (5 + 6)/2 = 5.5. Therefore, the third  
quartile (Q3) is 5.5.

 As with percentiles, Microsoft Excel uses a different approach to computing 
quartiles; if you use the QUARTILE function, you will get 3.5 for Q2, but you will 
also get

2.25 for Q1 (instead of 1.5)

5.25 for Q3 (instead of 5.5)

Interquartile range: Identifying  
the middle 50 percent
The interquartile range (IQR) is the difference between the third quartile and 
the first quartile: IQR = Q3 – Q1. The IQR represents the middle 50 percent of the 
data set. For the Gamma Industries example, the IQR is Q3 – Q1 = 5.5 – 1.5 = 4.
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 An advantage of the IQR is that it isn’t greatly affected by outliers — values 
within a data set that are significantly different than the other elements in the 
data set. In fact, the IQR can help identify outliers within a data set.

You can find the outliers in a data set in several ways. One of the simpler 
approaches is to create a lower bound and an upper bound. What this means 
is that if any elements are below the lower bound or above the upper bound, 
they’re outliers. You set these bounds based on quartiles and the interquartile 
range:

lower bound: Q1 – 1.5(IQR)

upper bound: Q3 + 1.5(IQR)

Based on the Gamma Industries data, the lower bound = 1.5 – 1.5(4) = –4.5, 
and the upper bound = 5.5 + 1.5(4) = 11.5.

Because no value in this sample is below –4.5 or above 11.5, the sample has 
no outliers.

Measuring Relative Variation
Relative variation refers to the spread of a sample or a population as a  
proportion of the mean. Relative variation is useful because it can be 
expressed as a percentage, and is independent of the units in which the 
sample or population data are measured. 

For example, you can use a measure of relative variation to compare the 
uncertainty or variation associated with the temperature in two different 
countries, even if one country uses Fahrenheit temperatures and the other 
uses Celsius temperatures. As another example, a measure of relative  
variation can be useful for comparing the returns earned by two portfolio 
managers. It wouldn’t make any sense to compare the mean returns achieved 
by two different managers without explicitly considering the levels of risk 
that they have incurred. A measure of relative variation provides a number 
that considers both the risk and the return of a portfolio, so that it can be 
determined which portfolio is riskier relative to the return.

You can use several different types of measures of relative variation. One of 
the most popular is known as the coefficient of variation.
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Coefficient of variation: The spread  
of a data set relative to the mean
The coefficient of variation (CV) indicates how “spread out” the members of a 
sample or population are relative to the mean. The coefficient of variation is 
measured as a percentage, so it’s independent of the units in which the mean 
and standard deviation are measured. This enables the relative variation of 
different samples or populations to be compared directly to each other. 

For example, the coefficient of variation can express the risk of an investment 
portfolio per unit of return. This means you can compare the performance of 
different portfolios to see which one offers the least amount of risk per unit 
of return.

Here’s the formula for finding the coefficient of variation for either samples 
or populations:

Suppose a corporation requires the services of a consulting firm to improve 
its accounting systems. The corporation has determined that the two best 
choices are Superior Accounting, Inc., and Data Services Corp. The corporation  
has done some research about the pricing practices of these two firms. 
The average price charged per hour, along with the standard deviation, are 
shown in Table 4-8:

Table 4-8 Comparative Prices Charged by Superior  
 Accounting and Data Services

Superior Accounting Data Services
Mean price ($/hour) $200 $175
Standard deviation ($/hour) $80 $75

Based on this data, the coefficient of variation for the prices charged by each 
firm are 

Superior Accounting: 

Data Services: 
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These results show that although the prices charged by Superior Accounting 
have a larger standard deviation than Data Services, the relative variation of 
Data Services is greater (42.86 percent compared with 40.00 percent.) This 
indicates that the relative uncertainty associated with Data Services’ prices is 
greater than for Superior Accounting’s prices.

Comparing the relative  
risks of two portfolios
Suppose a portfolio manager is responsible for an insurance company’s 
equity portfolio and bond portfolio. He wants to know which portfolio is 
riskier in absolute and relative terms. He takes a sample of returns from the 
past ten years and computes the mean and standard deviation. See Table 4-9 
for the results:

Table 4-9 Comparative Performance of Bond and Equity Portfolios
Bond Portfolio Equity Portfolio

Mean return 8% 20%
Standard deviation of returns 16% 30%

These results show that the equity portfolio offers a higher average (mean) 
return than the bond portfolio and that the equity portfolio is riskier in  
absolute terms than the bond portfolio.

Because the two portfolios offer different returns and different levels of risk, 
it’s impossible to compare them directly without using a measure of relative 
risk, which shows how risky a portfolio is relative to its return. So you need 
to find the coefficient of variation for the two portfolios, using the CV formula:

Bond: 

Equity: 

The bond portfolio offers a level of risk that’s 200 percent of the average 
return, while the equity portfolio offers a level of risk that’s 150 percent of 
the average return. So while the equity portfolio is riskier in absolute terms 
(due to the higher standard deviation) the bond portfolio is riskier in relative 
terms (due to the higher coefficient of variation).



Chapter 5

Measuring How Data Sets Are 
Related to Each Other

In This Chapter
▶ Working with measures of association: covariance and correlation
▶ Determining the correlation coefficient

A 
 measure of association is a numerical value that reflects the tendency 
of two variables to move in the same direction or in opposite direc-

tions. For example, it makes sense that corporate profits and sales would 
both tend to increase when the economy is strong, and decrease when the 
economy is weak. A measure of association is used to assign a numerical 
value to the strength and direction of this type of relationship.

Measures of association can help answer questions, such as, “If interest rates 
fall, do stock prices tend to rise?” or “If oil prices rise, does the unemploy-
ment rate tend to rise?” or “Does an increase in advertising expenditures lead 
to greater revenues?”

The two most widely used measures of association are known as covariance 
and correlation.

In this chapter, you see formulas for computing covariance and correlation 
for both samples and populations. The relationship between two variables 
is illustrated with a type of graph known as a scatter plot, which is useful for 
seeing the relationship that exists (if any) between two variables. (I cover 
several types of graphs such as the scatter plot in Chapter 2.) This chapter 
concludes by illustrating how the risks of a portfolio of stocks may be diversi-
fied if the stocks have low or negative correlations between them.

Understanding Covariance and Correlation
Two of the most widely used measures of association are known as covari-
ance and correlation. These are closely related to each other. You can think 
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of correlation as a modified version of covariance. Correlation is easier to 
interpret because its value is always between –1 and 1. For example, a corre-
lation of 0.9 indicates a very strong relationship in which two variables nearly 
always move in the same direction; a correlation of –0.1 shows a very weak 
relationship in which there is a slight tendency for two variables to move 
in opposite directions. With covariance, there is no minimum or maximum 
value, so the values are more difficult to interpret. For example, a covariance 
of 50 may show a strong or weak relationship; this depends on the units in 
which covariance is measured.

 

Correlation is a measure of the strength and direction of two linearly 
related variables. Two variables are said to be linearly related if they can be 
expressed with the following equation:

 Y = mX + b

X and Y are variables; m and b are constants. For example, suppose that the 
relationship between two variables is:

 Y = 3X + 4

3 is the coefficient of X; this indicates that an increase of X by 1 causes Y to 
increase by 3. Equivalently, a decrease of X by 1 causes Y to decrease by 3. 
The 4 in this equation indicates that Y equals 4 when X equals 0.

Covariance and correlation show that variables can have a positive relation-
ship, a negative relationship, or no relationship at all. With covariance and 
correlation, there are three cases that may arise:

 ✓ If two variables increase or decrease at the same time, the covariance 
and correlation between them is positive. For example, the covari-
ance and correlation between the stock prices of two oil companies is 
positive because many of the same factors affect the stock prices in the 
same way.

 ✓ If two variables move in opposite directions, the covariance and 
correlation between them is negative. For example, the covariance 
and correlation between interest rates and new home sales is negative 
because rising interest rates increase the cost of purchasing a new 
home, which in turn reduces new home sales. The opposite occurs 
with falling interest rates.

 ✓ If two variables are unrelated to each other, the covariance and cor-
relation between them is zero (or very close to zero). For example, the 
covariance and correlation between gold prices and new car sales is 
zero because the two have nothing to do with each other.

In the following sections, I introduce formulas for computing sample covari-
ance, sample correlation, population covariance, and population correlation. 
These measures are illustrated with several examples.
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Sample covariance and correlation
Sample covariance measures the strength and the direction of the relationship 
between the elements of two samples. (Recall from Chapter 1 that a sample is a 
randomly chosen selection of elements from an underlying population.)

The sample covariance between X and Y is

Here’s what each element in this equation means:

 ✓ sXY = the sample covariance between variables X and Y (the two sub-
scripts indicate that this is the sample covariance, not the sample stan-
dard deviation).

 ✓  (“X bar”) = the sample mean for X.

 ✓  (“Y bar”) = the sample mean for Y.

 ✓ n = the number of elements in both samples.

 ✓ i = an index that assigns a number to each sample element, ranging from 
1 to n.

 ✓ Xi = a single element in the sample for X.

 ✓ Yi = a single element in the sample for Y.

 ✓ Σ = the uppercase Greek letter sigma that indicates that a sum is being 
computed.

The sample covariance may have any positive or negative value.

You calculate the sample correlation (also known as the sample correlation 
coefficient) between X and Y directly from the sample covariance with the fol-
lowing formula:

The key terms in this formula are

 ✓ rXY = sample correlation between X and Y

 ✓ sXY = sample covariance between X and Y

 ✓ sX = sample standard deviation of X

 ✓ sY = sample standard deviation of Y
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The formula used to compute the sample correlation coefficient ensures that 
its value ranges between –1 and 1.

For example, suppose you take a sample of stock returns from the Excelsior 
Corporation and the Adirondack Corporation from the years 2008 to 2012, as 
shown here: 

Year Excelsior Corp. Annual 
Return (percent) (X)

Adirondack Corp. Annual 
Return (percent) (Y)

2008 1 3
2009 –2 2
2010 3 4
2011 0 6
2012 3 0

What are the covariance and correlation between the stock returns? To 
figure that out, you first have to find the mean of each sample. (The sample 
mean is discussed in Chapter 3.) In this example, X represents the returns to 
Excelsior and Y represents the returns to Adirondack.

 ✓ The sample mean of X is

You obtain the sample mean by summing all the elements of the sample and 
then dividing by the sample size. In this case, the sample elements sum to 5 
and the sample size is 5. Dividing these numbers gives a sample mean of 1.

 ✓ The sample mean of Y is

Table 5-1 shows the remaining calculations for the sample covariance:
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Table 5-1 Computing the Sample Covariance
Year Excelsior 

Corp 
Annual 
Return 
(percent)

Adirondack 
Corp 
Annual 
Return 
(percent)

  

2008 1 3 1 – 1 = 0 3 – 3 = 0 (0)(0) = 0
2009 –2 2 –2 – 1 = 

–3
2 – 3 = –1 (–3)(–1) = 3

2010 3 4 3 – 1 = 2 4 – 3 = 1 (2)(1) = 2
2011 0 6 0 – 1 = 

–1
6 – 3 = 3 (–1)(3)= –3

2012 3 0 3 – 1 = 2 0 – 3 = –3 (2)(–3) = –6
Mean 1 3 Sum –4

The  column represents the differences between each return 
to Excelsior in the sample and the sample mean; similarly, the  
column represents the same calculations for Adirondack. The entries in the 

 column equal the product of the entries in the previous two 
columns. The sum of the  column gives the numerator in the 
sample covariance formula:

The denominator equals the sample size minus one, which is 5 – 1 = 4. (Both 
samples have five elements, n = 5.) Therefore, the sample covariance equals

To calculate the sample correlation coefficient, divide the sample covariance 
by the product of the sample standard deviation of X and the sample stan-
dard deviation of Y:

You find the sample standard deviation of X by computing the sample variance 
of X and then taking the square root of the result (as I explain in Chapter 4). 
Table 5-2 shows the calculations for the sample variance of X.
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Table 5-2 Computing the Sample Variance for Excelsior
Year Excelsior Corp . Annual 

Return (percent)
2008 1 1 – 1 = 0 (0)2 = 0
2009 –2 –2 – 1 = –3 (–3)2 = 9
2010 3 3 – 1 = 2 (2)2 = 4
2011 0 0 – 1 = –1 (–1)2 = 1
2012 3 3 – 1 = 2 (2)2 = 4
Mean 1 Sum 18

The  column represents the differences between each return to 
Excelsior in the sample and the sample mean; the  column represents 
the squared difference between each return to Excelsior and the sample mean.
The sum of the  column gives the numerator in the sample variance 
formula. You divide this number by the sample size minus one (5 – 1 = 4) to 
get the sample variance of X:

The sample standard deviation of X is the square root of 4.5, or .

Table 5-3 shows the calculations for the sample variance of Y.

Table 5-3 Computing the Sample Variance for Adirondack
Year Adirondack Corp . Annual 

Return (percent)
2008 3 3 – 3 = 0 (0)2 = 0
2009 2 2 – 3 = –1 (–1)2 = 1
2010 4 4 – 3 = 1 (1)2 = 1
2011 6 6 – 3 = 3 (3)2 = 9
2012 0 0 – 3 = –3 (–3)2 = 9
Mean 3 Sum 20
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Based on the calculations in Table 5-3, the sample variance of Y equals

The sample standard deviation of Y equals the square root of 5, or .

Substituting these values into the sample correlation formula gives you

The negative result shows that there’s a weak negative correlation between 
the stock returns of Excelsior and Adirondack. If two variables are perfectly 
negatively correlated (they always move in opposite directions), their cor-
relation will be –1. If two variables are independent (unrelated to each other), 
their correlation will be 0. The correlation between the returns to Excelsior 
and Adirondack stock is a –0.2108, which indicates that the two variables 
show a slight tendency to move in opposite directions.

Population covariance and  
correlation coefficient
The population covariance measures the strength and the direction of the 
relationship between the elements of two populations. It’s computed in a 
manner similar to the sample covariance.

You use the following formula to find the population covariance:

The key terms here are

 ✓ σXY = the population covariance between variables X and Y

 ✓  = the population mean for X

 ✓  = the population mean for Y
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 ✓ n = the number of elements in both populations

 ✓ i = an index that assigns a number to each population element, ranging 
from 1 to n

 ✓ Xi = a single element in the population for X

 ✓ Yi = a single element in the population for Y

 ✓ Σ = the uppercase Greek letter sigma that indicates a sum is being  
computed

The population correlation coefficient is based on the population covariance. 
You use the following formula to find the population correlation coefficient:

The key terms here are

  ρXY = the population correlation coefficient between variables X and Y

  σXY = the population covariance between variables X and Y

  σX = the population standard deviation of variable X

  σY = the population standard deviation of variable Y

For example, suppose that two new companies were created in 2008: Theta 
Corp. and Eta Corp. The returns to the two companies’ stocks from 2008 to 
2012 are shown in Table 5-4:

Table 5-4 Annual Returns to Theta and Eta
Year Theta Corp. Annual Return  

(percent) (X)
Eta Corp. Annual Return  
(percent) (Y)

2008 11 6
2009 9 5
2010 4 1
2011 2 9
2012 5 12

Because these companies have been in business only since 2008, each set of 
returns represents a population (the entire history of returns).

The population covariance and correlation between the returns to these 
stocks are computed as follows.
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 ✓ The population mean of X is

The population mean is obtained by summing all the elements of the popula-
tion and then dividing by the population size. In this case, the 5 population 
elements sum to 31, and the population size is 5. Dividing these numbers 
gives a population mean of 6.2.

 ✓ The population mean of Y is

Table 5-5 shows the remaining calculations for the population covariance:

Table 5-5 Computing the Population Covariance
Year Theta Corp . 

Annual 
Return 
(percent) 
(X)

Eta Corp . 
Annual 
Return 
(percent) 
(Y)

2008 11 6 11 – 6.2 
= 4.8

6 – 6.6 
= –0.6

(4.8)(–0.6)  
= –2.88

2009 9 5 9 – 6.2 
= 2.8

5 – 6.6 
= –1.6

(2.8)(–1.6)  
= –4.48

2010 4 1 4 – 6.2 
= –2.2

1 – 6.6 
= –5.6

(–2.2)( –5.6)  
= 12.32

2011 2 9 2 – 6.2 
= –4.2

9 – 6.6 
= 2.4

(–4.2)(2.4)  
= –10.08

2012 5 12 5 – 6.2 
= –1.2

12 – 6.6 
= 5.4

(–1.2)(5.4)  
= –6.48

Mean 6 .2 6 .6 Sum –11 .60
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The sum of the  column gives the numerator in the popula-
tion covariance formula:

The denominator equals the population size, which is 5. Therefore, the popu-
lation covariance equals

To calculate the population correlation coefficient, divide the population 
covariance by the product of the population standard deviation of X and the 
population standard deviation of Y:

You find the population standard deviation of X by computing the popula-
tion variance of X and then taking the square root of the result (as I explain in 
Chapter 4). Table 5-6 shows the calculations for the population variance of X.

Table 5-6 Computing the Population Variance for Theta
Year Theta Corp . Annual 

Return (%) (X)
2008 11 11 – 6.2 = 4.8 (4.8)2 = 23.04
2009 9 9 – 6.2 = 2.8 (2.8)2 = 7.84
2010 4 4 – 6.2 = –2.2 (–2.2)2 = 4.84
2011 2 2 – 6.2 = –4.2 (–4.2)2 = 17.64
2012 5 5 – 6.2 = –1.2 (–1.2)2 = 1.44
Mean 6 .2 Sum 54 .80

The sum of the  column gives the numerator in the population vari-
ance formula. You divide this number by the population size to get the popu-
lation variance of X:
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The population standard deviation of X is the square root of 10.96, or 
.

Table 5-7 shows the calculations for the population variance of Y.

Table 5-7 Computing the Population Variance  
 for Eta Corporation
Year Eta Corp . Annual Return  

(percent) (Y)
2008 6 6 – 6.6 = –0.6 (–0.6)2 = 0.36
2009 5 5 – 6.6 = –1.6 (–1.6)2 = 2.56
2010 1 1 – 6.6 = –5.6 (–5.6)2 = 31.36
2011 9 9 – 6.6 = 2.4 (2.4)2 = 5.76
2012 12 12 – 6.6 = 5.4 (5.4)2 = 29.16
Mean 6 .6 Sum 69 .2

Based on the calculations in Table 5-7, the population variance of Y equals

The population standard deviation of Y equals the square root of 13.84, or 
.

Substituting these values into the population correlation formula gives you:
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The negative result shows that there’s a weak negative correlation between 
the stock returns of Theta and Eta.

Comparing correlation and covariance
When trying to find the relationship between two variables, you see that the 
correlation coefficient has several advantages over the covariance, including 
the following:

 ✓ The covariance has no lower or upper limits, whereas the correlation 
coefficient ranges between –1 and 1, making it easier to interpret its 
meaning.

  In the example with the returns to Excelsior and Adirondack stock (in 
the earlier section “Sample covariance and correlation”), the covariance 
is –1. Although this negative number indicates a tendency for the stock 
returns to move in opposite directions, it’s difficult to judge the strength of 
this relationship. On the other hand, the correlation coefficient is –0.2108; 
because the correlation coefficient ranges from –1 to 1, you can see that 
the relationship between the stock returns is negative but not very strong.

 ✓ Unlike the covariance, the value of the correlation isn’t affected by 
the units in which X and Y are measured. For example, suppose that a 
sample of tuna is chosen from the catch of two different fishing boats. 
The covariance between the weights of the tuna caught by the two boats 
is computed. The value of the covariance is different if the weights are 
expressed in kilograms or in pounds; however, the correlation is the 
same whether weights are expressed in kilograms or pounds.

To illustrate the second point further, say you record a sample of the average 
temperatures (in Celsius and Fahrenheit) in two cities from 2008 to 2012 and 
come up with the following results.

Year City 1 
(Celsius)

City 2 
(Celsius)

City 1 
(Fahrenheit)

City 2 
(Fahrenheit)

2008 0.0°C –10.0°C 32.0°F 14.0°F
2009 20.0°C 15.0°C 68.0°F 59.0°F
2010 –8.0°C 22.0°C 17.6°F 71.6°F
2011 25.0°C 30.0°C 77.0°F 86.0°F
2012 14.0°C 25.0°C 57.2°F 77.0°F
Mean 10.2°C 16.4°C 50.4°F 61.5°F

Assume that X represents the temperature in City 1 and Y represents the 
temperature in City 2. Table 5-8 shows the calculations for the covariance 
between the temperatures in Celsius of both cities.
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Table 5-8 Covariance between Celsius Temperatures 
 in City 1 and City 2
Year City 1 

(Celsius)
City 2 
(Celsius)

2008 0.0°C –10.0°C 0.0 – 10.2 
= –10.2

–10.0 – 16.4 
= –26.4

(–10.2)(–26.4)  
= 269.3

2009 20.0°C 15.0°C 20.0 – 10.2 
= 9.8

15.0 – 16.4  
= –1.4

(9.8)(–1.4) 
 = –13.7

2010 –8.0°C 22.0°C –8.0 – 10.2 
= –18.2

22.0 – 16.4 
= 5.6

(–18.2)(5.6)  
= –101.9

2011 25.0°C 30.0°C 25.0 – 10.2 
= 14.8

30.0 – 16.4 
 = 13.6

(14.8)(13.6)  
= 201.3

2012 14.0°C 25.0°C 14.0 – 10.2 
= 3.8

25.0 – 16.4 
= 8.6

(3.8)(8.6)  
= 32.7

Mean 10 .2°C 16 .4°C Sum 387.6

The  column represents the differences between each temperature in 
City 1 and the sample mean. The  column represents the differences 
between each temperature in City 2 and the sample mean. The  
column is simply the product of the  column and the  column. 
The sum of the  column gives the numerator in the sample 
covariance formula, which is 387.6.

The denominator equals the sample size minus one, which is 5 – 1 = 4 (because 
both samples have five elements, n = 5.) Therefore, the sample covariance equals

You find the sample standard deviation of X by computing the sample variance 
of X and then taking the square root of the result (see Chapter 4). Table 5-11 
shows the calculations for the sample variance of X (Celsius temperatures for 
City 1):
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Table 5-9 Sample Variance of City 1
Year City 1 (Celsius)

2008 0.0°C 0.0 – 10.2 = –10.2 (–10.2)2 = 104.0
2009 20.0°C 20.0 – 10.2 = 9.8 (9.8)2 = 96.0
2010 –8.0°C –8.0 – 10.2 = –18.2 (–18.2)2 = 331.2
2011 25.0°C 25.0 – 10.2 = 14.8 (14.8)2 = 219.0
2012 14.0°C 14.0 – 10.2 = 3.8 (3.8)2 = 14.4
Mean 10 .2°C Sum 764 .8

To finish the calculation for the sample variance of X, you divide the sum of 
the terms in the  column by the sample size minus one, like so:

The sample standard deviation is the square root of the sample variance, or 
.

Following the same steps, you can find the sample variance of Y with the cal-
culations in Table 5-10.

Table 5-10 Sample Variance of City 2
Year City 2 (C)

2008 –10.0 –10.0 – 16.4 = –26.4 (–26.4)2 = 697.0
2009 15.0 15.0 – 16.4 = –1.4 (–1.4)2 = 2.0
2010 22.0 22.0 – 16.4 = 5.6 (5.6)2 = 31.4
2011 30.0 30.0 – 16.4 = 13.6 (13.6)2 = 185.0
2012 25.0 25.0 – 16.4 = 8.6 (8.6)2 = 74.0
Mean 16 .4 Sum 989 .2

To get the sample variance, divide the sum of the terms in the  
column by the sample size minus one:
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The sample standard deviation is the square root of the sample variance, or 
.

Next, substitute these values into the sample correlation formula:

Repeating these same calculations for the temperatures in Fahrenheit, the 
covariance is 313.96 (compared with 96.9 when measured in Celsius) and the 
correlation remains at 0.4456. The covariance increases with Fahrenheit tem-
peratures because the magnitude of the temperatures is greater, whereas the 
correlation isn’t affected. The fact that the results depend on the units involved 
is one of the major drawbacks of using covariance instead of correlation.

Interpreting the Correlation Coefficient
Interpreting the correlation coefficient is easier than interpreting the covari-
ance. Consider these examples:

 ✓ A correlation of 0.9 (close to the maximum value of 1.0) indicates a 
strong positive relationship between X and Y; when X increases, Y nearly 
always increases, and vice versa.

  A correlation of 0.2 (close to zero) indicates a weak positive relation-
ship; when X increases, Y is somewhat more likely to increase than 
decrease, and vice versa.

 ✓ A correlation of –0.9 (close to the minimum value of –1.0) indicates a 
strong negative relationship between X and Y. Most of the time, when X 
increases, Y decreases; most of the time, when X decreases, Y increases.

  A correlation of –0.2 (close to zero) indicates a weak negative relation-
ship; when X increases, Y is somewhat more likely to decrease than 
increase, and vice versa. 
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 ✓ A correlation of 0 indicates that X and Y are unrelated. When X increases 
or decreases, it has no direct effect on Y increasing or decreasing, and 
vice versa.

In the Fahrenheit and Celsius temperatures example in the previous section, 
the covariance was 96.9 for Celsius temperatures and 313.96 for Fahrenheit 
temperatures. Although the positive values indicate that the temperatures in 
both cities tend to increase or decrease at the same time, using the covari-
ance measure alone makes it difficult to judge the strength of this relation-
ship. On the other hand, the correlation for both Celsius and Fahrenheit 
temperatures was 0.4456, showing that a moderately strong, positive relation-
ship exists between the temperatures in the two cities, whether measured in 
Celsius or Fahrenheit degrees.

In the following sections, you see a type of graph known as a scatter plot to 
illustrate the relationship between two different variables. An extremely 
important application of correlation is introduced; correlation can be used 
to show the degree of diversification that is present in a portfolio of stocks. 
In other words, the correlation can be used to determine how much the addi-
tion of a stock to a portfolio will affect the overall risk of the portfolio.

Showing the relationship between  
two variables
As I discuss in detail in Chapter 2, a scatterplot is a special type of graph 
that shows the relationship between two variables X and Y. The values of 
X are shown on the horizontal axis, and the values of Y are shown on the 
vertical axis. 

Suppose that X represents a corporation’s sales and Y represents its profits. 
Then X and Y would normally have a positive correlation between them, 
because higher sales tend to be associated with higher profits and vice versa. 
Figure 5-1 shows the relationship between two variables with a strong posi-
tive correlation.

Each point on the graph represents a corporation’s sales (X) and its profits 
(Y) during a given year. The graph shows that as X increases, there’s a strong 
tendency for Y to also increase. The straight line is known as a trend line. A 
trend line shows the direction of the points on a scatter plot. It can have a 
positive slope, a negative slope, or a zero slope (which means that the line 
is perfectly flat.) In this example, the trend line is positively sloped, which 
indicates that the correlation between X and Y is also positive. Because the 
points are extremely close to the trend line, the relationship between X and 
Y is very strong. With a weaker relationship, the points would be more scat-
tered around the trend line.
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Figure 5-1: 
Scatterplot 

showing 
a strong 
positive 

relationship 
between X 

and Y.
 

Suppose that X represents a corporation’s costs of production and Y repre-
sents its profits; then X and Y would normally have a negative correlation 
between them, because higher costs tend to be associated with lower profits 
and vice versa. Figure 5-2 shows the relationship between two variables with 
a strong negative correlation.

Each point on the graph represents a corporation’s costs of production (X) 
and its profits (Y) during a given year. The graph shows that as X increases, 
there’s a strong tendency for Y to decrease. The trend line has a negative 
slope, which indicates that the correlation between X and Y is negative.

By contrast, suppose that X represents the average daily temperature and Y 
represents a corporation’s profits. Unless the corporation produces goods 
and services with a seasonal demand, these two variables are likely unre-
lated. Therefore, the correlation between X and Y will also be close to zero.

 

Figure 5-2: 
Scatterplot 

showing 
a strong 
negative 

relationship 
between X 

and Y.
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Figure 5-3 shows the relationship between two unrelated variables.

 

Figure 5-3: 
Scatterplot 

show-
ing two 

unrelated 
variables.

 

Each point on the graph represents the average daily temperature (X) and 
a corporation’s profits (Y) during a given year. The graph shows that as X 
increases, Y sometimes increases and sometimes decreases; no real pattern 
occurs. The trend line is almost perfectly flat, which indicates that the corre-
lation between X and Y is very close to zero.

Application: Correlation and the  
benefits of diversification
You can measure the risk of a stock with the standard deviation of its 
returns. The greater the standard deviation, the further away the returns 
are from the mean on average (that is, the more “spread out” they are.) This 
indicates more uncertainty over the actual return during a given year, so the 
risk is greater. You can measure the diversification benefits of adding a stock 
to a portfolio with the correlation coefficient. The lower the correlation coef-
ficient between two stocks, the greater is the reduction in risk and therefore 
the greater are the benefits of diversification.

For a portfolio of stocks, the risk depends not only on the standard devia-
tions of the individual stocks but also on the correlations between the stocks. 
With low or negative correlations, the portfolio can experience significant 
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reductions in risk, which occurs because losses to some stocks tend to be 
offset by gains by other stocks at any given time. As a result, the variability of 
the portfolio’s returns tends to be lower than the variability of the returns to 
the individual stocks.

The following data is a sample of returns to the stocks of Hilo, Inc., and Lohi 
Corp. during the past ten years.

Year Hilo Lohi
2003 0.03 0.10
2004 0.06 0.10
2005 0.07 0.08
2006 0.09 0.05
2007 0.08 0.04
2008 0.10 0.07
2009 0.09 0.01
2010 0.04 0.02
2011 0.02 0.10
2012 0.06 0.13

Table 5-11 summarizes the sample mean, variance, standard deviation, and 
coefficient of variation of the stock returns.

Table 5-11 Summary Measures for Hilo and Lohi
Hilo Lohi

Mean 0.0640 0.0700
Variance 0.0007 0.0015
Standard deviation 0.0272 0.0392
Coefficient of variation (CV) 42.44 percent 55.94 percent

The sample covariance between the stocks is –0.0004, and the sample corre-
lation coefficient is –0.4179.

Assume that an investor purchased $100,000 of each stock for his portfolio at 
the start of 2003. The returns to the portfolio during this sample period are 
listed here.
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Year Portfolio
2003 0.065
2004 0.080
2005 0.075
2006 0.070
2007 0.060
2008 0.085
2009 0.050
2010 0.030
2011 0.060
2012 0.095

Because the portfolio is composed of 50 percent Hilo stock and 50 percent 
Lohi stock, you calculate the returns to the portfolio by multiplying the 
returns to each individual stock by 0.5 and combining the results, like so:

Portfolio return = 0.5(return to Hilo) + 0.5(return to Lohi)

For example, in 2003, the portfolio return is computed as follows:

Portfolio return = 0.5(0.03) + 0.5(0.10) = 0.065. Table 5-12 summarizes the 
sample mean, variance, standard deviation, and coefficient of variation of the 
portfolio returns.

Table 5-12 Portfolio Summary Measures
Portfolio

Mean 0.0670
Variance 0.0003
Standard deviation 0.0186
Coefficient of variation (CV) 27.74 percent

The mean return to the portfolio is halfway between the mean returns to Hilo 
(0.0640) and Lohi (0.0700). The risk of the portfolio, as measured by the stan-
dard deviation of the returns, is only 0.0186 compared with Hilo (0.0272) and 
Lohi (0.0392). As a result, the portfolio’s coefficient of variation is only 27.74 
percent compared with Hilo at 42.442 percent and Lohi at 55.94 percent.

This substantial reduction in risk is due to the fact that the portfolio is well 
diversified, as seen by the negative correlation (–0.4179) between the returns 
to the two stocks.



Part II
Probability Theory and 

Probability Distributions

 Learn about normal distribution and more at www.dummies.com/extras/ 
businessstatistics.

Top 4 Advantages to Normal Distribution

Modeling the properties of asset returns requires the choice of an appropriate probability 
distribution. This distribution must have properties that match up with actual historical 
experience with asset returns. One of the most popular choices for this type of modeling is 
the normal distribution.

The normal distribution offers several advantages in this case:

 ✓ It’s a continuous distribution, defined for an infinite number of values. This is important 
since the number of different returns that can occur is also infinite. 

 ✓ It’s symmetrical about the mean; there is a balance between the probability of returns 
that are below the mean and returns that are above the mean.

 ✓ The probability of extreme outcomes (outcomes well above or below the mean) is quite 
low; for financial returns, these occur quite infrequently.

 ✓ It’s additive; the sum of normal random variables is also normal. This means that if the 
returns to a single asset are normal, the returns to a portfolio of assets are also 
normal.

http://www.dummies.com/extras/businessstatistics
http://www.dummies.com/extras/businessstatistics


In this part…
 ✓ Review the foundations of probability theory; this is the founda-

tion of all statistical analysis.
 ✓ Use random variables and probability distributions to determine 

if a random event will take place. 
 ✓ Use binomial distribution to compute probabilities for pro-

cesses where only one of two possible outcomes may occur. 
This could be something as simple as flipping a coin several 
times to see if the coin turns up heads or tails on each flip, or 
as complicated as a stock price increase.

 ✓ Describe the rates of return to financial assets, the distribution 
of corporate profits, and the prices of key commodities (such 
as oil) using normal distribution.

 ✓ Understand two key areas of statistics: sampling and sampling 
distributions. Most statistical analysis is based on samples ran-
domly drawn from a population.



Chapter 6

Probability Theory: Measuring  
the Likelihood of Events

In This Chapter
▶ Understanding sets and how they’re related to each other
▶ Determining the possible outcomes
▶ Applying types of probabilities
▶ Using rules of probability

P 
robability theory is a branch of mathematics that focuses on the analysis 
of random events and is the foundation of all statistical analysis. You 

can use probability theory to model a large number of situations that arise in 
practice. For example, you can use probability theory to estimate how likely 
it is that a new product will succeed in the marketplace, identify appropriate 
prices for an insurance company to charge its customers, and more.

This chapter reviews the mathematical foundations of probability theory, 
such as sets and events, defines types of probabilities, and introduces the 
rules of probability.

Working with Sets
Probability theory is based on the notion of a set — a collection of objects, 
such as numbers, letters, colors, names, and so on, individually called elements. 
You use mathematical operations, such as membership, subset, union,  
intersection, and complement, used to create new sets from existing ones 
according to specific rules. For example, you use the operation union to  
combine two different sets into one new set that contains all the elements 
from both sets. I explore each of these operations in the following sections.
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Membership
Membership indicates whether an element belongs to a set. For example,  
suppose that set A contains the elements 1 through 6 (the numbers on a die), 
which is shown mathematically as A = {1, 2, 3, 4, 5, 6}.

As you can see, the elements or members in a set are listed only once, are 
separated by commas, and are enclosed within braces: { }.

In this example, the element 3 belongs to set A. To indicate that an element is 
part of a set, you use the symbol [: 3 [ A.

On the other hand, to indicate that an element is not part of a set, you use 
the symbol . So in this case, the element 7 doesn’t belong to set A, or 7  A, 
because it’s not listed in the definition (between the braces) of set A.

Subset
A subset is a set that’s completely contained within a larger set. For example, 
suppose that sets A and B are defined as follows:

A = {1, 2, 3, 4, 5, 6}

B = {1, 2, 3, 4, 5, 6, 7, 8, 9, 10}

Set A represents the numbers on a die; set B represents the numbers from 1 
to 10. In this example, set A is a subset of set B because every element of set A 
is also an element of set B. The symbol , represents that one set is a subset 
of another, as in A , B.

A Venn diagram is used to illustrate the relationship between sets. Sets are 
represented as circles so that it’s easy to see how they’re related to each 
other. If sets overlap, the area common to both sets is shaded.

The Venn diagram in Figure 6-1 shows the relationship between sets A and 
B. The diagram shows that set A is completely contained within set B — that 
is, A is a subset of B. A is completely shaded because the area of overlap 
between A and B is A itself.

As another example, suppose that set C contains the elements 1, 2, 3, 4, 5, and 
6 (the numbers on a die), whereas set D contains the elements 1, 2, 3 and 7:

D = {1, 2, 3, 7}

C = {1, 2, 3, 4, 5, 6}

Set D is not a subset of set C because the element 7 belongs to set D but not 
to set C; in mathematical terms, D # C.
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Figure 6-1:  
Venn 

diagram 
showing 

that set A is 
a subset of 

set B.
 

 Illustration by Wiley, Composition Services Graphics

Union
Two sets can be combined with a mathematical operation known as union. 
The union of two sets A and B is a set that contains the following:

 ✓ All the elements in set A

 ✓ All the elements in set B

This definition also includes the elements that belong to both sets. As an 
example, suppose that set A contains all the students at a university who are 
majoring in mathematics; set B contains all the students who are majoring in 
finance. The union of sets A and B contains all students who are majoring in 
math and all students who are majoring in finance and all students who are 
majoring in both (for example, double majors).

As another example, suppose that sets A and B are defined as follows:

A = {2, 4, 6}

B = {1, 2, 3, 4}

The union of these sets is all the numbers on the face of a die except 5:

The symbol  represents union.

The union shows all elements that appear in set A, set B, or both. Note that 
even though elements 2 and 4 appear in both sets A and B, they’re not listed 
twice in the union; a set contains only unique values.

The Venn diagram in Figure 6-2 shows the relationship between sets A and B. 
The shaded region in the diagram represents the union.
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Figure 6-2: 
Union of two 

sets.
 

 Illustration by Wiley, Composition Services Graphics

Note: The order in which you write the sets is irrelevant; for example, B  A 
= A  B.

Intersection
The intersection of two sets A and B is a set containing the elements that are 
in both sets. For example, suppose that sets A and B are defined as follows:

A = {1, 3, 5, 7}

B = {3, 6, 7}

The intersection of these sets is .

The intersection of A and B contains the elements 3 and 7 because these ele-
ments belong to both A and B. The symbol  represents intersection.

The Venn diagram in Figure 6-3 shows the relationship between A and B. The 
shaded region in the diagram represents the intersection of these sets.

 

Figure 6-3: 
Intersection 
of two sets.

 
 Illustration by Wiley, Composition Services Graphics



97 Chapter 6: Probability Theory: Measuring the Likelihood of Events

As another example, suppose that set C contains the elements 2, 4, 6:

A = {1, 3, 5, 7}

C = {2, 4, 6}

The intersection of these sets is .

The intersection of sets A and C contains no elements because the sets don’t 
have any of the same elements. The set containing no elements, or { }, is 
known as an empty set. Two sets that have no elements in common are said 
to be mutually exclusive.

The Venn diagram in Figure 6-4 shows the relationship between sets A and C. 
This diagram has no shaded region because the intersection of sets A and C 
contains no elements.

 

Figure 6-4: 
An inter-

section 
containing 

no elements 
between 
two sets.

 
 Illustration by Wiley, Composition Services Graphics

Complement
The mathematical operation complement is based on the notion of a universal 
set or sample space — all the elements a set may contain. For example,  
suppose that you roll a single die; the number that turns up may be any 
whole number between 1 and 6. Assume that set A contains the odd numbers 
that may turn up when you roll a die, and set B contains the even numbers:

A = {1, 3, 5}

B = {2, 4, 6}

In this case, the sample space contains all possible numbers that may turn up 
when you roll the die:

S = {1, 2, 3, 4, 5, 6}
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The complement of set A is the set of all numbers that are elements of the 
sample space but not elements of A:

AC = {2, 4, 6}

AC is the set “A complement.” It contains the elements 2, 4, and 6 because 
they don’t belong to set A, and they do belong to the sample space.

Note that elements such as 7, 8, 9, and so on aren’t elements of AC because 
they’re not elements of set A, but they’re also not elements of the sample 
space.

The complement of A is shown in the Venn diagram in Figure 6-5. The shaded 
region shows all the elements in the sample space that don’t belong to set A.

 

Figure 6-5: 
Set A and 

its comple-
ment AC.

 
 Illustration by Wiley, Composition Services Graphics

Similarly, the complement of B is BC = {1, 3, 5}.

Betting on Uncertain Outcomes
Probability theory is based on the premise that a process generates uncertain 
(random) outcomes. This process is sometimes known as a random experiment, 
such as the following examples:

 ✓ A roulette wheel is spun. The outcome can be a 0, a 00 (“double zero”), 
or any number between 1 and 36.

 ✓ A lottery drawing results in a single winning number being chosen.

 ✓ A futures contract trades throughout the day, resulting in a settlement 
price at the close of trading.
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In each case, the outcome isn’t known in advance. Using probability, you can 
determine the likelihood of a specific outcome, such as the likelihood of get-
ting an even number from a single spin of a roulette wheel.

In this section, I introduce several key terms, along with an introduction to 
computing probabilities.

The sample space: Everything  
that can happen
A sample space is another name for the universal set (described in the earlier 
section “Complement”); it contains all the outcomes that can result from a 
random experiment. For example, suppose you flip a coin two times. The  
possible outcomes of this random experiment are:

 ✓ Heads followed by heads (HH)

 ✓ Heads followed by tails (HT)

 ✓ Tails followed by heads (TH)

 ✓ Tails followed by tails (TT)

The sample space for this random experiment is S = {HH, HT, TH, TT}. It 
includes all the possible outcomes.

Event: One possible outcome
An event is one possible outcome of a random experiment. More formally, it 
is a subset of the sample space. For example, in the coin-flipping, the event  
E = “2 tails turn up.” Event E is a set containing the element TT, or in  
mathematical terms, E = {TT}.

Event E is a subset of the sample space because it’s completely contained 
within the sample space. As another example, the event F = “at least 1 head 
turns up.” Event F is a set containing the elements HH, HT, TH, or F = {HH, 
HT, TH}.

In some cases, events may be related to each other. Two key ways in which 
events may be related to each other are known as mutually exclusive and 
independent.

These are described in the following section. 
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Mutually exclusive events
Two events are said to be mutually exclusive if they can’t both happen at the 
same time. Here are two events that are mutually exclusive:

A = The roll of a die is odd.

B = The roll of a die is even.

Clearly, the roll of a die must result in a number that is either odd or even; it 
can’t be both. Therefore, events A and B are mutually exclusive.

As another example, based on the coin-flipping experiment, suppose that two 
events are defined:

G = Two heads turn up.

H = Two tails turn up.

It’s impossible for both two heads to turn up and two tails to turn up. This 
means that G and H are mutually exclusive. This result can be demonstrated 
using sets as follows:

G = {HH} and H = {TT}. These events have no elements in common; their 
intersection is the empty set .

The probability of the empty set is zero; therefore, the event that both G and 
H occur is impossible. This means that G and H are mutually exclusive.

Independent events
Two events A and B are said to be independent if the outcome of event A 
doesn’t affect the outcome of event B and vice versa. For example, suppose 
that based on the coin-flipping experiment, event A is defined as the event 
that the first flip is a head, and event B is defined as the event that the 
second flip is a head. In other words:

A = {HH, HT}

B = {HH, TH}

Because the outcome of the first flip has no influence over the outcome of the 
second flip, events A and B are independent events. (See a more formal test of 
independence in the next section.)

Note that A and B are not mutually exclusive; both A and B can occur.
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Computing probabilities of events
If a sample space contains elements that are all equally likely to occur, 
then computing the probabilities of events is straightforward. For example, 
for the coin-flipping experiment in the earlier sections “The sample space: 
Everything that can happen” and “Event: One possible outcome,” these prob-
abilities exist:

 ✓ P(HH) = 0.25

 ✓ P(HT) = 0.25

 ✓ P(TH) = 0.25

 ✓ P(TT) = 0.25

For example, the probability of getting two consecutive heads is 1⁄4 (which 
equals 0.25.) This is because HH is one of four possible outcomes when a 
coin is flipped twice. Furthermore, each outcome is equally likely to occur 
(because heads and tails are equally likely). Therefore, each outcome has a 
probability of 1⁄4 = 0.25.

One possible outcome ÷ 4 possibilities = 0.25.

As an example, suppose that the event K is defined as “at least one tail turns 
up.” Then event K contains the elements HT, TH and TT, or K = {HT, TH, TT}.

You find the probability of event K with this formula:

Because event K contains three elements and the total number of elements in 
the sample space is four, P(K) = 3/4 = 0.75.

Based on this formula, the probability of the empty set is 0, and the probability  
of the entire sample space is 1. For example, suppose that event A is an 
impossible event. It is represented by a set containing no elements (the 
empty set). The sample space contains the elements 1, 2, and 3. The probability 
of A is, therefore,

The probability of S is:
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Looking at Types of Probabilities
The three basic types of probabilities are:

 ✓ Unconditional (marginal) probabilities: When events are independent

 ✓ Joint probabilities: When two things happen at once

 ✓ Conditional probabilities: When one event depends on another

In this section, you find out about each of these types of probabilities, and 
you also discover how you can use conditional probabilities to determine 
whether two events are independent.

Unconditional (marginal) probabilities: 
When events are independent
The unconditional (marginal) probability of an event is found as a row total 
or a column total in a joint probability table. As an example, Table 6-1 is a 
joint probability table, representing the distribution of students in a business 
school according to major and whether they’re working on a bachelor’s 
degree or a master’s degree. In this section, I show you how to use data like 
this to find unconditional probabilities.

Table 6-1 Joint Probability Table Showing the  
 Distribution of Business Students

Majoring in 
Finance

Majoring in 
Accounting

Majoring in 
Marketing

Total

Bachelor’s 
degree

0.26 0.36 0.18 0 .80

Master’s 
degree

0.09 0.07 0.04 0 .20

Total 0 .35 0 .43 0 .22 1 .00

Based on Table 6-1, the following events are defined:

 ✓ B = pursuing a bachelor’s degree

 ✓ M = pursuing a master’s degree

 ✓ F = majoring in finance
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 ✓ A = majoring in accounting

 ✓ T = majoring in marketing

You can find the unconditional probabilities of the following events directly 
from Table 6-1:

 ✓ P(B) = the probability of pursuing a bachelor’s degree

 ✓ P(M) = the probability of pursuing a master’s degree

 ✓ P(F) = the probability of majoring in finance

 ✓ P(A) = the probability of majoring in accounting

 ✓ P(T) = the probability of majoring in marketing

Say you want to find the probability that a randomly chosen business student 
is pursuing a bachelor’s degree. In other words, you want to calculate P(B).

Referring to Table 6-1, you look at the first row (which refers to students  
pursuing their bachelor’s degrees). The row total is 0.80. This is the  
probability that a randomly chosen student is pursuing a bachelor’s degree.

Suppose you want to know the probability that a randomly chosen student is 
majoring in finance. In other words, you want to calculate P(F).

Referring to Table 6-1, you look at the first column (which refers to students 
majoring in finance). The column total is 0.35. This is the probability that a 
randomly chosen student is majoring in finance.

You can find the remaining unconditional probabilities in the same way. 
These are:

P(M) = 0.20

P(A) = 0.43

P(T) = 0.22

Joint probabilities: When  
two things happen at once
The probability that two different events occur at the same time is known as 
a joint probability. For example, the probability that a student is working on a 
bachelor’s degree and is majoring in finance is a joint probability.

As you study Table 6-1, you can see that the intersection of two different 
events can determine joint probabilities. For example, to find the probability 
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that a randomly chosen business student is pursuing a bachelor’s degree and 
is majoring in finance, take the intersection of events B and F. This equals  
P(B  F) =0.26.

You find the remaining joint probabilities in the same way:

P(B  A) = 0.36

P(B  T) = 0.18

P(M  F) = 0.09

P(M  A) = 0.07

P(M  T) = 0.04

Conditional probabilities: When  
one event depends on another
The conditional probability of an event is defined as the probability of an 
event given that another event has occurred. For example, the probability 
that a student is working on a bachelor’s degree given that he or she is major-
ing in accounting is a conditional probability. This is written as follows:

The symbol “|” is used to indicate a conditional probability. (You pronounce 
this expression as “the probability of B given A.”)

To find the conditional probability of an event, you set up the ratio of a joint 
probability to an unconditional (marginal) probability (see previous sections 
on these types of probabilities). For example, say you want to find out what the 
probability is that a student who’s known to be pursuing a bachelor’s degree is 
majoring in marketing. Referring to Table 6-1, you first calculate the joint prob-
ability of pursuing a bachelor’s degree and majoring in marketing, as follows:

P(B  T) = 0.18

Then you find that the unconditional probability of pursuing a bachelor’s 
degree equals P(B) = 0.80. Therefore,

As another example, to find the probability that an accounting major is  
pursuing a master’s degree you take the joint probability of these two events:

P(M  A) = 0.07
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The unconditional probability of majoring in accounting equals P(A) = 0.43. 
Therefore, 

Determining independence of events
You can use conditional probabilities to determine whether two events are 
independent. Two events are independent if the probability of one event 
occurring doesn’t influence the probability of the other occurring, and vice 
versa.

To prove independence, the following two conditions must be met:

P(A|B) = P(A)

P(B|B) = P(B)

Using the business students example from the earlier section “Joint  
probabilities: When two things happen at once” and referring to Table 6-1, 
you can determine whether the events “majoring in accounting” (A) and  
“pursuing a bachelor’s degree” (B) are independent events.

The first step is to compute the conditional probabilities P(A|B) and 
P(B|A):The joint probability of events A and B is P(A  B) = 0.36.

The unconditional probabilities of events A and B are

P(A) = 0.43

P(B) = 0.80

Therefore,

because P(A|B) must equal P(A) and P(B|A) must equal P(B) for the two 
events to be independent. The results show that P(A|B) = 0.45, P(A) = 0.43, 
P(B|A) = 0.84, and P(B) = 0.80, so both conditions fail. Events A and B are not 
independent of each other; in other words, they’re dependent on each other. 
Therefore, the decision to pursue a bachelor’s or a master’s degree appears 
to influence the choice of major.
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Following the Rules: Computing 
Probabilities

In addition to computing joint, conditional, and unconditional probabilities 
(discussed in the previous sections), the following three rules can help you 
determine other probabilities:

 ✓ The addition rule shows the probability of the union of two events.

 ✓ The complement rule determines the probability of the complement of 
an event.

 ✓ The multiplication rule identifies the probability of the intersection of 
events.

I discuss these three rules and how to use them in the following sections.

Addition rule
You use the addition rule to compute the probability of the union of two 
events. Mathematically speaking, for events A and B, the addition rule states 
that .

This shows that the probability of the union of events A and B equals  
the sum of the probability of A and the probability of B, from which the  
probability of both events is subtracted. Subtracting the probability of both 
events is necessary to avoid to problem of double-counting. This is shown in 
the following example:

Suppose that event A contains the elements 1, 2, 3 and event B contains the 
elements 3, 4, 5. The sample space contains the elements 1, 2, 3, 4, 5.

The corresponding probabilities are:
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The union of A and B contains all the elements in the sample space:

As a result, the probability of A union B equals 1. (Recall that the sample 
space always has a probability of 1.) If you simply combine the probabilities 
of A and B, though, you will get a surprising result; they sum to 6/5, which is 
greater than one.

This result occurs because the element 3 appears in both A and B:

The probability of 3 was counted twice, one in set A and once in set B, which 
accounts for the sum of the probabilities being greater than one. By subtracting 
the probability of the element 3, the correct probability of one is found. 

Table 6-2 shows the distribution of coffees (measured in pounds) the Big 
Bean Corporation produces during a given day.

Table 6-2 Joint Probability Distribution for Coffee Styles
Special Reserve 
Blend (S)

Kona Hawaii 
Blend (K)

Aromatic 
Blend (A)

Total

Decaffeinated (D) 0.12 0.80 0.22 0 .42
Regular (R) 0.24 0.12 0.22 0 .58
Total 0 .36 0 .20 0 .44 1 .00

If you choose a pound of coffee randomly from the daily output of the Big 
Bean Corporation, what’s the probability that it’s either the Special Reserve 
Blend (S) or the Regular (R) (or both)?

In this example, you use the addition rule because you’re being asked to 
compute the probability of a union. You combine the probability of S with 
the probability of R, subtracting the intersection between them to avoid the 
problem of double-counting.
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From Table 6-2, you can determine that P(S) = 0.36; that P(R) = 0.58;  
P(S  R) = 0.24. Therefore,

Seventy percent of the coffee produced by Big Bean is either the special 
reserve blend, regular, or both.

When two events A and B are mutually exclusive (that is, they can’t both occur 
at the same time), the addition rule simplifies to  
because .

For example, if you choose a pound of coffee randomly from the daily output 
of the Big Bean Corporation, what’s the probability that it’s either the Kona 
Hawaii Blend (K) or the Aromatic Blend (A)?

Because a pound of coffee can’t be both the Kona Hawaii Blend and the 
Aromatic Blend, events K and A are mutually exclusive. This means that you 
can use the simplified version of the addition rule:

Complement rule
The complement rule is expressed as follows:

P(AC) = 1 – P(A)

AC is the complement of event A.

Two events are said to be complements if they are mutually exclusive and 
their union equals the entire sample space. Here’s an example: Suppose 
that an experiment consists of choosing a single card from a standard deck. 
Event A = “the card is red.” Event B = “the card is black.” Events A and B are 
complements because A and B are mutually exclusive (no card can be both 
red and black). The union of A and B is the sample space (the entire deck, 
because all cards must be either red or black, so the union of A and B equals 
the entire sample space.)

In the Big Bean example from the previous section, the complement of event 
D (decaffeinated coffee) is event R (regular coffee) because all coffee must be 
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either decaffeinated or regular, and no coffee can be both. You can find the 
probability of the complement of D as follows:

P(DC) = 1 – P(D)

Referring to Table 6-2, you can see that P(D) = 0.42. Therefore, P(DC) =  
1 – P(D) = 1 – 0.42 = 0.58, which is equal to P(R).

Multiplication rule
To figure out the probability of the intersection of two events, you use the 
multiplication rule. This is used to determine the probability that two events 
are both true. For example, suppose an experiment consists of choosing a 
card from a standard deck. Event A = “the card is red.” Event B = “the card is 
a king.” The multiplication rule could be used to determine the probability 
that the card is both red and a king (for example, a red king.)

The multiplication rule can be written in two equivalent ways:

Note that these formulas are simply algebraic rearrangements of the  
definition of conditional probability:

Suppose the Omega Corporation has been the subject of takeover rumors 
for several months. The takeover is far more likely to occur if the economy 
rebounds next year. Omega’s chief economist estimates that the likelihood 
of strong growth next year is 5 percent, the likelihood of weak growth is 35 
percent, and the likelihood of negative growth is 60 percent. The likelihood 
of a takeover during a period of strong growth is estimated to be 40 percent; 
during a period of weak growth, this falls to 20 percent; and during a period 
of negative growth, it’s assumed to be only 5 percent. What is the probability 
that there is strong growth next year and Omega is taken over?
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The following events are defined:

 ✓ S = “strong growth”

 ✓ W = “weak growth”

 ✓ N = “negative growth”

 ✓ T = “Omega is taken over”

The probability of the events S and T can be determined as follows:

Because there’s a 5 percent chance of strong growth next year, P(S) = 0.05. 
The likelihood of a takeover during a period of strong growth is estimated to 
be 40 percent. Therefore, P(T|S) = 0.40. So the probability that there’s strong 
growth next year and that Omega is taken over is 

When two events A and B are independent, the multiplication rule simplifies to

This is because P(A|B) = P(A) and P(B|A) = P(B).



Chapter 7

Probability Distributions and 
Random Variables

In This Chapter
▶ Understanding the concept of the random variable
▶ Describing the behavior of a random variable with a probability distribution
▶ Summarizing the properties of a random variable with moments

T 
his chapter introduces two new concepts that are used to determine the 
probability that a random event takes place — random variables and 

probability distributions.

These concepts are closely related to the notion of the random experiment 
(defined in Chapter 6). A random experiment is a process in which events 
unfold in an unpredictable way. A random variable is used to assign numerical 
values to all the possible outcomes of a random experiment. A probability 
distribution assigns probabilities to these numerical values.

In this chapter, I also define summary measures of a probability distribution, 
known as moments, such as expected value and variance. Random variables 
and probability distributions are used by economists, financial analysts, 
researchers, and others to model the behavior of economic and financial  
variables, such as interest rates, inflation rates, corporate earnings, and so on.

Defining the Role of the  
Random Variable

A random variable is based on a random experiment, a process that generates 
outcomes that aren’t known in advance (see Chapter 6). For example, suppose 
that a game of chance consists of spinning a wheel with four colors — red, 
blue, green, and yellow — each color results in a prize ranging from $1.00 to 
$10.00. A random variable may be used to assign a prize value to each color. 
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For example, you could define X to represent the prize that is received for 
each color, as follows:

red X = $1
blue X = $2
green X = $5
yellow X = $10

In this example, the random experiment consists of spinning the wheel. For 
each possible outcome (color), X assigns a numerical value that represents 
the prize received.

It may seem like a paradox, but a random variable is neither random nor a 
variable! In fact, a random variable is a function. It assigns a single numerical 
value to each outcome of a random experiment. Random variables may  
represent a large number of different financial and economic variables, 
including the following:

 ✓ A corporation’s profits during the upcoming quarter

 ✓ The number of new customers resulting from a new advertising campaign

 ✓ The value of the Dow Jones Industrial Average at the end of next year

As another example, suppose you conduct a simple random experiment by 
flipping a coin three times. The set of all possible outcomes, known as the 
sample space, consists of the following elements. (H represents a head  
turning up on a single flip of the coin, and T represents a tail turning up.)

S = {HHH, HHT, HTH, THH, HTT, THT, TTH, TTT}

S represents the sample space. Each element in the sample space is a single 
sequence of three flips; for example, HTH refers to a head followed by a tail 
followed by another head.

Because a head and a tail are equally likely to occur on each flip, each outcome 
of this random experiment is also equally likely to occur. For example, HHT is 
just as likely to happen as THT. With eight equally likely outcomes, each has 
a probability of 1/8 or 0.125.

An event is one outcome or a combination of outcomes of a random experiment. 
For example, suppose that you want to calculate the probability of the event 
E, where two or more heads turn up. This outcome can occur in four ways:

 ✓ Three consecutive heads (HHH)

 ✓ Two heads followed by one tail (HHT)

 ✓ A head followed by a tail followed by another head (HTH)

 ✓ A tail followed by two heads (THH)
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You can express these possible outcomes more compactly with set notation:

E = {HHH, HHT, HTH, THH}

To compute the probability of the event E, you count the number of elements 
that correspond to event E and divide by the number of elements in the 
entire sample space (S):

P(E) is the probability of event E.

This approach can be extremely cumbersome if the sample space contains a 
large number of elements. As an alternative, you can define a random  
variable to represent the number of heads that turn up during the random 
experiment. You can then determine the probability of event E from the  
probabilities of the different possible values of the random variable.

For example, let the random variable X equal the number of heads that turn 
up when a coin is flipped three times. X has a numerical value for each  
outcome of this experiment. Here are the outcomes of the experiment and 
the corresponding values of X.

Outcome X
HHH 3
HHT 2
HTH 2
THH 2
HTT 1
THT 1
TTH 1
TTT 0

For example, HHT represents two heads followed by a tail; therefore, the 
value of X for HHT is 2. Similarly, for the outcome TTH, the value of X is 1.

Suppose that a marketing firm conducts a survey of customers to determine 
whether they’re satisfied with the customer service received from the local 
cable company. Each customer answers yes or no. The survey yielded the  
following replies:

yes no no yes
no yes yes yes
yes yes yes yes
yes yes no yes
no no no no
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For the results, X is defined as follows:

X = 0: the customer reply is no

X = 1: the customer reply is yes

The results are shown in Table 7-1.

Table 7-1 Survey Responses
Number of Responses X (0 = no, 1 = yes)
8 0
12 1

By organizing the results this way, you can easily see the proportion of the 
customers who are satisfied with their cable service.

Assigning Probabilities  
to a Random Variable

Although random variables may provide useful information, their greatest 
advantage is that they simplify the calculation of probabilities. For example, 
in the case of the coin-flipping experiment in the previous section, computing 
probabilities directly from the values of a random variable is simpler than 
counting up all the ways in which an event can occur.

You can assign probabilities to each possible value of a random variable  
by using a probability distribution — a table or formula that shows these  
probabilities. A probability distribution has two important properties:

 ✓ The probability of each value of a random variable is between 0 and 1.

 ✓ The sum of the probabilities equals 1.

In the following sections, I show you how to construct a probability  
distribution. I also show you how to illustrate the properties of a  
probability distribution with a special type of graph known as a histogram.

Calculating the probability distribution
Based on the coin flip example in the earlier section, “Defining the Role of the 
Random Variable,” the range of possible values for X (the number of heads 
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that turn up) is 0 to 3. Here is the number of ways in which each  
possible value of X may occur:

X Outcomes
0 TTT
1 HTT, THT, TTH
2 HHT, HTH, THH
3 HHH

Because eight equally likely outcomes of this experiment can occur, the  
probability for each value of X equals the number of outcomes divided by the 
size of the sample space. Table 7-2 shows this probability distribution.

Table 7-2 Probability Distribution for the  
 Coin-Flipping Experiment
X P(X)
0 1/8 = 0.125
1 3/8 = 0.375
2 3/8 = 0.375
3 1/8 = 0.125

The probability distribution in Table 7-2 shows that

 ✓ The probability of getting no heads (X = 0) is 0.125.

 ✓ The probability of getting one head (X = 1) is 0.375.

 ✓ The probability of getting two heads (X = 2) is 0.375.

 ✓ The probability of getting three heads (X = 3) is 0.125.

Now, suppose that you want to calculate the probability of the event F, where 
two or more tails turn up. This outcome can occur in four ways:

 ✓ Three consecutive tails (TTT)

 ✓ Two tails followed by a head (TTH)

 ✓ A tail followed by a head followed by another tail (THT)

 ✓ A head followed by two tails (HTT)

The event F corresponds to a set containing four elements:

F = {TTT, TTH, THT, HTT}



116 Part II: Probability Theory and Probability Distributions 

For two or more tails to turn up, the experiment must result in either zero 
heads or one head. Therefore, you can calculate the probability of F as follows:

P(F) = P(X = 0) + P(X = 1) = 0.125 + 0.375 = 0.500

Visualizing probability distribution  
with a histogram
You can express the probability distribution for the coin-flipping experiment 
graphically with a histogram. A histogram is a graph in which you place  
individual values or ranges of values on the horizontal axis and the frequency 
of occurrence for each value or range of values on the vertical axis.

The histogram for the probability distribution of the coin-flipping experiment 
is shown in Figure 7-1. The vertical axis shows the probability of X, and the 
horizontal axis shows the value of X (that is, the number of heads.)
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 Illustration by Wiley, Composition Services Graphics

The histogram shows that the two most likely outcomes of this experiment 
are one head or two heads (X = 1 or X = 2); these are equally likely to occur. 
The least likely outcomes are no heads or three heads (X = 0 or X = 3); these 
are also equally likely to occur.
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Characterizing a Probability  
Distribution with Moments

Recall from Chapters 3 through 5 that the properties of samples and populations 
may be summarized in a convenient form with a series of numerical measures, 
including the mean, variance, standard deviation, and so on.

The properties of a probability distribution can also be summarized with a 
set of numerical measures known as moments.

In this section, I cover the most important of these moments: expected value 
(mean) and the variance. (The standard deviation isn’t a separate moment; 
it’s the square root of the variance.) First, though, I explain the role of the 
summation operator in calculating these moments.

Understanding the summation operator (Σ)
The summation operator is used to indicate that a set of values should be 
added together. (The summation operator was introduced in Chapter 3.) The 
formulas used to compute moments for a probability distribution are based on 
the summation operator. This is because each calculation must be repeated for 
each possible value of a random variable and the results must be summed.

As an example of the summation operator, suppose a data set contains five 
elements. The summation operator tells you to perform the following  
calculations:

Xi represents a single element in a data set; i is an index, and n is the number 
of elements to be summed.

Expected value
The expected value of a random variable X represents the average value of 
X that occurs if the random experiment is repeated a large number of times. 
You can think of the expected value as the center of the distribution.

 The expected value is a weighted average of its possible values, with weights 
equal to probabilities. The formula for computing expected value of X is
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Here are the key terms in this formula:

 ✓ E(X) = the expected value of X

 ✓ n = the number of possible values of X

 ✓ i = an index

 ✓ Xi = one possible value of X

 ✓ P(Xi) = the probability of Xi

 ✓ Σ = the summation operator used to indicate that a sum is being computed

Suppose that a biopharmaceutical firm is planning to release several new 
drugs during the coming year, depending on whether or not the patents are 
approved. You can use the random variable X to represent the number of 
new drugs that will be released.

Table 7-3 shows the probability distribution of these results.

Table 7-3 Probability Distribution for Release of New Drugs
X P(X)
0 0.10
1 0.25
2 0.50
3 0.15

You can then use the probability distribution to determine the expected 
(average) value of X by setting up the possible values of X and the corre-
sponding probabilities, like so:

X1 = 0 P(X1) = 0.10

X2 = 1 P(X2) = 0.25

X3 = 2 P(X3) = 0.50

X4 = 3 P(X4) = 0.15

The corresponding histogram is shown in Figure 7-2.
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Next, you substitute these numbers into the expected value formula:

This result shows that the expected (average) number of new drugs that  
will be released during the coming year is 1.7. Although it’s physically  
impossible to release 1.7 new drugs (since 1.7 is not an integer or whole 
number), if this experiment is repeated many times, the average number of 
new drugs released will be 1.7.

Variance and standard deviation
The variance of a random variable X is the average squared distance between 
the values of X and the expected value of X. In other words, variance is the 
amount of “spread” among the different values of X. The standard deviation 
is simply the square root of the variance. Note that the variance and standard 
deviation of a random variable are equivalent to the variance and standard 
deviation of a sample or population (discussed in Chapter 4).

The formula for computing the variance of X is
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 σ2 represents the variance of X.

This expression tells you to perform the following calculations:

 ✓ For each possible value of X (Xi), subtract the expected value of X.

 ✓ Square the result.

 ✓ Multiply this expression by the probability of Xi.

 ✓ Compute the sum of these products.

For the example of the biopharmaceutical company (in the earlier section, 
“Understanding the summation operator [Σ]”) you compute the variance like so:

 

One of the major drawbacks to the variance is that it’s measured in squared 
units, which makes interpretation difficult. In this example, the variance 
of the number of new drugs that will be released next year is 0.7100 drugs 
squared. It’s hard to visualize what “drugs squared” actually means. As a 
result, the standard deviation is normally used in place of variance as a  
measure of spread. By taking the square root of 0.7100 drugs squared, you 
get a result of 0.8426 drugs, which is much more intuitively clear.

For the example of the biopharmaceutical company, the standard deviation 
of the number of new drugs released next year equals .

The standard deviation is 0.8426 new drugs. You can think of the standard devia-
tion as a measure of how much uncertainty is associated with the expected value.

 σ represents the standard deviation of X.



Chapter 8

The Binomial, Geometric, and 
Poisson Distributions

In This Chapter
▶ Finding probabilities when only two things can happen with the binomial distribution
▶ Seeing how many “successes” or” failures” occur first with the geometric distribution
▶ Using the Poisson distribution to calculate the probability of events occurring during a 

given time frame

Y 
ou can model many complex business problems by using probability 
distributions. These distributions help provide answers to questions 

such as, “What’s the likelihood that oil prices will rise during the coming 
year?” “What’s the probability of a stock market crash next month?” “How 
likely is it that a corporation’s earnings will fall below expectations this 
year?” “What is the likelihood that three oil wells will have to be drilled 
before oil is found?”

A probability distribution defines the statistical properties of a variable. 
Accurate modeling of financial variables requires that you pick the  
appropriate distribution for a given situation. Some of the more widely 
used probability distributions in business are the binomial, geometric, and 
Poisson distributions. These are examples of discrete distributions, in which 
only a countable number of values are possible.

This chapter covers the key properties of the binomial, geometric, and 
Poisson distributions and explains the circumstances under which you  
may apply them. For each distribution, I give you formulas for computing 
probabilities and also provide tables as alternatives to doing the computing 
yourself. 

This chapter also introduces summary measures of probability distributions, 
known as moments, which are closely related to the mean, variance, and  
standard deviation of samples and populations (described in Chapter 3). 
Then I wrap up the chapter by covering simplified formulas for computing 
the moments of the binomial, geometric, and Poisson distributions.
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Looking at Two Possibilities with  
the Binomial Distribution

You use the binomial distribution to compute probabilities for processes 
where only one of two possible outcomes may occur. (The fact that only two 
possible outcomes can occur is what gives the distribution its name.) Here 
are some examples of processes you can model with the binomial distribution:

 ✓ When you flip a coin several times, the outcome of interest is whether 
the coin turns up heads or tails on each flip.

 ✓ When you roll a die multiple times, the outcome of interest is whether the 
number that turns up on each roll is odd (1, 3, or 5) or even (2, 4, or 6).

 ✓ When you look at the closing price of a stock each day for one year, the 
outcome of interest is whether the stock price increased or not.

As another example, suppose you hold a portfolio of stocks. During the 
coming year, it’s possible that some of these stocks may split. (A stock split 
results in additional shares being distributed to existing shareholders.) For 
each stock, only two possible outcomes may occur: The stock splits, or it 
doesn’t split. As a result, you can use the binomial distribution to compute 
the probability of a given number of splits in your portfolio over the coming 
year.

 The binomial distribution is based on several specialized assumptions, which I 
explain in detail in the next section. If these assumptions aren’t true, using the 
binomial distribution to compute probabilities for a given situation is likely to 
give inaccurate results.

Checking out the binomial distribution
You generate a binomial distribution by a special type of random experiment, 
known as a binomial process. This consists of a fixed number of repeated 
trials, each with only two possible outcomes and the following distinguishing 
features:

 ✓ Each trial results in either a success or a failure. On each trial of a  
binomial process, two possible outcomes may take place — and they’re 
designated as “success” and “failure.” For example, if you’re doing a 
series of coin flips, you may call the outcome of the coin landing with 
“heads” up a success and the outcome of “tails” up a failure.

 ✓ The trials are independent of each other. Each trial of a binomial  
process is independent of previous trials; in other words, the outcome 
of one trial has no influence over the outcome of the other trials. For 
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example, the probability of heads turning up on a coin flip doesn’t 
depend on the outcomes of flips that have taken place in the past.

 ✓ The probability of success remains constant for all trials. The probability 
of success in a binomial process doesn’t change from one trial to the 
next; instead, it remains constant throughout the entire process. For 
example, the probability of a head turning up on a flip of a coin is always 
one-half (50 percent), no matter how many times the coin is flipped.

Computing binomial probabilities
You can compute the probability that a specified number of successes will 
occur during a fixed number of trials by using the binomial formula. For 
example, with this formula, you can determine the probability that five odd 
numbers turn up when a die is rolled ten times. The formula is:

Here’s what each element of this formula means:

 ✓ X = a binomial random variable whose value is determined by the 
number of successes that occur during a series of trials

 ✓ x = the number of successes whose probability you are computing

 ✓ n = the number of trials that take place

 ✓ p = the probability of success on a single trial

 ✓ (1 – p) = the probability of failure on a single trial

 ✓ ! = the factorial operator

 The capital X is a binomial random variable (discussed in Chapter 7), and the 
lowercase x is a specific value, which refers to the number of successes whose 
probability you’re calculating.

Factorial: counting how many ways you can arrange things
The exclamation point (!) doesn’t just mean you’re excited. The symbol is also 
the mathematical operator factorial. You pronounce n! as “n factorial,” which is 
the product of all positive integers less than or equal to n. For example:

0! = 1 (looks odd, but it’s true)

1! = 1

2! = (2)(1) = 2

3! = (3)(2)(1) = 6

4! = (4)(3)(2)(1) = 24
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A general description is n! = (n)(n – 1)(n – 2) . . . (2)(1). The factorial is a 
handy tool, but you can apply it only to 0 and positive integers.

You can use the factorial operator to count the number of ways you can 
arrange a group of objects. For example, suppose that a small bookshelf has 
enough room for three titles: Algebra and Its Applications; Baseball: A History; 
and Chemistry in Everyday Life. You can label these titles A, B, and C and then 
set up the possibilities for how many ways you can you arrange these books 
on the shelf like this:

ABC

ACB

BAC

BCA

CAB

CBA

This list covers every possibility. Each entry in the list is an arrangement of 
the three titles. Counting the number of elements in this list shows that you 
can arrange the books in six ways.

Fortunately, a much easier way to get this same result is to simply compute  
3! (because three books are being arranged), giving a total number of 
arrangements of 3! = (3)(2)(1) = 6.

 Many calculators contain a built-in function for the factorial operator. It  
typically appears as x! In Microsoft Excel, you can compute factorial with the 
function FACT.

Combinations: Counting how many choices you have
You use the combinations formula to count the number of combinations that 
can be created when choosing x objects from a set of n objects:

One distinguishing feature of a combination is that the order of objects is 
irrelevant.

For example, you can use this formula to count the number of ways you 
choose two elective classes from a set of eight for the upcoming semester. 
The order in which you choose the electives is immaterial; each possible 
selection is a combination of two objects.
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As another example, suppose that you’re painting your house with two colors 
from a set of four: green, blue, white, and yellow. Because the order in which 
you choose the colors is irrelevant, each pair of colors is a combination. How 
many different color schemes are possible with the given set of choices? You 
can answer this question by simply listing all the possible combinations:

green, white

green, blue

green, yellow

white, yellow

white, blue

blue, yellow

This list shows that you have six possible choices of pairs of colors.

The quicker way to answer this question is to substitute these values into  
the combinations formula; in this case, x represents the number of colors  
to choose (2), and n represents the total number of colors you can choose 
from (4).

 The formula for computing the number of combinations is sometimes 
expressed as

Read or say this expression as “n choose x.” This function appears on many 
calculators as nCr. In Microsoft Excel, you can compute combinations with 
the function COMBIN.

 When you’re selecting x objects from a group of n objects in such a way that 
the order of selection does matter, the choices are known as permutations 
instead of combinations.

Binomial formula: Computing the probabilities
Combinations are useful for computing binomial probabilities. You can find 
the probability of x successes during n trials with the binomial formula:
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Here,

is the total number of ways you can get exactly x successes during n trials, and

is the probability of a sequence consisting of x successes and (n – x) failures.

For example, say 40 percent of all published books are fiction, so the  
remaining 60 percent are nonfiction. If you pick six books at random from a 
bookstore, what’s the probability that either none or one of them is fiction?

First, define fiction as a success. The probability of success on a single trial is 
p = 0.4, because 40 percent of all books are fiction. Each book you choose is a 
single trial of an experiment, so if you pick six books, you’re conducting  
n = 6 trials for this experiment. You then figure the probability of getting one 
or fewer fiction books by calculating the probabilities of getting none and one 
fiction book and then adding them together:

 ✓ Based on the binomial formula, the probability of choosing no fiction 
books from a selection of six books is

  

 ✓ Based on the binomial formula, the probability of choosing one fiction 
book from a selection of six is

  

Now add the probabilities together. The probability of getting either no  
fiction book or one is 0.0467 + 0.1866 = 0.2333. Alternatively, you can get 
these results from a binomial table for six trials (n = 6), such as Table 8-1.
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Table 8-1 Binomial Probabilities that Result from 6 Trials (n = 6)
p = 0.1 p = 0.2 p = 0.3 p = 0.4 p = 0.5

x = 0 0.5314 0.2621 0.1176 0.0467 0.0156
x = 1 0.3543 0.3932 0.3025 0.1866 0.0938
x = 2 0.0984 0.2458 0.3241 0.3110 0.2344
x = 3 0.0146 0.0819 0.1852 0.2765 0.3125
x = 4 0.0012 0.0154 0.0595 0.1382 0.2344
x = 5 0.0001 0.0015 0.0102 0.0369 0.0938
x = 6 0.0000 0.0001 0.0007 0.0041 0.0156

Table 8-1 shows the probability of success (p) at the top of each column. In 
this example, because p = 0.4, the probability of choosing zero fiction books 
is P(X = 0) = 0.0467 (found in the x = 0 row and the p = 0.4 column). The  
probability of choosing one fiction book is P(X = 1) = 0.1866 (found in the  
x = 1 row and the p = 0.4 column). The probability of getting no fiction books 
or one fiction book is the sum of 0.0467 + 0.1866, or 0.2333.

 Check out a binomial table with 19 values for n at www.statisticshowto.
com/tables/binomial-distribution-table.

 If you simply don’t like using formulas or tables to compute binomial  
probabilities, or if you want to triple-check your numbers, you can also use 
a specialized calculator, such as the Texas Instruments TI-83 or TI-84, which 
contains built-in functions that compute these probabilities quickly and easily. 
Or you can use the function BINOMDIST in Microsoft Excel 2007 and older  
versions, or BINOM.DIST in Excel 2010. If you need help with Excel, visit 
http://office.microsoft.com/en-us/excel-help.

Moments of the binomial distribution
Moments are summary measures of a probability distribution. The expected 
value represents the mean or average value of a distribution. The expected 
value is sometimes known as the first moment of a probability distribution. 
You calculate the expected value by taking each possible value of the  
distribution, weighting it by its probability, and then summing the results. 
The expected value is comparable to the mean of a population or sample (see 
Chapter 3).

http://www.statisticshowto.com/tables/binomial-distribution-table
http://www.statisticshowto.com/tables/binomial-distribution-table
http://office.microsoft.com/en-us/excel-help/
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The variance and standard deviation represent the dispersion among the 
possible values of a probability distribution. The variance and standard  
deviation of a probability distribution are equivalent to the variance and 
standard deviation of a population or sample. (The general formulas for  
computing moments for a discrete probability distribution are given in 
Chapter 7.) The variance is sometimes known as the second central moment 
of a probability distribution; the standard deviation isn’t a separate moment, 
but simply the square root of the variance.

Luckily, for the binomial distribution, you can reduce computation time by 
using a series of simplified formulas, which I discuss in the following sections.

Binomial distribution: Calculating the expected value
The expected value of a probability distribution is its average value. You get it 
by weighting each possible value by its probability of occurring. For the  
binomial distribution, the calculation of the expected value can be simplified to

E(X) = np

For example, suppose that 10 percent of all people are left-handed, and  
90 percent are right-handed (which happens to be true). In a class of  
40 students, what’s the expected number of left-handed students? You can 
calculate the expected value by thinking of each student as a “trial,” with a  
10 percent chance of being left-handed (a “success”) and 90 percent chance 
of being right-handed (a “failure”). Therefore, n = 40 and p = 0.10. The expected 
number of left-handed students in the class is E(X) = np = (40)(0.10) = 4.

Binomial distribution: Computing variance and standard deviation
The variance of a distribution is the average squared distance between each 
possible outcome and the expected value. For the binomial distribution, you 
may compute the variance with the following simplified formula:

σ2 = np(1 – p)

The standard deviation of a distribution equals the square root of the  
variance. For the binomial distribution, you calculate the standard deviation as

For the example of left-handed students in the previous section,

 ✓ The expected value is E(X) = np = (40)(0.10) = 4.

 ✓ The variance is σ2 = np(1 – p) = 40(0.10)(0.90) = 3.6.

 ✓ The standard deviation is .
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Graphing the binomial distribution
You may want to illustrate the binomial distribution with a histogram. A  
histogram shows the possible values of a probability distribution as a series 
of vertical bars. The height of each bar reflects the probability of each value 
occurring. A histogram is a useful tool for visually analyzing the properties of 
a distribution, and (by the way) all discrete distributions may be represented 
with a histogram. (See Chapter 2 for more about histograms and other types 
of graphs.)

For example, suppose that a candy company produces both milk chocolate 
and dark chocolate candy bars. The product mix is 50 percent of the candy 
bars are milk chocolate and 50 percent are dark chocolate. Say you choose 
ten candy bars at random, and choosing milk chocolate is defined as a  
success. The probability distribution of the number of successes during 
these ten trials with p = 0.5 is shown in Figure 8-1.
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Figure 8-1 shows that when p = 0.5, the distribution is symmetric about its 
expected value of 5 (np = 10[0.5] = 5), where the probabilities of X being 
below the mean match the probabilities of X being the same distance above 
the mean.

For example, with n = 10 and p = 0.5,

P(X = 4) = 0.2051 and P(X = 6) = 0.2051

P(X = 3) = 0.1172 and P(X = 7) = 0.1172
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If the probability of success is less than 0.5, the distribution is positively 
skewed, meaning probabilities for X are greater for values below the expected 
value than above it.

For example, with n = 10 and p = 0.2,

P(X = 4) = 0.0881 and P(X = 6) = 0.0055

P(X = 3) = 0.2013 and P(X = 7) = 0.0008

Figure 8-2 shows the probability distribution for n = 10 and p = 0.2.
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If the probability of success is greater than 0.5, the distribution is negatively 
skewed — probabilities for X are greater for values above the expected value 
than below it.

For example, with n = 10 and p = 0.8,

P(X = 4) = 0.0055 and P(X = 6) = 0.0881

P(X = 3) = 0.0008 and P(X = 7) = 0.2013

Figure 8-3 shows the probability distribution for the same situation when  
p = 0.8.
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Determining the Probability of  
the Outcome That Occurs First: 
Geometric Distribution

The geometric distribution is based on the binomial process. (That is, a 
series of independent trials with two possible outcomes. See the earlier  
section “Checking out the binomial distribution.”) You use the geometric 
distribution to determine the probability that a specified number of trials 
will take place before the first success occurs. Alternatively, you can use the 
geometric distribution to figure the probability that a specified number of 
failures will occur before the first success takes place.

The following section explains how to compute geometric probabilities and 
also how to compute the moments of the geometric distribution. You also 
see graphs that illustrate the properties of the geometric distribution.

Computing geometric probabilities
To calculate the probability that a given number of trials take place until the 
first success occurs, use the following formula:

P(X = x) = (1 – p)x – 1p for x = 1, 2, 3, . . .
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Here, x can be any whole number (integer); there is no maximum value for x.

X is a geometric random variable, x is the number of trials required until the 
first success occurs, and p is the probability of success on a single trial.

For example, suppose you want to flip a coin until the first heads turns up. 
The probability that it takes four flips for the first heads to occur (that is, 
three tails followed by one heads) is P(X = x) = (1 – p)x – 1p. In this example,  
x = 4 and p = 0.5:

P(X = 4) = (1 – 0.5)3(0.5) = (0.125)(0.5) = 0.0625

To calculate the probability that a given number of failures occur before the 
first success, the formula is

P(X = x) = (1 – p)xp

x now represents the number of failures that occur before the first success. 
In addition, x can assume values 0, 1, 2, . . . instead of 1, 2, 3, . . .

For example, suppose you flip a coin until the first heads turns up. The  
probability that there will be three tails before the first heads turns up is  
P(X = x) = (1 – p)xp. In this example, x = 3 and p = 0.5:

P(X = 3) = (1 – 0.5)3(0.5) = (0.5)3(0.5) = (0.125)(0.5) = 0.0625

Both situations refer to getting three tails followed by a heads, so both  
formulas provide the same result.

Moments of the geometric distribution
The moments (see the earlier section “Moments of the binomial distribution” 
for a definition) of the geometric distribution depend on which of the following 
situations is being modeled:

 ✓ The number of trials required before the first success takes place

 ✓ The number of failures that occur before the first success

Just as with the binomial distribution discussed earlier in this chapter, the 
geometric distribution has a series of simplified formulas for computing 
these moments, which I explore in the following sections.
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Geometric distribution: Calculating the expected value
The expected value of the geometric distribution when determining the 
number of trials required until the first success is

The expected value of the geometric distribution when determining the 
number of failures that occur before the first success is

For example, when flipping coins, if success is defined as “a heads turns up,” 
the probability of a success equals p = 0.5; therefore, failure is defined as “a 
tails turns up” and 1 – p = 1 – 0.5 = 0.5. On average, there’ll be (1 – p)/p =  
(1 – 0.5)/0.5 = 0.5/0.5 = 1 tails before the first heads turns up.

Notice how the two results provide the same information; it takes an average 
of two flips to get the first heads, or on average there should be one tails 
before the first heads turns up.

Geometric distribution: Computing variance and standard deviation
The variance and standard deviation of the geometric distribution when 
determining the number of trials required until the first success or  
when determining the number of failures that occur before the first success are

For example, suppose you flip a coin until the first heads turns up. The 
expected number of trials required until the first heads turns up is

The variance is



134 Part II: Probability Theory and Probability Distributions 

The standard deviation (σ) is .

Graphing the geometric distribution
You can illustrate the geometric distribution with a histogram. For example, 
say you do a series of ten trials. On each trial, the probability of success 
is 0.2. Figure 8-4 shows the probability distribution of the number of trials 
required to reach the first success.

 

Figure 8-4: 
Geometric 

distribution: 
ten trials 

with p = 0.2.
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Unlike the binomial distribution, the geometric distribution is positively 
skewed for any value of p.

Keeping the Time: The  
Poisson Distribution

The Poisson distribution is useful for measuring how many events may occur 
during a given time horizon, such as the number of customers that enter a 
store during the next hour, the number of hits on a website during the next 
minute, and so forth. The Poisson process takes place over time instead of a 
series of trials; each interval of time is assumed to be independent of all other 
intervals.

For example, suppose that a bank counts the number of customers who  
enter each hour. If the number of customers that enter during a given hour is 
independent of the number that enter during all other hours (while the bank 
is open), you can use the Poisson distribution to find the probability that a 
specific number of customers enter the bank during the next hour.
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 The Poisson distribution is named for Siméon Denis Poisson who was a French 
mathematician, physicist, and genius. He was wrong about only one major 
thing: He opposed the wave theory of light.

The following section shows you how to compute Poisson probabilities and 
how to compute moments for the Poisson distribution. Graphs are used to 
illustrate the key properties of the Poisson distribution.

Computing Poisson probabilities
You calculate Poisson probabilities with the following formula:

Here’s what each element of this formula represents:

 ✓ X = a Poisson random variable

 ✓ x = number of events whose probability you are calculating

 ✓ λ = the Greek letter “lambda,” which represents the average number of 
events that occur per time interval

 ✓ e = a constant that’s equal to approximately 2.71828

  e is a constant that’s widely used in financial applications. One of the 
most important uses is in computing present values of sums of money 
when interest rates are continuously compounded — compounded an 
infinite number of times. Most calculators have a key labeled ex that you 
can use to calculate the value of e raised to a specified power. In Excel, 
the appropriate function for determining the value of e is EXP.

For example, suppose that the number of messages that a person receives 
on his cellphone averages one per hour and that the number of messages 
received each hour is independent of all other hours. What’s the probability 
of his receiving two messages in the next hour?

In this case, the value of lambda (λ) is equal to 1, because the average 
number of messages each hour equals 1. The probability of receiving two 
messages during the next hour is

Alternatively, you can get results from a Poisson table set up like Table 8-2.
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Table 8-2 Poisson Probabilities for Different Values of λ
λ = 0.5 λ = 1 λ = 1.5 λ = 2 λ = 2.5 λ = 3

x = 0 0.6065 0.3679 0.2231 0.1353 0.0821 0.0498
x = 1 0.3033 0.3679 0.3347 0.2707 0.2052 0.1494
x = 2 0.0758 0.1839 0.2510 0.2707 0.2565 0.2240
x = 3 0.0126 0.0613 0.1255 0.1804 0.2138 0.2240
x = 4 0.0016 0.0153 0.0471 0.0902 0.1336 0.1680
x = 5 0.0002 0.0031 0.0141 0.0361 0.0668 0.1008
x = 6 0.0000 0.0005 0.00035 0.0120 0.0278 0.0504
x = 7 0.0000 0.0001 0.0008 0.0034 0.0099 0.0216
x = 8 0.0000 0.0000 0.0001 0.0009 0.0031 0.0081

Table 8-2 shows the Poisson probabilities for different values of λ. In the  
cellphone example, because x = 2 and λ = 1, the appropriate probability  
P(X = 2) is found in the x = 2 row and the λ = 1 column. The probability is 
0.1839.

 If you don’t care for using formulas or a table, try a specialized calculator or 
Excel. For Excel 2007 and older versions, use the POISSON function; for Excel 
2010, use the POISSON.DIST function.

The moments of the Poisson distribution are used to represent the average 
value of the distribution and the dispersion of the distribution. As with the 
binomial and geometric distribution, these moments may be computed with 
simplified formulas.

Poisson distribution: Calculating the expected value
As with the binomial and geometric distributions (discussed earlier in this 
chapter), you can use simple formulas to compute the moments of the 
Poisson distribution. The expected value of the Poisson distribution is

E(X) = λ

For example, say that on average three new companies are listed in the New 
York Stock Exchange (NYSE) each year. The number of new companies listed 
during a given year is independent of all other years. The number of new  
listings per year, therefore, follows the Poisson distribution, with a value of  
λ = 3. As a result, the expected number of new listings next year is λ = 3.
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Poisson distribution: Computing variance and standard deviation
Compute the variance and the Poisson distribution as σ2 = λ; the standard 
deviation (σ) equals .

Based on the NYSE listing example in the previous section, the variance 
equals 3 and the standard deviation equals .

Graphing the Poisson distribution
As with the binomial distribution, the Poisson distribution can be illustrated 
with a histogram. In Figures 8-5 through 8-7, the results are shown for three 
values of λ: 2 (Figure 8-5), 5 (Figure 8-6) and 7 (Figure 8-7).

For λ = 2 (Figure 8-5), the distribution is skewed to the right; for λ = 5  
(Figure 8-6), the distribution is nearly symmetric about the mean of 5;  
for λ = 7 (Figure 8-7), the distribution is skewed to the left.
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Figure 8-6: 
Poisson 

distribution 
with λ = 5
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Figure 8-7: 
Poisson 

distribution 
with λ = 7
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Chapter 9

The Uniform and Normal 
Distributions: So Many 

Possibilities!
In This Chapter
▶ Understanding the differences between discrete and continuous distributions
▶ Discovering the properties of the uniform distribution
▶ Checking out normal distribution probabilities

T 
his chapter introduces two important new probability distributions: the 
uniform and the normal. The normal distribution is especially important 

in business applications; it can be used to describe the behavior of many 
financial variables, such as the rate of return to an investment, a corpora-
tion’s annual profits, consumer spending on new products, and so on.

The uniform and the normal distributions have one important feature in 
common: they assign probabilities to ranges of values instead of individual 
values. This contrasts with the distributions found in Chapter 8: the binomial, 
geometric, and Poisson; these distributions assign probabilities to individual 
values.

The uniform distribution is used to describe a situation where all possible 
outcomes of a random experiment are equally likely to occur. For example, 
suppose that a manufacturer produces one-liter bottles of soda. The goal is 
to fill each bottle with exactly one liter of soda, but in actual practice, the 
acceptable range is between 0.99 and 1.01 liters. Any bottles that fall outside 
of this range are discarded. Suppose that for each acceptable bottle, the con-
tent is equally likely to be any value between 0.99 and 1.01 liters. In this case, 
the uniform distribution could be used to answer questions such as:
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What is the likelihood that a randomly chosen bottle contains between 
0.992 and 0.994 liters?

What is the likelihood that a randomly chosen bottle contains more than 
1 liter?

What is the average content of the acceptable bottles?

In this chapter I demonstrate how uniform probabilities may be determined 
with a graph or with an algebraic formula. I also show how the moments of 
the uniform distribution may be computed.

The normal distribution is the most widely used distribution in business 
because you can use it to model many variables. For example, you can use 
the normal distribution to describe the rates of return to financial assets, the 
distribution of corporate profits, the prices of key commodities (such as oil), 
and so forth. 

Suppose that the returns to the stocks in the Standard and Poor’s 500 (S&P 
500) index are normally distributed. The normal distribution could then be 
used to answer questions such as:

What is the probability that the S&P 500 will increase by at least 5 per-
cent next year?

What is the probability that the S&P 500 will fall next year?

How much risk is associated with investing in the S&P 500?

Due to the complexity of the normal distribution, I show you how to compute 
normal probabilities with standard tables in this chapter instead of formulas.

The following sections explain the differences between the two basic types of 
probability distributions: discrete and continuous. There is a detailed look at 
the properties of the uniform and normal distributions, including techniques 
for computing probabilities and moments.

Comparing Discrete and  
Continuous Distributions

Discrete and continuous distributions are the two standard types of prob-
ability distributions, which you use to compute probabilities for possible out-
comes of a random experiment. (For more about random experiments and 
probability distributions, see Chapter 7.)
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 ✓ You use the discrete distribution with a random experiment that can 
generate a finite (countable) number of outcomes. (You see three exam-
ples of discrete distributions — binomial, geometric, and Poisson — in 
Chapter 8.)

 ✓ You use the continuous distribution with a random experiment that can 
generate an infinite (uncountable) number of outcomes.

 Intuitively, a random experiment can generate a finite (countable) number 
of outcomes if it’s possible to make up a list of all the possible outcomes of 
the experiment. For example, if a coin is flipped ten times, and heads turns up 
is the variable of interest, then there are 11 possible outcomes: 0, 1, 2, ..., 10. 
These outcomes could be easily listed. On the other hand, if an experiment 
consists of observing the length of time until the next phone call arrives, the 
number of possible times until the next phone call is infinite (uncountable). 
This is because the times are not restricted to whole numbers. The time could 
be 2.3 seconds, 1.41742 seconds, 8.19444212 seconds, and so on. A list con-
taining all possible times until the next phone call is impossible to construct, 
because there are an unlimited number of entries.

Computing probabilities for continuous distributions is more complex than 
for a discrete distribution; often, your best resources are tables or specialized 
calculators. For an example, visit www.solvemymath.com/online_math_
calculator/statistics/continuous_distributions/index.php.

Aside from the number of possible outcomes, one of the most important dif-
ferences between discrete and continuous distributions is this: With a contin-
uous distribution, the probability that a random variable (X) equals a specific 
constant (x) is defined as zero. With an infinite number of possibilities, the 
likelihood of X being equal to a specific value is infinitesimally small.

For example, the probability of tomorrow’s temperature at noon being 
exactly 72.141712987 degrees is pretty much zero. As a result, for any value 
x, P(X ≤ x) equals P(X < x). A statement such as “the probability that the tem-
perature at noon tomorrow will be less than or equal to 72 degrees” has the 
same interpretation as “the probability that the temperature at noon tomor-
row will be less than 72 degrees.”

To demonstrate this statement mathematically, you can write P(X ≤ x) as 
P(X < x) + P(X = x), because the probability that X is less than or equal to x 
consists of the sum of two different probabilities — the probability that X is 
strictly less than x and the probability that X is exactly equal to x. With a con-
tinuous distribution, P(X = x) = 0; therefore,

file:///Volumes/Working/Consumer/9781118630693/9781118630693%20Text/9781118630693%20Original%20Text/../../06 CE/02 Fm CE/www.solvemymath.com/online_math_calculator/statistics/continuous_distributions/index.php
file:///Volumes/Working/Consumer/9781118630693/9781118630693%20Text/9781118630693%20Original%20Text/../../06 CE/02 Fm CE/www.solvemymath.com/online_math_calculator/statistics/continuous_distributions/index.php
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Based on this reasoning, P(X ≥ x) = P(X > x) is also true.

 With a discrete distribution, P(X ≤ x) does not equal P(X < x), and P(X ≥ x) does 
not equal P(X > x) unless P(X = x) = 0.

For example, suppose that a coin is flipped three times. The outcome of inter-
est is whether a head turns up on each flip.

The probability that two or fewer heads turns up is computed as:

The probability that fewer than two heads turn up is computed as:

Therefore, unless P(X = 2) = 0, P(X ≤ 2) and P(X < 2) gives different results.

In the continuous case, though, P(X ≤ 2) and P(X < 2) is always equal.

Working with the Uniform Distribution
The uniform distribution is a continuous distribution that assigns only positive 
probabilities within a specified interval (a, b) — that is, all values between a 
and b. (a and b are two constants; they may be negative or positive.)

For example, suppose that the U.S. Postal Service offers a special new deliv-
ery service; it’s guaranteed that the time required for a package to be deliv-
ered from New York City to Los Angeles is no more than 72 hours. (It also 
takes at least 24 hours for the package to be delivered.) If the delivery time 
is equally likely to be any value between 24 and 72 hours, then the uniform 
distribution can be used to compute probabilities for the delivery time. For 
example, suppose that a customer wants to know the likelihood that the 
package will be delivered between 24 and 36 hours after mailing; this can be 
computed with the uniform distribution.

In this case, the uniform distribution is defined over the interval (24, 72). (In 
other words, a = 24 and b = 72.) This implies that the probability of a package 
arriving in less than 24 hours or more than 72 hours equals 0. Furthermore, 
the probability of the package arriving within any given interval between 
24 and 72 hours depends only on the width of the interval. For example, the 
package is just as likely to arrive in 24 to 28 hours as it is to arrive in 68 to 72 
hours, because both of these intervals have a width of four hours.
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Although the uniform distribution may be defined for an infinite number of 
different intervals, if the distribution is defined over the interval (0, 1) it’s 
known as the standard uniform distribution. This indicates that all values 
between 0 and 1 are equally likely to occur.

The standard uniform distribution is used for random experiments where 
the outcome is equally likely to be any value between 0 and 1. For example, 
because probabilities are always between 0 and 1, the standard uniform distri-
bution can be used to describe a random process that generates probabilities. 

The standard uniform distribution is often used for simulation studies, in 
which the value of a variable is estimated by repeatedly choosing random 
numbers and substituting them into a mathematical model. For example, 
the sales of a new product could be estimated by choosing values from the 
standard uniform distribution and substituting the results into a model of 
consumer demand.

The uniform distribution and the standard uniform distribution are discussed 
at www.en.wikipedia.org/wiki/Uniform_distribution.

In the following sections, I explore the uniform distribution and all it has to 
offer, including how to visualize its intervals on a graph, how to calculate its 
moments, and how to work with its probabilities.

Graphing the uniform distribution
A discrete distribution may be described with a histogram, which is a special 
type of graph consisting of a series of vertical bars. Each bar represents a 
value or range of values, and the height of each bar represents the probabil-
ity of that value or range of values. (Histograms are introduced in Chapter 7.)

A continuous distribution can’t be illustrated with a histogram, because this 
would require an infinite number of bars. Instead, a continuous distribution 
may be illustrated with a line or a curve. Areas under the line or the curve 
correspond to probabilities.

With the uniform distribution, all values over an interval (a, b) are equally likely 
to occur. As a result, the graph that illustrates this distribution is a rectangle. 
Figure 9-1 shows the uniform distribution defined over the interval (0, 10).

The horizontal axis shows the range of values for X (0 to 10). The distribution 
assigns a probability of 0 to any value of X outside of the interval from 0 to 10.

file:///Volumes/Working/Consumer/9781118630693/9781118630693%20Text/9781118630693%20Original%20Text/../02 Fm AR/9781118630693 ch03_fromAR.doc
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Figure 9-1: 
The uniform 
distribution 

defined over 
the interval 

(0, 10).
 

The width of this interval equals the upper limit (b) minus the lower limit (a), 
which equals b – a. So in Figure 9-1, the width equals 10 – 0 = 10. The width of 
this interval represents the base of the rectangle. The height of the rectangle 
equals 1 divided by the base (1/10 in this case). The height always equals 1 
divided by the base; this ensures that the area of the rectangle always equals 
1. As discussed in the later section “Computing uniform probabilities,” areas 
under this rectangle represent probabilities. The total probability for any dis-
tribution is 1; therefore, the area under the rectangle must equal 1.

 The area of a rectangle equals the base times the height, or in mathematical 
terms, A = b × h.

Discovering moments of  
the uniform  distribution
Moments are a set of summary measures that express the properties of the 
probability distribution of a random variable. (For more about the moments 
of a probability distribution, see Chapter 7.) The moments include expected 
value (mean) and variance. Standard deviation is not a separate moment, but 
is instead the square root of the variance.

As discussed in Chapter 7, the expected value represents the average value 
of all the possible values of a probability distribution, weighted by the prob-
abilities of these values. The variance and standard deviation measure the 
“spread” among the possible values of the distribution.

For example, suppose that an art gallery sells two types of art work: inexpen-
sive prints and original paintings. The length of time that the prints remain in 
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inventory is uniformly distributed over the interval (0,40). For example, some 
prints are sold immediately; no print remains in inventory for more than 40 
days. For the paintings, the length of time in inventory is uniformly distrib-
uted over the interval (5, 105). For example, each painting requires at least 5 
days to be sold and may take up to 105 days to be sold.

The expected value, variance, and standard deviation are much lower for the 
prints because the range of possible values is much smaller. On average, prints 
sell much faster than paintings. In addition, the inventory times of the prints 
are much closer to each other than for the paintings. The uniform distribution 
has simple formulas for calculating the moments, which I describe in the fol-
lowing sections.

Uniform distribution: Calculating the expected value
For any probability distribution, the expected value represents the aver-
age value of the distribution. For the uniform distribution, you calculate the 
expected value as the midpoint of the interval over which the distribution is 
defined.

For example, suppose that the uniform distribution is defined over the inter-
val (a, b). You calculate the expected value as

The key terms in this formula are

 ✓ X = a uniformly distributed random variable defined over the interval (a, b)

 ✓ E(X) = the expected value of X

 ✓ a = the lower limit of the interval

 ✓ b = the upper limit of the interval

The expected value formula for the uniform distribution is illustrated in 
Figure 9-2.

The graph in Figure 9-2 shows that the expected value is the midpoint of the 
interval (a,b). In other words, it’s half-way between a and b.

As an example, the expected value of the uniform distribution defined over 
the interval (1,5) is computed as follows:
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Figure 9-2:  
The 

expected 
value of the 

uniform  
distribution.

 

Uniform distribution: Computing variance and standard deviation
In addition to the expected value, a probability distribution can be character-
ized by the variance and the standard deviation. These values measure the 
degree of dispersion (spread) among the values of a probability distribution.

For the uniform distribution defined over the interval from a to b, the vari-
ance equals

The standard deviation is the square root of the variance:

For example, the variance of the uniform distribution defined over the inter-
val (1, 5) is computed as follows:
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The standard deviation is:

Computing uniform probabilities
You can compute probabilities for the uniform distribution with formulas or 
graphs. When using graphs to compute uniform probabilities, you are com-
puting areas within the rectangle that describes the uniform distribution.

Computing uniform probabilities with formulas
For example, suppose the random variable X is uniformly distributed over 
the interval (a, b). You compute the probability that X is less than or equal to 
a specified value of x, using this formula:

If, for example, X is a uniform random variable with a = 0 and b = 10. You find 
the probability that X is less than or equal to 7 by these calculations:

To determine the probability that X is greater than or equal to x, use the fol-
lowing formula:

This is true because with a continuous random variable, 

For a continuous random variable X, either X ≤ x or X ≥ x must be true; there-
fore, the probabilities of these events must sum to 1. (Recall from Chapter 6 
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that these events are complements.) So rearranging algebraically gives 
you the following:

As an example, to calculate the probability that a uniform random variable 
X defined over the interval (0, 10) is greater than or equal to 2, apply the for-
mula and solve:

To calculate the probability that X is between two constants a and b, use the 
following formula:

For example, you compute the probability that a uniform random variable X 
defined over the interval (0, 10) is between 3 and 6 as 

 

and follow these steps:

 1. Determine the probability that X is less than or equal to 6:

  

 2. Compute the probability that X is less than or equal to 0.3:
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 3. Combine the results:

  

One of the unique properties of the uniform distribution is that the probabil-
ity that X falls within a given range of values depends only on the width of the 
range. For example, for the standard uniform distribution, the following prob-
abilities are equal:

Each of these probabilities equals 0.1, which you can compute as 

Then follow these steps:

 1. Determine the probability that X is less than or equal to 0.2:

  

 2. Compute the probability that X is less than or equal to 0.1:

  

 3. Combine the results:

  

Computing uniform probabilities with graphs
You can also compute probabilities graphically for the uniform distribution 
by computing areas under a rectangle (see the earlier section “Graphing the 
uniform distribution”). For example, Figure 9-3 shows the probability that a 
standard uniform random variable X is between 0.3 and 0.6.
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Figure 9-3:  
Graph 

showing the 
probability 

that X is 
between 0.3 

and 0.6.
 

The horizontal axis shows that the distribution is defined over the interval from 
0 to 1. The width of this interval, which is the base of the rectangle, equals 1 – 0 = 
1. The height of the rectangle equals 1 divided by the base, or 1/1 = 1. The area of 
the rectangle equals the base times the height, which is 1 × 1 = 1.

To find the probability that X is between 0.3 and 0.6, you compute an area 
within the rectangle (see the shaded region in Figure 9-3). The base of this 
shaded region equals 0.6 – 0.3 = 0.3. The height equals 1. Therefore, the area 
equals 0.3 (0.3 × 1). The probability that X is between 0.3 and 0.6 is 0.3, which 
matches the result found with the algebraic formula.

Understanding the Normal Distribution
The normal distribution is a continuous probability distribution that can be 
used to describe a large number of different situations, not just in business 
applications but in a wide variety of other disciplines, such as psychology, 
sociology, biology, and so on. The normal distribution, sometimes called the 
Gaussian distribution, is named after scientist and mathematician Johann Carl 
Friedrich Gauss who introduced the concept. 

The normal distribution has several useful properties that can be used to 
describe real-world events. For example, under the normal distribution, there 
is a balance or symmetry between the likelihood of a value being below the 
mean of the distribution and being above the mean of the distribution.
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As an example, suppose that researchers have determined that the heights of 
all men in a country are normally distributed with a mean of 69 inches and a 
standard deviation of 2 inches. Based on the normal distribution, the follow-
ing events are equally likely:

A randomly chosen man is no more than 67 inches tall

A randomly chosen man is at least 71 inches tall

These events are equally likely because:

A height of 67 inches is one standard deviation below the mean  
(69 – 1(2) = 67)

A height of 71 inches is one standard deviation above the mean  
(69 + 1(2) = 71)

Similarly, the following events are equally likely:

A randomly chosen man is no more than 65 inches tall 

A randomly chosen man is at least 73 inches tall

These events are equally likely because:

A height of 65 inches is two standard deviations below the mean  
(69 – 2(2) = 65)

A height of 73 inches is two standard deviations above the mean  
(69 + 2(2) = 73)

Because the normal distribution is a continuous distribution, it’s defined for an 
infinite number of values. Unlike the uniform distribution, the normal distribu-
tion is defined for all values between negative infinity and positive infinity.

In the following sections, I show you how you can express the normal distri-
bution graphically, I introduce you to the standard normal distribution, and I 
walk you through calculating probabilities for the normal distribution.

Graphing the normal distribution
The normal distribution can be graphed with a special type of curve, which 
is usually described as a bell-shaped curve. Normal probabilities can be deter-
mined by computing areas under this curve. 
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The bell-shaped curve has several key features. It’s defined over the entire 
range of values between negative and positive infinity; it’s symmetrical about 
the mean (for example, the area below the mean is a mirror image of the area 
above the mean); and most of the area under the normal distribution is close 
to the mean. The area declines rapidly for values that are several standard 
deviations away from the mean.

As an example, the distribution of heights from the previous example is illus-
trated with a bell-shaped curve as shown in Figure 9-4.

 

Figure 9-4: 
The bell-

shaped 
curve of the 
distribution 
of heights.

 

The mean of 69 inches is at the center of the distribution; the area to the left 
of the mean is a mirror image of the area to the right of the mean. Most of 
the area under the curve is close to the mean; the area falls off rapidly for 
large and small values of X. (The extreme right and left ends of the curve are 
known as the tails of the distribution.)

Figure 9-5 shows that the probability of a randomly chosen man’s height 
being between 67 inches and 71 inches is 68.27 percent.

The shaded region under the curve represents heights between 67 and 71 
inches. This covers 68.27 percent of the area under the curve; therefore, the 
probability that a randomly chosen man’s height is between 67 inches and 71 
inches is 0.6827 or 68.27 percent.
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Figure 9-5:  
The dis-
tribution 

of heights 
between 67 
inches and 
71 inches.

 

The normal distribution is uniquely characterized by two values:

 ✓ The expected value (mean), represented by μ (the Greek letter “mu”)

 ✓ The standard deviation, represented by σ (the Greek letter “sigma”)

There are an infinite number of different possible normal distributions, each 
with a different value of the mean and standard deviation.

The normal distribution in statistical analysis
The normal distribution is used in conjunction 
with many statistical techniques. It plays a key 
role in a lot of applications, such as the following:

 ✓ Computing confidence intervals

 ✓ Testing hypotheses about the mean of a 
population

 ✓ Testing hypotheses about the means of two 
populations

 ✓ Regression analysis

In many business applications, variables are 
assumed to be normally distributed. For exam-
ple, returns to stocks are often assumed to 

be  normally distributed by investors, portfolio 
managers, financial analysts, risk managers, 
and so on. The assumption of normality is not 
only convenient, but many standard statistical 
techniques require it in order to generate valid 
results. For example, computing a confidence 
interval for the mean of a population may be 
based on the normal distribution. Many of the 
techniques used in regression analysis to check 
the validity of the results are based on the 
normal distribution. As a result, even when the 
assumption of normality is not perfectly accu-
rate, the normal distribution is often used to per-
form statistical analyses due to its convenience.
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Getting to know the standard  
normal  distribution
The standard normal distribution is the special case where μ = 0 and σ = 1.

For example, suppose that the daily returns to a stock follow the standard 
normal distribution. The mean return over a single trading day is 0 percent, 
and the standard deviation is 1 percent; as a result:

The probability that tomorrow’s return will be between -1 percent and +1 
percent is 0.6827 or 68.27 percent. –1 percent represents one standard 
deviation below the mean, while +1 percent represents one standard 
deviation above the mean.

The probability that tomorrow’s return will be between –2 percent and 
+2 percent is 0.9544 or 95.44 percent. –2 percent represents two standard 
deviations below the mean, while +2 percent represents two standard 
deviations above the mean.

The probability that tomorrow’s return will be between –3 percent and +3 
percent is 0.9973 or 99.73 percent. –3 percent represents three standard 
deviations below the mean, while +3 percent represents three standard 
deviations above the mean.

 By convention, the letter Z represents a standard normal random variable, 
whereas the letter X represents any other normal random variable.

Computing standard normal probabilities
One approach to computing probabilities for the standard normal distribu-
tion is to use statistical tables. (For the mathematically inclined, the tables 
result from applying calculus to the normal distribution.)

The standard normal table is designed to show cumulative probabilities; 
i.e., the probability that a standard normal random variable Z is less than or 
equal to a specified value, such as P(Z ≤ 2.50). Standard normal tables are 
divided into two parts; the first shows positive values for Z, and the second 
shows negative values for Z.

Computing other types of probabilities, such as P(Z ≥ 1.70), can be accom-
plished by using the properties of the standard normal distribution to rear-
range these probabilities in a more convenient form.

The following sections illustrate how to compute any time of normal prob-
abilities using the standard normal tables.
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Computing “Less Than or Equal to” Standard Normal Probabilities
Table 9-1 shows a portion of the standard normal table for positive values of Z. 
(The actual table typically shows Z values between 0 and 3.)

Table 9-1 Standard Normal Table — Positive Values
Z 0.00 0.01 0.02 0.03
0.9 0.8159 0.8186 0.8212 0.8238
1.0 0.8413 0.8438 0.8461 0.8485
1.1 0.8643 0.8665 0.8686 0.8708
1.2 0.8849 0.8869 0.8888 0.8907

The table shows the probability that a standard normal random variable Z is 
less than or equal to a specific value. For example, to express the probability 
that Z is less than or equal to 1, you write P(Z ≤ 1.00). Here’s how you find 
this probability:

 1. Take the first digits before and after the decimal point (1.0 in 1.00) 
from the Z column, second row.

 2. Take the second digit after the decimal point (0.00 in 1.00) from the 
corresponding column (0.00 in this case).

 3. Find the appropriate probability at the intersection of this row and 
column.

  Using this technique, the table shows that P(Z ≤ 1.00) = 0.8413. Figure 9-6 
shows this expression graphically.

The shaded region to the left of 1 represents 84.13 percent of the area under 
the curve; therefore, P(Z ≤ 1.00) = 0.8413 or 84.13 percent.

Negative probabilities also have a corresponding standard normal table. 
Take a look at Table 9-2. This shows several negative values for Z; the actual 
table typically shows values ranging from 0 to –3.
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Figure 9-6: 
Standard 

normal 
probability 

distribution 
where  

P(Z ≤ 1) 
equals 
0.8413.

 

Table 9-2 Standard Normal Table — Negative Values
Z 0 .00 0 .01 0 .02 0 .03
–1 .3 0.0968 0.0951 0.0934 0.0918
–1 .2 0.1151 0.1131 0.1112 0.1093
–1 .1 0.1357 0.1335 0.1314 0.1292
–1 .0 0.1587 0.1562 0.1539 0.1515

Say you want to compute the probability that Z is less than –1.23, which you 
write as P(Z ≤ –1.23). The first digits before and after the decimal point (–1.2 
in –1.23) are in the Z column, second row. The second digit after the decimal 
point (0.03 in –1.23) is in the far right column. You find the probability at the 
intersection of the row and column, so the table shows that P(Z ≤ –1.23) = 
0.1093. This is shown in Figure 9-7.

One of the drawbacks to using tables to compute standard normal prob-
abilities is that they show only cumulative probabilities for Z; for example, Z 
is less than or equal to a specific value. But you can figure all other cases by 
combining the properties of the standard normal distribution with the tables.
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Figure 9-7: 
Standard 

normal 
probability 

distribution 
where  

P(Z ≤ –1.23) 
equals 
0.1089.

 

Property 1: The area under the standard normal curve equals 1
The first of these properties is that the entire area under the standard normal 
curve equals 1. Because the curve covers the entire area between negative 
and positive infinity (∞), you can express this result as P(–∞ ≤ Z ≤ ∞) = 1. So 
the probability that a standard normal random variable Z falls between nega-
tive infinity and positive infinity is 1; in other words, Z will fall within this 
interval with certainty.

 When you consider all possible outcomes in any given situation, you can be 
certain that one outcome will occur. A probability of 1 indicates that an event 
will occur with certainty. A probability of 0 indicates that an event is impossi-
ble. All other probabilities fall between 0 and 1. (Probability theory is covered 
in Chapter 6.)

Property 2: The standard normal curve is symmetrical about the mean
The next key property of the standard normal distribution is symmetry, 
where the area to the left of the mean is a mirror image of the area to the 
right. As a result, the probability that Z is less than the mean is 0.5, and you 
write it as P(Z ≤ 0) = 0.5 (because half of the area under this distribution is to 
the left of the mean, and half is to the right of the mean; the total area is 1), as 
shown in the Figure 9-8.

Because P(Z ≤ 0) = 0.5, due to the symmetry of the standard normal probabil-
ity distribution, it’s also true that P(Z ≥ 0) = 0.5, as illustrated in Figure 9-9.
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Figure 9-8: 
Standard 

normal 
probability 

distribution 
where  

P(Z ≤ 0) = 
0.5.

 

 

Figure 9-9: 
Standard 

normal 
probability 

distribution 
where  

P(Z ≥ 0) = 
0.5.

 

Other examples of symmetry include
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Computing “greater than or equal to” standard normal probabilities
One type of probability you can’t compute directly from a table is the case 
where a standard normal random variable Z is greater than or equal to a speci-
fied value z: P(Z ≥ z). Instead, you rearrange the identity to yield a very useful 
result:

This is a consequence of the first property of the standard normal distribu-
tion: The area under the standard normal curve equals 1.

Rearranging this equation gives you

 

For example, to determine the probability that a standard normal random 
variable is greater than 1 (for example, P(Z ≥ 1), the first step is to rewrite the 
probability in a form that enables you to use the standard normal tables. This 
is shown as:

The result is shown in Figure 9-10.

 

Figure 9-10: 
Standard 

normal 
probability 

distribution 
where P(Z ≥ 

1) = 0.1587.
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Computing “in between” standard normal probabilities
Another type of probability that you can’t compute directly from a stan-
dard normal table is the case where a standard normal random variable Z is 
between two constants: c and d: P(c ≤ Z ≤ d). But, lucky for you, you can work 
around this with the following identity:

You can now compute this probability by looking up P(Z ≤ c) and P(Z ≤ d) in 
the standard normal table and computing the difference between them.

For example, suppose that you want to know the probability that Z is 
between one and two standard deviations above the mean. In this case,  
c = 1.00 and d = 2.00. This probability can be expressed as follows:

Algebraically, this can be rearranged in a form that involves two “less than or 
equal to” probabilities that can be looked up in the standard normal tables:

From the standard normal table (Table 9-1):

As a result, you calculate the probability:

Figure 9-11 illustrates this probability.

Note that you can use this approach for negative values, too. For example, 
from the standard normal table (Table 9-2),

,
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Figure 9-11: 
Standard 

normal 
probability 

distribution 
where P(1.0 
≤ Z ≤ 2.0) = 

0.1359.
 

As a result:

Computing normal probabilities  
other than standard normal
Many variables in business applications are assumed to be normally distrib-
uted, including rates of returns to stocks and other financial assets. Although 
these variables are normal, they’re usually not standard normal. As a result, 
you can’t compute probabilities for these variables from the standard normal 
tables without first transforming them into the equivalent standard normal 
form, as shown with the following formula:

In this expression, Z is a standard normal random variable, and X is a normal 
random variable with mean μ and standard deviation σ.
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For example, suppose that the annual return of the stock of the Gamma 
Corporation is normally distributed with a mean of 5 percent and a standard 
deviation of 2 percent. What’s the probability that the return from this stock 
over the coming year will be 4 percent or less?

Let X be a random variable that represents “the annual return for the stock 
of Gamma Corporation.” X is a normally distributed random variable with 
a mean (μ) of 0.05 and a standard deviation (σ) of 0.02. X is not standard 
normal, because the mean isn’t 0 and the standard deviation isn’t 1.

To compute this probability, convert the rate of return X into a standard 
normal random variable Z as follows:

Based on the standard normal tables (refer to Tables 9-1 and 9-2 in the earlier 
section “Computing standard normal probabilities”), P(Z ≤ –0.5) = 0.3085, so 
the probability that the stock’s return will be 4 percent or less is 0.3085 or 
30.85 percent.

Similarly, you can determine the probability that the stock’s return next year 
will be 8 percent or more like so:

Recall from the earlier section “Computing “greater than or equal to” standard 
normal probabilities” the following key property for the standard normal 
 distribution:

Rearranging this algebraically gives:

Therefore,

Based on the standard normal table (Table 9-1):
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Therefore, 

the probability that the stock’s return next year will be between 7 percent 
and 10 percent as follows:

As another example, imagine that the scores on a standardized test are nor-
mally distributed with a mean score of 80 and a standard deviation of 10. If a 
student receives a score of 90, he was outperformed by what proportion of 
all other students taking the test?

In other words, what is the probability of receiving a score of more than 90 
on this test? Let X represent the random variable “score on the exam.” X is 
a normally distributed random variable with a mean of 80 and a standard 
deviation of 10. Because X isn’t a standard normal random variable, you must 
convert it:

Due to the symmetry of the standard normal distribution,

From the standard normal table (Table 9-1), 
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Therefore,

 

or only 15.87 percent of the students taking the exam scored better than 90.

These techniques can be used to compute any normal probability, whether 
it is expressed as greater than, less than, or between, and regardless of the 
mean and standard deviation of the distribution.



Chapter 10

Sampling Techniques and 
Distributions

In This Chapter
▶ Getting familiar with sampling techniques
▶ Using sampling distributions to estimate probabilities

A 
 population is a collection of data that we are interested in studying; a 
sample is a selection of data randomly chosen from a population. The 

use of sample data is the basis for a wide variety of business applications. 
This is because obtaining information about an entire population is likely to 
be very time-consuming and costly. Instead, samples may be used to under-
stand the behavior of the underlying population. 

For example, if a department store wants to know which types of new prod-
ucts customers are willing to buy, the store may not have the resources to 
survey every single one of its customers. Instead, if the store can choose rep-
resentative samples of its customers to survey, it could potentially obtain the 
same information at a fraction of the cost.

One of the requirements of using samples to draw conclusions about a popula-
tion is that the samples accurately mirror the population; otherwise, any con-
clusions that are reached about the population are bound to be inaccurate.

Several different types of sampling techniques have been developed to 
accurately capture the properties of a population. The choice of technique 
depends on several factors, such as:

What are the demographic characteristics of interest?

How easy will it be to obtain sample data?

How much data is needed to ensure accurate results?
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For example, suppose that the New York State government wants to analyze 
the distribution of ages of everyone living in the state. This helps determine 
what type of funding is needed for various programs in the future. Although 
the ages of every single resident could be collected, this could be very time 
consuming and costly.

Instead, suppose the government decides to randomly sample residents 
throughout the state and use this information to estimate the distribution 
of ages. Clearly, it makes no sense to focus only on high school students, 
because their ages are substantially lower than the overall population. 
Instead, samples are chosen that ideally match the demographic character-
istics of the entire state. For example, questionnaires could be mailed to ran-
domly chosen addresses throughout the state.

In this chapter, I introduce several types of sampling techniques that may be 
used for various types of studies. I also show you a special type of probability 
distribution, known as a sampling distribution. This is a special type of prob-
ability distribution that describes the properties of a sample statistic. (Sample 
statistics are summary measures of a sample; these include the sample mean, 
sample variance and sample standard deviation. Sample statistics are dis-
cussed in Chapters 3 and 4.) Due to its widespread use in statistical analysis, 
I focus on the sampling distribution of the sample mean.

Sampling Techniques: Choosing  
Data from a Population

Statistical inference is a methodology that lets you draw conclusions about a 
population from sample data. One of the most important challenges in statis-
tical inference is choosing samples that accurately reflect the characteristics 
of the underlying population. Although you can choose from many sampling 
techniques, the appropriate technique depends on the type of information 
you’re studying and your resources.

You can classify the two basic approaches to sampling as probability sam-
pling and nonprobability sampling. Probability sampling is used when it is 
important to ensure that each member of a population has a chance of being 
chosen. Nonprobability sampling is a more subjective approach, and is often 
used when it would be difficult or impossible to use probability sampling. 
I explore both of these approaches in the following sections.



167 Chapter 10: Sampling Techniques and Distributions

Probability sampling
When you use probability sampling, each member of the population has a 
chance of being chosen for the sample. In some of these techniques, each 
population member is equally likely to be chosen; in others, this is not the 
case. With probability sampling, it’s possible to determine the probability 
that a given member of the population will be chosen. 

Within the category of probability sampling, you can choose from four types 
of sampling techniques, which I discuss in the following sections.

Simple random samples
In a simple random sample, each member in the population is equally likely 
to be chosen. There are several different ways in which population members 
may be chosen with equal probability. One approach is to assign a numerical 
value to each population member and then randomly choose numbers that 
correspond to these members.

For example, suppose a population consists of the following ten members of 
the finance faculty at a prestigious university:

 1. Benjamin Harrison

 2. Martin Van Buren

 3. John Tyler

 4. Millard Fillmore

 5. Grover Cleveland

 6. Chester Arthur

 7. James Polk

 8. Zachary Taylor

 9. James Buchanan

 10. Franklin Pierce

You would like to randomly choose five of these faculty members for a newly 
formed committee. You assign each faculty member a number from one to 
ten. (This could be done alphabetically or in any number of other ways.) To 
choose a simple random sample of five of these faculty members, you can 
use a random number generator. 

A random number generator is a function that can be used to randomly 
choose numbers within a specified interval. As an example, you can use 
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Excel’s RANDBETWEEN function; this generates whole numbers that are ran-
domly chosen between any two values you specify. 

For this example, you would need to generate a random number between 1 
and 10. You would then enter RANDBETWEEN(1,10) into Excel and record the 
resulting number. You would repeat this process until you have five unique 
numbers. The faculty members associated with these numbers are then 
chosen for the new committee.

 In this example, you don’t want to choose the same number twice; if this hap-
pens, you simply discard the result and choose another random number until 
you have five unique numbers. The process you are using is known as sam-
pling without replacement. If you are willing to choose the same number more 
than once, then no results would be discarded; the process that you would be 
using is known as sampling with replacement.

Suppose the following sequence of random numbers is chosen:

RANDBETWEEN(1,10) = 1

RANDBETWEEN(1,10) = 4

RANDBETWEEN(1,10) = 5

RANDBETWEEN(1,10) = 8

RANDBETWEEN(1,10) = 6

Your simple random sample would then consist of the following faculty 
 members:

 1. Benjamin Harrison

 4. Millard Filmore

 5. Grover Cleveland

 8. Zachary Taylor

 6. Chester Arthur

These are the lucky members of the new committee.

Systematic samples
With systematic samples, population members are assigned a numerical value, 
as is the case with simple random samples. Instead of using random num-
bers to choose population members, though, you will instead use a specific 
sequence of numbers.
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For example, suppose an economist wants to study the distribution of 100 
household incomes in a small town and wants to draw a sample size of ten. 
In this case, the economist draws every tenth population member (because 
the number of households divided by the sample size equals 100/10 = 10). 
One way she can draw every tenth member is to start with a random number 
(between 1 and 10) and then add ten to each number to get the desired 
sequence.

For example, you could use RANDBETWEEN(1,10) to obtain the starting value 
for the sequence. If this turns out to be a 3, then the appropriate sequence of 
random numbers would be:

3, 13, 23, 33, 43, 53, 63, 73, 83, 93

If instead the function RANDBETWEEN(1,10) generates a 5, then the appropri-
ate sequence of random numbers would be:

5, 15, 25, 35, 45, 55, 65, 75, 85, 95

Other techniques could be used to randomly choose the first value, such as 
the flip of a coin, the roll of a die, and so on. Similarly, if a population con-
tains 1,200 members and the economist wants a sample size of ten, the num-
bering sequence includes every 120th member (1,200/10 = 120). One way she 
can draw every 120th member is to start with a random number (between 1 
and 120) and then add 120 to each number to get the sequence.

In this case, suppose that the function RANDBETWEEN(1,120) results in a 
value of 57; then the sequence would consist of the following values:

57, 177, 297, 417, 537, 657, 777, 897, 1017, 1137

As another example, suppose that a marketing firm wants to find out whether 
consumers are responding favorably to a newly launched advertising cam-
paign. A researcher could choose a busy mall and ask every 20th customer 
that walks by how he or she feels about the new advertising campaign. In this 
case, though, the researcher wouldn’t have a specific sequence of numbers, 
because it’s impossible to determine in advance how many people are in the 
mall at any given time.

In this case, systematic samples are chosen based on incomplete knowledge 
of the underlying population. This approach is useful when the size of the 
entire population is not known. 
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Stratified samples
When using stratified samples, you divide a population into strata (levels or 
layers). The strata may reflect any of a wide variety of characteristics of the 
population data, such as ages, incomes, levels of education, and so on.

Basically, you choose a stratified sample in such a way that you ensure 
that the proportion of sample members in each stratum (singular of strata) 
matches the distribution found in the population.

For example, suppose a college wants to conduct a survey of student atti-
tudes toward the building of a costly new sports stadium as an alternative to 
expanding the current antiquated library. Instead of surveying every single 
student in the school, the college chooses stratified samples. It divides the 
entire student body by class: freshmen, sophomores, juniors, and seniors. 
(Assume for this example that the school doesn’t offer any graduate pro-
grams, so all students belong to one of these four classes.) Here’s how the 
classes break down:

Class Number of Students
Freshmen 800
Sophomores 1,200
Juniors 1,000
Seniors 1,000

And the percentages of students in each class are as follows:

Class Number of Students Percentage of Total
Freshmen 800 20 percent
Sophomores 1,200 30 percent
Juniors 1,000 25 percent
Seniors 1,000 25 percent

If the college chooses a stratified sample of 200 students, the sample consists 
of the following:

40 freshmen (20 percent of 200)

60 sophomores (30 percent of 200)

50 juniors (25 percent of 200)

50 seniors (25 percent of 200)

Within each stratum, a simple random sample of the appropriate number of 
students is chosen. This selection method ensures that no class is under- or 
overrepresented in the sample data.
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One of the advantages of the stratified sample approach is that you can draw 
conclusions about each individual stratum. For example, the college can ana-
lyze the attitudes of freshmen separately from the attitudes of sophomores, 
juniors, and seniors. On the other hand, one of the disadvantages of this 
approach is that you need more information about the characteristics of the 
population than with other approaches, such as the simple random sampling 
approach discussed earlier. In this example, you need to know the distribu-
tion of students among the freshman, sophomore, junior, and senior classes.

Cluster samples
With cluster samples, you subdivide a population into groups based on 
common characteristic (such as location, age, income level, and so forth). 
You choose groups randomly, and then you choose samples from those 
groups randomly.

Say you’re a researcher conducting a national survey about attitudes toward 
proposed national legislation. You divide the entire voting age population of 
the United States into groups according to state of residency. You decide to 
choose a sample of eight states; you believe that this is sufficient to repre-
sent the entire country.

In this case, you would first assign a number to each state in the United 
States. Next, you could use the function RANDBETWEEN(1,50) until you 
choose eight different states.

Within each selected state, voting age residents are randomly chosen using 
a simple random sample. This may be accomplished by assigning a number 
to each registered voter and then using a random number generator to ran-
domly pick the desired number of voters.

Suppose that the following states are chosen:

Wisconsin

Rhode Island

Michigan

Utah

Illinois

South Carolina

Arizona

Oregon

Within each state, you choose simple random samples of voters.
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The advantage of using cluster sampling is that it can be implemented more 
quickly and cheaply than stratified sampling. In this example, stratified sam-
pling requires voters to be randomly chosen from each of the 50 states. The 
disadvantage of using cluster sampling is that it may not be as accurate as 
stratified sampling.

Nonprobability sampling
Unlike probability sampling, nonprobability sampling doesn’t guarantee that 
each population member has a chance of being chosen. And with nonprob-
ability sampling, you have to use subjective judgment.

One of the major drawbacks to nonprobability samples is that the results 
aren’t as reliable for drawing conclusions about the overall population. It 
may be easier to get the samples, but there’s a price — they’re less useful 
than probability samples.

I discuss four of the nonprobability sampling techniques in the following sec-
tions, including convenience samples, quota samples, purposive samples, 
and judgment samples.

Convenience samples
When you choose population members primarily because they’re accessible, 
you’re using convenience samples. For example, if a marketing firm needs to 
study consumer attitudes toward new products, it may be forced to rely on 
the input of people who are willing to participate; they are not necessarily 
representative of the overall population. 

Suppose for example a marketing firm decides to conduct a series of inter-
views at a mall to determine which new movies are likely to do well at 
the box office. The interviews are conducted at 3:00 in the afternoon on a 
Wednesday. Although there may be many volunteers who are willing to take 
part in the interviews, most or all of them are likely to be students and/or 
retirees, which doesn’t reflect the overall population. Unless the marketing 
firm is only interested in the views of these groups, the results are not likely 
to be accurate.

Quota samples
Quota samples are closely related to stratified samples; in both cases, you 
divide population members into separate groups. The main difference is that 
with a quota sample, the number of sample members in each stratum may 
not exactly represent the numbers in the underlying population.
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For example, suppose that a college is interested in comparing the GPA of its 
male and female students. Assume that the proportion of male students at 
this college is 60 percent, so the proportion of female students is 40 percent. 
A stratified sample would ensure that 60 percent of the sample members are 
male, and 40 percent are female. With a quota sample, any number of males 
and females may be chosen. Suppose that the college doesn’t know the exact 
proportion of male and female students, so it decides to choose an equal mix 
of male and female students for the sample. Clearly, this doesn’t reflect the 
proportions in the actual population.

Purposive samples
With purposive samples, you choose members of the population because 
they’re not typical in some important way. For example, a company that pro-
duces a new product may be concerned that the product is too expensive 
for the average consumer to buy. The company may target students (who 
presumably have low incomes) to determine whether they’d consider buying 
the product. The logic is that if the product isn’t too expensive to people 
with relatively low incomes, it won’t be too expensive to people with higher 
incomes.

As another example, suppose that a snack foods company manually inspects 
all the potato chips that it produces before they are sold to the public. Any 
chips that appear to be burned are automatically discarded. This process 
is very time consuming and costly; the company wants to try a different 
approach.

Suppose that the smallest chips are most likely to be burned. Rather than 
inspecting every single potato chip, the company decides to save time by 
only inspecting the chips that appear to be unusually small. If these are not 
burned, the remaining chips are probably acceptable. The company is now 
using purposive samples to represent the entire population.

Judgment samples
When conducting a study with a judgment sample, you chose members based 
on your subjective judgment. You choose these members because they 
offer specific characteristics of interest. For example, suppose that half of 
the residents of a city are male (and, therefore, half are female). A handbag 
manufacturer wants to determine which features are most important to con-
sumers in this city. If the company chooses to survey customers in the local 
mall, it may go out of its way to question a larger number of female custom-
ers (rather than male customers) because most handbags are purchased by 
women.
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Sampling Distributions
A statistic is a summary measure of a sample, and a parameter is a summary 
measure of a population. (I discuss both summary measures of samples and 
populations in Chapters 3, 4, and 5.) The probability distribution of a statistic 
is known as a sampling distribution, which is what this section is all about.

Some examples of statistics include

 ✓ Sample mean ( )

 ✓ Sample variance (s2)

 ✓ Sample standard deviation (s)

Some examples of parameters are

 ✓ Population mean (μ)

 ✓ Population variance (σ2)

 ✓ Population standard deviation (σ)

Note: Latin letters represent statistics; Greek letters represent parameters.

In many cases, a population parameter is costly and time-consuming to cal-
culate. For example, figuring out the average age of everyone living in the 
United States would be very time-consuming! In these cases, the statistician 
uses sample statistics instead. The sample mean ( ) estimates the popula-
tion mean (μ). The researcher can use a representative sample of U.S. resi-
dents to compute a sample mean, which would serve as an estimated value of 
the average age of all U.S. residents.

If you repeatedly draw samples from a population, the value of a statistic 
is most likely different for each sample. As a result, it’s useful to think of a 
statistic as a random variable whose properties can be described with a prob-
ability distribution. (See Chapter 7 for details.) 

In the following sections, I explore the characteristics of sampling distribu-
tions, including how to represent data from a sampling distribution graphi-
cally and how to compute the moments of a sampling distribution. The 
focus is on the sampling distribution of the sample mean .
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Portraying sampling distributions 
 graphically
As I explain in Chapter 2, a histogram is a graphical representation of data in 
which ranges of values, known as classes, appear on the horizontal axis (the 
x-axis) and probabilities on the vertical axis (the y-axis). Each class is shown 
as a single bar whose height equals the probability of that class.

A histogram shows at a glance how the values of a variable are distributed. In 
this section, histograms are used to describe the properties of the sampling 
distribution of .

One of the benefits of using histograms to analyze a sampling distribution 
is that it is easy to see if the sampling distribution is symmetrical about the 
mean, negatively skewed, or positively skewed.

A distribution is symmetrical about the mean if values below the mean occur 
as frequently as the values an equal distance above the mean. A negatively 
skewed distribution is one in which there are a small number of extremely 
small values; a positively skewed distribution is one in which there are a small 
number of extremely large values. (Skewness and symmetry are discussed in 
Chapter 3.)

 A distribution is symmetrical about the mean if the mean equals the median. A 
distribution is negatively skewed if the mean is less than the median and posi-
tively skewed if the mean is greater than the median.

A histogram also shows at a glance the center or mean of a distribution, and 
how “spread out” are the members of the distribution. (Recall from Chapter 4 
that the spread of a distribution is measured by its variance and its standard 
deviation.)

A histogram can be used to compare the properties of different sampling dis-
tributions or to observe the effect of different sample sizes on a sampling dis-
tribution. For example, suppose that a manufacturer of computer chips has 
found from experience that its assembly line produces two defective chips 
per hour, and that the number of defective chips produced during a given 
hour is independent of the number produced during any other hour. In other 
words, the distribution of defective chips follows the Poisson distribution 
with an average value of two per hour — in other words, λ= 2. (The Poisson 
distribution is discussed in detail in Chapter 8.)

The distribution of defective chips is shown in Figure 10-1.
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Figure 10-1: 
Histogram 
for the dis-
tribution of 

defective 
chips.

 

Suppose that a sample of five computer chips is randomly chosen, and 
the number of defective chips in each sample is recorded. This process is 
repeated 300 times. The resulting distribution consists of 300 sample means, 
ranging from a low of 0.6 to a high of 4.2.

Figure 10-2 shows the distribution of the mean number of defective chips 
among the 300 samples of size 5.

 

Figure 10-2: 
Histogram 

of a 
sampling 

distribution 
of defective 

computer 
chips with a 
sample size 

of 5.
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Note that the distribution of sample means with a sample size of 5 strongly 
resembles the Poisson distribution.

Suppose now that a sample of 30 computer chips is randomly chosen, and 
the number of defective chips in each sample is recorded. This process is 
repeated 300 times. The resulting distribution consists of 300 sample means, 
ranging from a low of 1.3 to a high of 3.

Figure 10-3 shows the distribution of the mean number of defective chips 
among the 300 samples of size 30.

 

Figure 10-3: 
Histogram 

of a 
sampling 

distribution 
of defective 

computer 
chips with a 
sample size 

of 30.
 

Note that the distribution of sample means with a sample size of 30 much 
more closely resembles the normal distribution than the Poisson distribution.

Figures 10-2 and 10-3 show that the sample mean remains centered on 2 
regardless of the sample size, but the mean number of defectives is far less 
dispersed around the mean with a sample size of 30 compared with a sample 
size of 5. (You can tell that this is the case because the sample mean ranges 
from 0.6 to 4.2 with a sample size of 5, compared with 1.3 to 3 for a sample 
size of 30.)

In addition, the figures show that as the sample size grows from 5 to 30, the 
sampling distribution looks more like the normal distribution.
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Moments of a sampling distribution
A sampling distribution is described by a series of summary measures known 
as moments, which include expected value (mean) and variance. The stan-
dard deviation is not a separate moment; it is the square root of the variance. 
The standard deviation of a sampling distribution is often referred to as the 
standard error.

For the sampling distribution of , the expected value is , which equals the 
mean of the underlying population (μ). The variance is , and the standard 
deviation, also known as the standard error, is .

The values of the variance and standard error depend on the relationship 
between the size of the sample (n) drawn from the population and the size of 
the population (N).

 ✓ If the sample size is less than or equal to 5 percent of the population 
size, the sample is small, relative to the size of the population. In this 
case, the variance of  equals

  

  Here, σ2 is the variance and σ is the standard deviation of the underlying 
population; n is the sample size.

  The square root of the variance of  is the standard error of :

  

 ✓ If the sample size is greater than 5 percent of the population size, the 
sample is large, relative to the size of the population. In this case, the 
standard error of  equals

  

The term  is known as the finite population correction factor, which 
always assumes a value of less than or equal to 1 (it equals 1 only if the 
sample size is 1). You use the finite population correction factor to reduce 
the size of the standard error to reflect the fact that less variability from one 
sample mean to the next occurs when the sample size is large relative to the 
population.
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The Central Limit Theorem
According to the Central Limit Theorem, the sampling distribution of  is 
normal if the underlying population is normal. If not, the sampling distribu-
tion of  is at least approximately normal if the sample size is at least 30. 
Under these circumstances, you can use the normal distribution to deter-
mine the probability that the sample mean will fall within a specified range of 
values. (See Chapter 9 for techniques on using the normal distribution.)

For example, suppose you choose a sample of 50 gasoline prices from gas 
stations in a major city. You can use the normal distribution to determine the 
probability that the sample mean gas price is between $3.50 and $4.00 per 
gallon.

If the Central Limit Theorem fails to hold, you can’t use the normal distribu-
tion to compute probabilities for the sample mean; instead, you need to find 
an alternative probability distribution that closely resembles the population 
that you are studying.

Converting X to a standard 
normal random variable
Based on the Central Limit Theorem, if you draw samples from a population 
of n ≥ 30, then  is a normally distributed random variable. To determine 
probabilities for , you may use the standard normal probability tables. 
(These are discussed in Chapter 9.) Use the standard normal tables, which 
require you to convert  to a standard normal random variable.

 The standard normal distribution is the special case where the mean (μ) 
equals 0, and the standard deviation (σ) equals 1.

For any normally distributed random variable X with a mean μ and a stan-
dard deviation σ, you find the corresponding standard normal random vari-
able (Z) with the following equation:

For the sampling distribution of , the corresponding equation is
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As an example, say that there are 10,000 stocks trading each day on a 
regional stock exchange. It’s known from historical experience that the 
returns to these stocks have a mean value of 10 percent per year, and a stan-
dard deviation of 20 percent per year.

An investor chooses to buy a random selection of 100 of these stocks for his 
portfolio. What’s the probability that the mean rate of return among these 
100 stocks is greater than 8 percent?

The investor’s portfolio can be thought of as a sample of stocks chosen from 
the population of stocks trading on the regional exchange. The first step to find-
ing this probability is to compute the moments of the sampling distribution.

 ✓ Compute the mean: .

The mean of the sampling distribution equals the population mean.

 ✓ Determine the standard error: This calculation is a little trickier 
because the standard error depends on the size of the sample relative 
to the size of the population. In this case, the sample size (n) is 100, 
while the population size (N) is 10,000. So you first have to compute the 
sample size relative to the population size, like so:

  n/N = 100/10,000 = 0.01 = 1%

  Because 1 percent is less than 5 percent, you don’t use the finite popula-
tion correction factor to compute the standard error. Note that in this 
case, the value of the finite population correction factor is:

Because this value is so close to 1, using the finite population correction 
factor in this case would have little or no impact on the resulting probabilities.

And because the finite population correction factor isn’t needed in this case, 
the standard error is computed as follows:
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To determine the probability that the sample mean is greater than 8 percent, 
you must now convert the sample mean into a standard normal random vari-
able using the following equation:

To compute the probability that the sample mean is greater than 8 percent, 
you apply the previous formula as follows:

Because  and , these values are substituted into the previ-
ous expression as follows:

You can calculate this probability by using the properties of the standard 
normal distribution along with a standard normal table such as Table 10-1.

Table 10-1 Standard Normal Table — Negative Values
Z 0.00 0.01 0.02 0.03
–1.3 0.0968 0.0951 0.0934 0.0918
–1.2 0.1151 0.1131 0.1112 0.1093
–1.1 0.1357 0.1335 0.1314 0.1292
–1.0 0.1587 0.1562 0.1539 0.1515

Table 10-1 shows the probability that a standard normal random variable 
(designated Z) is less than or equal to a specific value. For example, you can 
write the probability that Z ≤ –1.00 (one standard deviation below the mean) 
as P(Z ≤ –1.00). You find the probability from the table with these steps:

 1. Locate the first digit before and after the decimal point (–1.0) in the 
first (Z) column.

 2. Find the second digit after the decimal point (0.00) in the second (0.00) 
column.

 3. See where the row and column intersect to find the probability:  
P(Z ≤ –1.00) = 0.1587.



182 Part II: Probability Theory and Probability Distributions 

Because you’re actually looking for the probability that Z is greater than or 
equal to –1, one more step is required.

Due to the symmetry of the standard normal distribution, the probability that 
Z is greater than or equal to a negative value equals one minus the probabil-
ity that Z is less than or equal to the same negative value.

For example,

This is because Z ≥ –2.00 and Z ≤ –2.00 are complementary events. 
(Complementary events are discussed in Chapter 6.) This means that Z must 
either be greater than or equal to –2 or less than or equal to –2. Therefore, 

This is true because the occurrence of one of these events is certain, and the 
probability of a certain event is 1. (Probability and certain events are covered 
in Chapter 6.)

After algebraically rewriting this equation, you end up with the following 
result:

For the portfolio example, 

The result shows that there’s an 84.13 percent chance that the investor’s 
portfolio will have a mean return greater than 8 percent. As another example, 
suppose that it is known that there are 120 surviving paintings by a well-
known 19th century artist. These works have an average price of $1 million 
and a standard deviation of $120,000. Say that an art collector acquires a 
random selection of ten of these paintings. What’s the probability that the 
mean price of these paintings is between $975,000 and $1,025,000?

In this case, the size of the population is N = 120. The sample size is n = 10. 
Therefore, the sample size represents n/N = 10/120 = 0.08333, which is 8.333 
percent of the population. Because the sample size is greater than 5 percent, 
you use the finite population correction factor to compute the standard 
error, like so:
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You then find the mean ( ) and standard error of :

To calculate probabilities for , the first step is to convert the values of  
into standard normal random variables:

The next step is to find the values of P(Z ≤ 0.69) and P(Z ≤ –0.69), and sub-
tract one from the other. The art collector can get these values from stan-
dard normal tables, such as Table 10-2 and Table 10-3.

Table 10-2 Standard Normal Table — Positive Values
Z 0.06 0.07 0.08 0.09
0.5 0.7123 0.7157 0.7190 0.7224
0.6 0.7454 0.7486 0.7517 0.7549
0.7 0.7764 0.7794 0.7823 0.7852
0.8 0.8051 0.8078 0.8106 0.8133

Table 10-3 Standard Normal Table — Negative Values
Z 0.06 0.07 0.08 0.09
–0.8 0.1949 0.1922 0.1894 0.1867
–0.7 0.2236 0.2206 0.2177 0.2148
–0.6 0.2546 0.2514 0.2483 0.2451
–0.5 0.2877 0.2843 0.2810 0.2776
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Table 10-2 shows that P(Z ≤ 0.69) = 0.7549. This value is at the intersection of the 
0.6 row for Z and the 0.09 column. Table 10-3 shows that P(Z ≤ –0.69) = 0.2451. 
This value is at the intersection of the –0.6 row for Z and the 0.09 column.

Therefore, .

The result is that there’s a 50.98 percent chance that the sample mean falls 
somewhere between $975,000 and $1,025,000.



Part III
Drawing Conclusions  

from Samples

 Learn how hypothesis testing can be used to test many different kinds of propositions 
at www.dummies.com/extras/businessstatistics.

http://www.dummies.com/extras/businessstatistics


In this part…
 ✓ Use confidence intervals to provide a range of possible values 

for a population parameter; these can be constructed for any 
population parameter: mean, variance, standard deviation, and 
so on. 

 ✓ Use t-distribution to describe the statistical properties of sample 
means that are estimated from small samples; use standard 
normal distribution is for large samples.

 ✓ Draw conclusions about population properties — from a single 
population variance to multiple population variances — with 
hypothesis testing

 ✓ Test multiple population means with a special new technique 
called Analysis of Variance (ANOVA). This technique can be 
used to evaluate claims about the effectiveness of competing 
products, or identify the most profitable products to produce.



Chapter 11

Confidence Intervals and the 
Student’s t-Distribution

In This Chapter
▶ Getting familiar with the t-distribution
▶ Developing techniques for constructing confidence intervals

A 
 confidence interval is a range of numbers that’s likely to contain the 
true value of an unknown population parameter, such as the population 

mean. (Parameters are numerical values that describe the properties of a 
population; they are discussed in Chapter 10.)

Here’s an example. Suppose you are asked to estimate how long it takes to 
commute to work each day. You respond by saying, “On average, it takes 
about 20 minutes to get to work.” This estimate may be useful, but it doesn’t 
give any indication how much your commuting time may vary from one day 
to the next.

Suppose instead you respond by saying “Most days, it takes between 15 and 
25 minutes to get to work.” This range of values is more meaningful than the 
estimated average time of 20 minutes. With this interval, it’s clear that the 
average commute time is 20 minutes (because this is halfway between 15 and 
25 minutes.) In addition, the numbers tell you that it’ll be an unusual day if 
your commuting time is more than 25 minutes or fewer than 15 minutes.

This range of estimated values is known as a confidence interval. The starting 
point in constructing a confidence interval is the estimated mean or average, 
which is 20 minutes in this example. The next step is to construct a margin 
of error, which represents the degree of uncertainty associated with the esti-
mated mean. In this example, the margin of error is five minutes.

Confidence intervals may be constructed for any population parameter: mean, 
variance, standard deviation, etc. This chapter covers the techniques that are 
used to estimate confidence intervals for the population mean. These techniques 
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are based on one of two probability distributions. One of these is the standard 
normal distribution (which I cover in detail in Chapter 9). The other is known 
as the Student’s t-distribution (also known simply as the t-distribution) — which I 
introduce in this chapter. 

Almost Normal: The Student’s 
 t-Distribution

The purpose of the t-distribution is to describe the statistical properties of 
sample means that are estimated from small samples; the standard normal 
distribution is used for large samples.

The means of small samples are likely to vary more dramatically from one 
sample to the next than the means of large samples. (In a small sample, a 
single observation that is unusually large or small will have a greater impact 
on the sample mean than it would in a larger sample.) It therefore makes 
sense that different probability distributions should be used to describe the 
properties of small and large sample means.

Properties of the t-distribution
The t-distribution shares a few key properties with the standard normal 
 distribution (which is discussed in Chapter 9).

Properties shared by the t-distribution and  
the standard normal distribution
The properties shared by the t-distribution and the standard normal distribu-
tion are as follows:

 ✓ They have a mean of 0.

 ✓ They’re symmetric about the mean (that is, the area below the mean is a 
mirror image of the area above the mean).

 ✓ They can be described graphically with a bell-shaped curve.

Several key differences also exist between the two distributions, including 
the following:

 ✓ The t-distribution has more area in the “tails,” and less area near the 
mean than the standard normal distribution.

 ✓ The variance and standard deviation of the t-distribution are larger than 
those of the standard normal distribution.
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The larger variance and standard deviation in the t-distribution reflect that 
much more variability occurs among the means of small samples than among 
the means of large samples.

Degrees of freedom
As with the normal distribution, the t-distribution is an infinite family of dis-
tributions. Whereas the mean and standard deviation uniquely identify each 
normal distribution, each t-distribution is characterized by a value known as 
degrees of freedom (df). 

When you’re estimating the sample mean, the number of degrees of freedom 
for the t-distribution equals the number of sample members that can vary. 
For example, if you choose a sample of size n to estimate the sample mean ,  
the corresponding t-distribution has n – 1 degrees of freedom because the 
combination of n – 1 elements in the sample plus the sample mean uniquely 
identify the last element in the sample. Therefore, you have only n – 1 inde-
pendent variables in the sample.

Suppose you choose a sample of three students to estimate the mean GPA 
of a university. If the sample mean, , equals 3.0, the first student’s GPA is 
2.5, the second student’s GPA is 3.5, and the third student’s GPA must be 3.0 
because the sum of the GPAs must be 9.0 for the sample mean to be 3.0. As a 
result, the GPAs of any two students in this sample, along with the value of ,  
uniquely determine the value of the third student’s GPA. Therefore, the cor-
responding t-distribution has two degrees of freedom.

Moments of the t-distribution
A moment is a summary measure of a probability distribution (see Chapter 7 
for a detailed explanation on moments). Probability distributions, including 
the t-distribution, have several moments, including:

 ✓ The first moment of a distribution is the expected value, E(X), which 
represents the mean or average value of the distribution.

  For the t-distribution with ν degrees of freedom, the mean (or expected 
value) equals . μ represents the mean of a population or 
a probability distribution, and ν commonly designates the number of 
degrees of freedom of a distribution.

 ✓ The second central moment is the variance (σ2), and it measures the 
spread of the distribution about the expected value. The more spread 
out a distribution is, the more “stretched out” is the graph of the distri-
bution. In other words, the tails will be further from the mean, and the 
area near the mean will be smaller. For example, based on Figures 11-1 
and 11-3, it can be seen that the t-distribution with 2 degrees of freedom 
is far more spread out than the t-distribution with 30 degrees of freedom. 

  You use the formula  to calculate the variance of the  
t-distribution.
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As an example, with 10 degrees of freedom, the variance of the t-distribution 
is computed by substituting 10 for ν in the variance formula:

With 30 degrees of freedom, the variance of the t-distribution equals

These calculations show that as the degrees of freedom increases, the vari-
ance of the t-distribution declines, getting progressively closer to 1.

 ✓ The standard deviation is the square root of the variance (σ). (It is not a 
separate moment.)

  For the t-distribution, you find the standard deviation with this formula:

  

 For most applications, the standard deviation is a more useful measure than 
the variance because the standard deviation and expected value are measured 
in the same units while the variance is measured in squared units. For example, 
suppose you assume that the returns on a portfolio follow the t-distribution. 
You measure both the expected value of the returns and the standard devia-
tion as a percentage; you measure the variance as a squared percentage, which 
is a difficult concept to interpret.

Graphing the t-distribution
One of the interesting properties of the t-distribution is that the greater 
the degrees of freedom, the more closely the t-distribution resembles the 
standard normal distribution. As the degrees of freedom increases, the area 
in the tails of the t-distribution decreases while the area near the center 
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increases. (The tails consists of the extreme values of the distribution, both 
negative and positive.) Eventually, when the degrees of freedom reaches 
30 or more, the t-distribution and the standard normal distribution are 
extremely similar.

Figures 11-1, 11-2, and 11-3 illustrate the relationship between the 
 t-distribution with different degrees of freedom and the standard normal dis-
tribution. Figure 11-1 shows the standard normal and the t-distribution with 
two degrees of freedom (df). Notice how the t-distribution is significantly 
more spread out than the standard normal distribution. 

The graph in Figure 11-1 shows that the t-distribution has more area in the tails 
and less area around the mean than the standard normal distribution. (The 
standard normal distribution curve is shown with square markers.) As a result, 
more extreme observations (positive and negative) are likely to occur under 
the t-distribution than under the standard normal distribution. 

 

Figure 11-1: 
The stan-

dard normal 
and  

t-distribution  
with two 

degrees of 
freedom.

 

Figure 11-2 compares the standard normal distribution with the t-distribution 
with ten degrees of freedom. The two are much closer to each other here 
than in Figure 11-1.
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Figure 11-2: 
The stan-

dard normal 
and  

t-distribution 
with ten 

degrees of 
freedom.

 

As you can see in Figure 11-3, with 30 degrees of freedom, the t-distribution 
and the standard normal distribution are almost indistinguishable. 

 

Figure 11-3: 
The stan-

dard normal 
and  

t-distribution 
with 30 

degrees of 
freedom.
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Probabilities and the t-table
The t-table is used to show probabilities for the t-distribution. The top row of 
the t-table lists different values of tα, where the right tail of the t-distribution 
has a probability (area) equal to α (“alpha”). Table 11-1 is an excerpt from 
the full t-table.

Table 11-1 The t-Table
Degrees of 
Freedom

t0.10 t0.05 t0.025 t0.01 t0.005

8 1.397 1.860 2.306 2.896 3.355
9 1.383 1.833 2.262 2.821 3.250
10 1.372 1.812 2.228 2.764 3.169

Table 11-1 shows that with ten degrees of freedom and with α = 0.05, tα = 
1.812. So the right 5 percent tail of the distribution is located 1.812 standard 
deviations above the mean. 

Alternatively, assume X is a random variable that follows the t-distribution with 
10 degrees of freedom. (Random variables are discussed in Chapter 7.) In this 
case, P(X ≥ 1.812) = 0.05. This is equivalent to saying the area under the curve 
to the right of 1.812 is 0.05, or 5 percent of the total area (see Figure 11-4).

 

Figure 11-4: 
The  

t-distribution 
with 10 

degrees of 
freedom.
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The shaded region starts at 1.812, which represents 1.812 standard devia-
tions above the mean. The total area of the shaded region is 0.05 or 5 per-
cent; therefore, the probability that a t-distributed random variable with 
10 degrees of freedom exceeds 1.812 is 5 percent.

Point estimates vs. interval estimates
When you don’t know the mean, standard deviation, variance, and other sum-
mary measures of a population, you need to estimate them from a sample.

To estimate the mean of a population, you use the mean of a sample drawn 
from the population. You express the sample mean as  (“X bar”). In a simi-
lar manner, to estimate the variance of a population, you use the sample vari-
ance, s2. And you estimate the standard deviation of a population with the 
sample standard deviation, s. (I cover techniques for estimating the sample 
variance and standard deviation in Chapter 4.)

These sample measures are formally known as point estimators — formulas 
that help estimate a population measure. For example,  is a point estimator 
of the population mean μ. The numerical value of  is a point estimate.

 The distinction between estimator and estimate seems very subtle — an esti-
mator is a formula, and an estimate is a numerical value.

The usefulness of a point estimator (formula) is limited by the fact that it pro-
duces only a single number. Suppose a portfolio manager wants to estimate 
the mean annual return of a stock he holds by choosing a sample of histori-
cal returns and calculating the sample mean. Say the sample mean turns out 
to be 8 percent. This info is useful, but it’s difficult to judge how much the 
stock’s returns may fluctuate from one year to the next based on this result.

Instead, suppose that the portfolio manager can estimate, with 95 percent 
certainty, that the return on the stock is between 6 and 10 percent, showing 
the stock’s returns are relatively stable over time — the stock isn’t extremely 
risky. The estimated range from 6 to 10 percent is an interval estimate.

In general, you compute an interval estimate with this formula:

point estimate ± margin of error

This can be written as:

(point estimate – margin of error, point estimate + margin of error)

 The symbol ± indicates that two values exist: point estimate – margin of error, 
and point estimate + margin of error.
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The margin of error depends on several factors, such as the type of point 
estimate being used, the size of the sample being used to construct the point 
estimate, and so forth. The margin of error is a measure of the degree of 
uncertainty associated with the point estimate.

Calculate an interval estimate of the population mean (μ) with this formula:

The margin of error is a measure of how much uncertainty is associated with 
the value of . Its value is closely related to the standard deviation of the 
underlying population and the size of the sample used to estimate .

Estimating confidence intervals  
for the population mean
A confidence interval is a specific type of interval estimate characterized by:

 ✓ A confidence coefficient, expressed as (1 – α)

  α is known as the level of significance. For example, if you choose the 
level of significance to be 0.05, then the corresponding confidence coef-
ficient equals (1 – α) = (1 – 0.05) = 0.95.

 ✓ A confidence level, expressed as 100(1 – α)

  For example, if the confidence coefficient equals 0.95, then the corre-
sponding confidence level equals 100(0.95) = 0.95 = 95 percent.

Suppose that a 95 percent confidence interval is constructed for the popula-
tion mean age in the United States based on the ages of people randomly 
chosen throughout the country. If this process is repeated 100 times (for 
example, 100 samples are drawn and a new confidence interval is estimated 
in each case), then you would expect that the true population mean age is 
contained in 95 of these 100 confidence intervals.

Two possible situations may arise when constructing a confidence interval for 
the population mean: A known population standard deviation and an unknown 
population standard deviation that you must estimate with the sample stan-
dard deviation(s). I discuss these situations in the following sections.

Known population standard deviation
If you know the population standard deviation, then the confidence interval 
is based on the standard normal distribution (which I discuss in detail in 
Chapter 9). Here’s the formula for constructing this confidence interval:
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where:

 is the sample mean.

σ is the population standard deviation.

n is the sample size.

α is the level of significance.

Zα/2 is a quantile or critical value, which represents the location of the 
right tail of the standard normal distribution with an area of α/2.

 is the margin of error.

The confidence interval can also be written as:

The two values contained in this interval are known as:

 ✓ The lower limit of the confidence interval: 

 ✓ The upper limit of the confidence interval: 

For example, suppose you want to construct a 95 percent confidence inter-
val. This implies that α = 0.05 (or 5 percent) so that α/2 = 0.025 or 2.5 percent.

You can find the value of Zα/2 from a standard normal probability table, such 
as shown in Table 11-2. The standard normal table shows probabilities below 
of a specific value. Because the area above Zα/2 = 0.025, the area below Zα/2 = 
1 – 0.025 = 0.975 (due to the symmetry of the standard normal distribution).

By searching in the body of the standard normal table for the area 0.9750, 
you get the appropriate value of Zα/2. See Table 11-2 for this result.

Table 11-2 The Standard Normal Table
Z 0.05 0.06 0.07
1.7 0.9599 0.9608 0.9616
1.8 0.9678 0.9686 0.9693
1.9 0.9744 0.9750 0.9756
2.0 0.9798 0.9803 0.9812
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Table 11-2 shows that the appropriate value of Zα/2 is 1.96. (You find the value 
1.9 in the first [Z] column and the value 0.06 in the third [0.06] column.)

 You construct many confidence intervals using a 90 percent confidence level, 
a 95 percent confidence level, or a 99 percent confidence level. In these three 
cases, the value of Zα/2 is as follows:

Confidence Level Zα/2
90 percent 1.645
95 percent 1.960
99 percent 2.576

These results indicate that for a standard normal random variable Z, the fol-
lowing expressions are true:

P(Z ≤ 1.645) = 0.9500

P(Z ≥ 1.645) = 0.0500

P(Z ≤ 1.960) = 0.9750

P(Z ≥ 1.960) = 0.0250

P(Z ≤ 2.576) = 0.9950

P(Z ≥ 2.576) = 0.0050

The resulting confidence interval may then be expressed as follows:

This expression shows that the population mean is contained within this 
interval with a level of confidence equal to 100(1 – α).

For example, suppose that a hedge fund holds a portfolio consisting of 500 
stocks. The standard deviation is 20 percent. If you choose a sample of 10 
stocks and determine the sample mean to be 8 percent, you construct a 90 
percent confidence interval by following these steps:

 1. Figure α/2.

  100(1 – α) = 90 percent

  α = 0.10

  α/2 = 0.05

 2. Use the standard normal table (Table 11-2) to find the critical value: 
Zα/2 = 1.645.
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 3. Compute the confidence interval.

  sample size: n = 10

  population standard deviation: σ = 0.20

  sample mean: 

  Therefore, the appropriate confidence interval is

For a 95 percent confidence interval, the only change you need to make is to 
the critical value, which you determine as follows:

100(1 – α) = 95 percent

α = 0.05

α/2 = 0.025

Zα/2 = Z0.025 = 1.96

The 95 percent confidence interval is

Finally, you determine a 99 percent confidence interval with these adjustments:

100(1 – α) = 99 percent

α = 0.01

α/2 = 0.005

Zα/2 = Z0.025 = 2.576

The 99 percent confidence interval is



199 Chapter 11: Confidence Intervals and the Student’s t-Distribution

 As the level of confidence increases so does the width of the confidence inter-
val because the only way to have more confidence that the interval actually 
contains the population mean is to include more values.

Unknown population standard deviation
If the population standard deviation is not known, then you compute an inter-
val estimate for the population mean as follows:

where:

 is a quantile (critical value) which represents the location of the right 
tail of the t-distribution with n – 1 degrees of freedom with an area of α/2

s is the sample standard deviation

In this case, you make the following changes to the formula:

 ✓ You use the sample standard deviation (s) rather than the population 
standard deviation.

 ✓ You use the t-distribution rather than the standard normal distribution 
because of the greater uncertainty associated with the sample standard 
deviation.  is a quantile or critical value taken from the t-distribution 
and represents the location of the right tail of the t-distribution with  
n – 1 degrees of freedom whose area equals α/2. 

As an example, suppose that α = 0.05 so that α/2 = 0.025. Also assume that 
the appropriate number of degrees of freedom is 9. You can get the value of 

 from a t-table, as in Table 11-1.

The appropriate column heading is t0.025; with nine degrees of freedom, the 
value of  is 2.262.

For example, a university has 10,000 students and wants to estimate the aver-
age GPA of the entire student body. It picks a sample of ten students, and the 
sample mean GPA is 3.10. The sample standard deviation is 0.25. You con-
struct confidence intervals for the population mean as follows:

 ✓ For a 90 percent confidence interval, the value of α/2 is 0.05:

  100(1 – α) = 90 percent

  α = 0.10

  α/2 = 0.05

  With n – 1 = 9 degrees of freedom, based on the t-table (Table 11-1), 
.
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  The sample size is n = 10, the population standard deviation is s = 0.25, 
and the sample mean is . Therefore, the appropriate confidence 
interval is

  

 ✓ For a 95 percent confidence interval, you follow similar calculations but 
change the critical value:

  100(1 – α) = 95 percent

  α = 0.05

  α/2 = 0.025

  With n – 1 = 9 degrees of freedom, based on the t-table (Table 11-1), 
. Therefore, the appropriate confidence interval is

  

 ✓ For a 99 percent confidence interval, you again change the critical value to

  100(1 – α) = 99 percent

  α = 0.01

  α /2 = 0.005

  With n – 1 = 9 degrees of freedom, based on the t-table (Table 11-1), 
. Therefore, the appropriate confidence interval is

  

In each case, the confidence interval is wider than it would be when using the 
standard normal distribution.



Chapter 12

Testing Hypotheses about the 
Population Mean

In This Chapter
▶ Understanding the hypothesis testing process
▶ Testing hypotheses about two population means

H 
ypothesis testing is a multi-step statistical process which is used to test 
claims about a population measure, such as the mean. For example, 

you can use hypothesis testing on the following statements to determine 
whether they’re true:

 ✓ Mean income in the United States has risen over the past 25 years.

 ✓ The average age of the population of Egypt is above 30.

 ✓ The average return to the stocks in a portfolio is 10 percent.

 ✓ The United States and Canada have average work weeks identical in 
length.

 ✓ The average lifetime of brandy drinkers is 90.

You test hypotheses with a series of steps designed to show whether you can 
justify a claim. These steps apply to a lot of situations; for example, you can 
test claims about a population’s mean, a population’s variance, whether a 
population is normally distributed, and so forth.

This chapter focuses on testing hypotheses about the mean value of a single 
population and the equality of the means of two different populations.
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Applying the Key Steps in Hypothesis 
Testing for a Single Population Mean

Hypothesis testing requires sample data to draw conclusions about the char-
acteristics of the underlying population. The necessary steps for any type of 
hypothesis test are outlined in the following sections.

Writing the null hypothesis
The null hypothesis is a statement that’s assumed to be true unless strong 
contrary evidence exists. The null hypothesis can take several forms. You 
can use it to test statements about population measures, such as means and 
standard deviations, and to test statements about the relationship between 
two populations. An example of a null hypothesis is the mean IQ of Star Trek 
fans is higher than the mean IQ of Star Wars fans.

You write the null hypothesis for testing the value of a single population 
mean as

H0: μ = μ0

where H0 stands for the null hypotheses, μ is the true population mean 
(whose value we do not know,) and μ0 is the hypothesized value of the popu-
lation, or the value that you think is true.

For example, if you want to test the hypothesis that the mean number of runs 
scored per game in the American League is 4; you write the null hypothesis 
as H0: μ = 4.0.

If actual data shows that this is false, you reject the null hypothesis; other-
wise, you don’t reject the null hypothesis. (You never accept the null hypoth-
esis; instead, you fail to reject it if there is not enough evidence against it.)

Coming up with an alternative hypothesis
Suppose that the null hypothesis is false. For example, you are testing 
the null hypothesis that the mean number of runs scored per game in the 
American League is 4. If data taken from actual games shows that this is false, 
it must be true that:
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The number of runs scored is more than 4

The number of runs scored is less than 4

Prior to testing the null hypothesis, you must specify what alternative you 
accept if the null hypothesis is false. It turns out that there are actually three 
ways to express the alternative hypothesis:

The number of runs scored is more than 4

The number of runs scored is less than 4

The number of runs is different from 4

The alternative that you choose depends on what type of action is taken as 
a result of the hypothesis test. For example, suppose that the commissioner 
decides that if the number of runs scored is less than 4, the league encourages 
teams to shorten the distance to their outfield fences (which encourages more 
home runs.) You therefore use “the number of runs scored is less than 4” as 
your alternative hypothesis. This ensures that no action is taken unless it’s 
extremely clear that the number of runs is less than 4.

There are special names associated with the three types of alternative 
hypotheses:

 ✓ Right-tailed test

 ✓ Left-tailed test

 ✓ Two-tailed test

A right-tailed test indicates that the actual population mean is greater than 
the hypothesized mean. A left-tailed test indicates that the actual population 
mean is less than the hypothesized population mean. A two-tailed test is a 
combination of the right-tailed and left-tailed tests; it indicates that the actual 
population mean is different than the hypothesized mean. (This combines 
the two alternative hypotheses that the actual population mean is greater 
than the hypothesized mean and the actual population mean is less than the 
hypothesized mean.)

Right-tailed test
A right-tailed test is a test to determine if the actual value of the population 
mean is greater than the hypothesized value. 

Suppose you’re testing a hypothesis about the mean of a population, and 
you’re interested in only strong evidence that the mean is greater than a spec-
ified value. In this case, you set up a right-tailed test. (“Right tail” refers to the 
largest values in a probability distribution.)
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As an example of a right-tailed test, suppose that a department store wants to 
know whether the mean length of time its merchandise remains in inventory 
is 30 days. If the mean time is greater than 30 days, the store will overhaul its 
ordering procedures; if the mean is equal to or less than 30 days, the store 
will do nothing.

In this case, it’s extremely important for the store to know whether the mean 
exceeds 30 days because a key decision depends on this information. The 
store doesn’t want to spend time overhauling its procedures unless strong 
evidence shows that it’s necessary; therefore, the most appropriate choice is 
a right-tailed test that shows the mean is greater than 30 days.

In general, you write the alternative hypothesis with a right-tailed test as 

H1: μ > μ0

Here, H1 represents the alternative hypothesis. In this example, you’d write 
the alternative hypothesis as H1: μ > 30.

Left-tailed test
A left-tailed test is a test to determine if the actual value of the population 
mean is less than the hypothesized value. (“Left tail” refers to the smallest 
values in a probability distribution.)

Suppose that you’re testing a hypothesis about the mean of a population, and 
you’re interested only in strong evidence that the mean is less than a speci-
fied value. In this case, you set up a left-tailed test.

For example, a pension fund wants to know whether any of its portfolio 
managers are earning an average return that falls short of the return to 
the Standard & Poor’s 500 (S&P) stock index. (Assume this return is cur-
rently 8 percent.) If so, these managers won’t receive the company’s annual 
Christmas bonus.

 The S&P is an index that represents the values of the 500 largest publicly 
traded U.S. stocks; it’s often used as a benchmark for comparing the returns of 
portfolio managers.

In this situation, the fund is interested in knowing only which managers don’t 
qualify for the Christmas bonus. As a result, the most appropriate choice for 
the alternative hypothesis a left-tailed test that shows the mean return is less 
than 8 percent.

In general, you write the alternative hypothesis for a left-tailed test as:

H1: μ < μ0

In this example, you’d write the alternative hypothesis as H1: μ < 0.08.
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Two-tailed test
Building on the right-tailed test and the left-tailed test, consider the two-tailed 
test, which is used to determine if the actual value of the population mean is 
different than the hypothesized value; for example, greater than or less than. (A 
two-tailed test uses both the right tail and left tail of a probability distribution.)

Suppose you’re testing a hypothesis about the mean of a population, and you 
need to know whether the mean is different from a specified value.

For example, a bottling company wants to be sure that the mean volume of 
its 1-liter bottles is actually 1 liter. Any value less than or more than this mea-
surement could lead to significant problems. So the most appropriate choice 
is a two-tailed test that shows the mean volume is not equal to 1.

In general, you express the alternative hypothesis for a two-tailed test as

H1: μ ≠ μ0

In this example, you’d write the alternative hypothesis as H1: μ ≠ 1. This 
expression indicates that if the null hypothesis is false then either H1: μ > 1 or 
H1: μ < 1 will be accepted in its place, depending on the value of the test sta-
tistic relative to the critical values.

In this case, a two-tailed test was conducted due to the extreme importance 
of determining immediately if the mean content of the bottles is either less 
than 1 or greater than 1. If overfilled bottles are a problem, but not under-
filled bottles, you would use a right-tailed test. If underfilled bottles are a 
problem, but not overfilled bottles, you would use a left-tailed test.

Choosing a level of significance
To test a hypothesis, you must specify a level of significance — the probabil-
ity of rejecting the null hypothesis when it’s actually true. 

 Rejecting the null hypothesis when it is actually true is is known as a Type I 
error. By contrast, a Type II error occurs when you fail to reject the null 
hypothesis when it’s actually false. The level of significance of a hypothesis 
test equals the probability of committing a Type I error. A Type I error is 
sometimes known as a “false positive”; a Type II error is sometimes known as 
a “false negative.”

In the process of testing a hypothesis, the following four results can take 
place. The two possible correct decisions are:

 ✓ Rejecting the null hypothesis when it’s false

 ✓ Failing to reject the null hypothesis when it’s true
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The two possible incorrect decisions are:

 ✓ Rejecting the null hypothesis when it’s true

 ✓ Failing to reject the null hypothesis when it’s false

The probability of committing a Type I error is often designated with the 
letter α (“alpha”), and the probability of committing a Type II error is often 
designated with the letter β (“beta”). 

The larger is the probability of a Type I error that you choose for a hypoth-
esis test, the smaller will be the probability of a Type II error, and vice versa. 
(One way to reduce both is to increase the sample size used for the hypoth-
esis test.)

 Note: The probabilities of Type I and Type II errors do not add up to 1; they 
are not complementary events. (Complementary events are discussed in 
Chapter 6.)

When you’re conducting a hypothesis test, you choose the value of α to find 
the right balance between avoiding Type I and Type II errors. In some types 
of applications, avoiding Type I errors is critically important; in other cases, 
Type I errors may not be as serious.

In many hypothesis tests of a population value (such as the mean), the level 
of significance is often 0.01, 0.05, or 0.10, with 0.05 being most common.

Although both Type I and Type II errors represent serious mistakes, in some 
situations, one mistake is far more important to avoid than the other. For 
example, in a jury trial, the null hypothesis is “the defendant is innocent,” 
which is assumed to be true unless strong contrary evidence suggests other-
wise. The alternative hypothesis is that “the defendant is guilty.”

In this situation, four outcomes can occur:

 ✓ The jury reaches a correct decision by acquitting an innocent defendant.

 ✓ The jury reaches a correct decision by convicting a guilty defendant.

 ✓ The jury commits a Type I error by wrongly convicting an innocent 
defendant. (In this situation, the null hypothesis of innocence has been 
incorrectly rejected.)

 ✓ The jury commits a Type II error by acquitting a guilty defendant 
(because the null hypothesis of innocence hasn’t been rejected when it’s 
actually false).

For a jury trial, avoiding a Type I error is far more important than avoiding 
a Type II error; as such, you set α equal to a very small value, which would 
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imply a much larger value for β. (α would never be set equal to 0 because 
that would ensure that no one is ever convicted!)

Because a Type I error in this case indicates that an innocent person has been 
convicted, and a Type II error indicates that a guilty person walks free, it’s 
clearly imperative to avoid Type I errors even if it means more Type II errors.

 Sir William Blackstone (1723–1780), the famous English judge and politician, 
once wrote that “It is better that ten guilty persons escape than that one inno-
cent suffer.” A statistician might rephrase this in slightly less elegant terms: “It 
is extremely important to avoid Type I errors in a jury trial.”

Computing the test statistic
A test statistic is a numerical measure you construct to determine whether 
you should reject the null hypothesis. It shows how far the sample mean is 
from the hypothesized value of the population mean in terms of standard 
deviations. You calculate this value from a sample drawn from the underlying 
population.

For example, say you’re testing a hypothesis about the mean age of the resi-
dents in a city. The city government wants to know whether the mean age is 
40. You choose a sample of city residents, and you compute the mean age of 
the sample members. If the sample mean age is substantially different from 
40, the null hypothesis will likely be rejected.

If you conduct a hypothesis test of the value of a single population mean, the 
form of the test statistic depends on two key details: the size of the sample 
chosen from the population and whether the population standard deviation 
is known.

 When you’re testing hypotheses about the population mean, the cutoff point 
between a small sample and a large sample is 30. Any sample size less than 30 
is small; a sample size of 30 or more is large.

When you’re conducting hypothesis tests of the mean with a small sample, 
the test statistic follows the Student’s t-distribution. With a large sample, the 
test statistic follows the standard normal distribution. (See Chapters 9 and 11 
for discussions on the normal distribution and Student’s t-distribution.)

For a small sample (less than 30), the test statistic is
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In this formula,

 ✓ t indicates that this test statistic follows the Student’s t-distribution

 ✓  is the sample mean

 ✓ s is the sample standard deviation

 ✓ n is the sample size

 ✓  is the standard error of the sample mean

For a large sample (30 or more), two possibilities exist:

 ✓ In the unlikely case that you don’t know the population mean but do know 
the population standard deviation (σ), the appropriate test statistic is

  

 ✓ If the population standard deviation is unknown, the appropriate test 
statistic is

  

The letter Z indicates that these test statistics follow the standard normal dis-
tribution. The standard normal distribution (see Chapter 9) is the special case 
of the normal distribution with mean (μ) of 0 and a standard deviation (σ) of 1.

Comparing the critical value(s)
After you calculate a test statistic, you compare it to one or two critical 
values, depending on the alternative hypothesis, to determine whether you 
should reject the null hypothesis.

A critical value shows the number of standard deviations away from the 
mean of a distribution where a specified percentage of the distribution is 
above the critical value and the remainder of the distribution is below the 
critical value.

For example, based on the standard normal table (see Chapter 9), the prob-
ability that a standard normal random variable Z is less than 1.645 equals 
0.95 or 95 percent. As a result, the probability that Z is greater than 1.645 is 
0.05 or 5 percent. 1.645 is the critical value that divides the lower 95 percent 
of the distribution from the upper 5 percent of the distribution. Due to the 
symmetry of the standard normal distribution, –1.645 is the critical value that 
divides the lower 5 percent of the distribution from the upper 95 percent of 
the distribution.
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This is shown in Figure 12-1. The shaded region is the upper 5 percent of the 
standard normal distribution, and the unshaded region is the lower 95 per-
cent of the distribution.

 

Figure 12-1: 
Critical 

value taken 
from the 

standard 
normal  

distribution.
 

The appropriate critical value depends on whether you are conducting a 
right-tailed test, a left-tailed test, or a two-tailed test, as follows:

 ✓ A right-tailed test has one positive critical value.

 ✓ A left-tailed test has one negative critical value.

 ✓ A two-tailed test has two critical values, one positive and one negative.

The appropriate critical value also depends on the sample size and whether 
or not the population standard deviation is known. In the following sections, 
I show you how to determine the critical values for a hypothesis test for the 
value of the population mean, for both small and large samples.

Small sample (n < 30)
As I mention earlier, a small sample is less than 30. When you use a small 
sample to test a hypothesis about the population mean, you take the result-
ing critical value or values from the Student’s t-distribution, as follows:

 ✓ Right-tailed test: critical value = 

 ✓ Left-tailed test: critical value = 

 ✓ Two-tailed test: critical value = 

Note: α is the level of significance, and n represents the sample size.
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 You draw these critical values from the Student’s t-distribution with n – 1 
degrees of freedom (df). (See the Student’s t-table in Chapter 11.)

 The number of degrees of freedom refers to the number of independent ele-
ments in a sample. When testing hypotheses about a single population mean, 
the degrees of freedom equals the sample size (n) minus 1. This is because the 
sample data is used to estimate one value: the sample mean. For any given set 
of n – 1 sample elements and the sample mean, the remaining sample element 
is a known value. For example, if a sample contains the elements 1, 2, 3 and 4, 
the sample mean equals (1 + 2 + 3 + 4) /4 = 2.5. If the sample elements 1, 2, 3 
are chosen, the sample mean of 2.5 implies that the missing element is 4. (In 
other words, the sample mean of 2.5 indicates that the sum of the sample ele-
ments is 10. Because the sample elements 1, 2, and 3 sum to 6, the remaining 
element must be 4.) Therefore, one sample element is uniquely determined, 
while the remaining n – 1 sample elements are completely variable. As a result, 
the degrees of freedom equal n – 1.

The number of degrees of freedom used with the t-distribution depends 
on the particular application. For testing hypotheses about the popula-
tion mean, the appropriate number of degrees of freedom is one less than 
the sample size (that is, n – 1). (See Chapter 11 for details on the Student’s 
 t-distribution.)

The critical value or values are used to locate the areas under the curve of a 
distribution that are too extreme to be consistent with the null hypothesis. 
For a right-tailed test, these are the large positive values, which are collec-
tively known as the right tail of the distribution. For a left-tailed test, these 
are the large negative values, which are collectively known as the left tail of 
the distribution. In either case, the area in the tail equals the level of signifi-
cance of the hypothesis test. For a two-tailed test, the value of the level of sig-
nificance (α) is split in half; the area in the right tail equals α/2, and the area 
in left tail equals α/2, for a total of α.

Right-tailed test with a small sample
As an example of a right-tailed test, suppose the level of significance is 0.05 
and the sample size is 10; then you get a single positive critical value:

Refer to Table 12-1 to find the intersection of the row representing 9 degrees 
of freedom and the column headed t0.05. 
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Table 12-1 The Student’s t-distribution
Degrees of 
Freedom (df)

t0.10 t0.05 t0.025 t0.01 t0.005

6 1.440 1.943 2.447 3.143 3.707
7 1.415 1.895 2.365 2.998 3.499
8 1.397 1.860 2.306 2.896 3.355
9 1.383 1.833 2.262 2.821 3.250
10 1.372 1.812 2.228 2.764 3.169
11 1.363 1.796 2.201 2.718 3.106
12 1.356 1.782 2.179 2.681 3.055
13 1.350 1.771 2.160 2.650 3.012
14 1.345 1.761 2.145 2.624 2.977
15 1.341 1.753 2.131 2.602 2.947

The critical value is 1.833, or , as shown in Figure 12-2.

The shaded region in the right tail represents the rejection region; if the test 
statistic falls in this area, the null hypothesis will be rejected.

Left-tailed test with a small sample
As an example of a left-tailed test, suppose the level of significance is 0.05 and 
the sample size is 10; then you get a single negative critical value:

 

Figure 12-2: 
Critical 

value taken 
from the  

t-distribution: 
right-tailed 

test.
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You get this number from the t-table (Table 12-1) at the intersection of the 
row representing 9 degrees of freedom and the t0.05 column; the critical value 
is –1.833, or , as shown in Figure 12-3.

 

Figure 12-3: 
Critical 

value taken 
from the  

t-distribution: 
left-tailed 

test.
 

The shaded region in the left tail represents the rejection region; if the test 
statistic falls in this area, the null hypothesis will be rejected.

Two-tailed test with a small sample
As an example of a two-tailed test, suppose the level of significance is 0.05 and 
the sample size is 10; then you get a positive and a negative critical value:

You can find the value of the positive critical value  directly from 
Table 12-1.

In this case, you find the positive critical value t9
0.025 at the intersection of 

the row representing 9 degrees in the Degrees of Freedom (df) column and 
the t0.025 column. The positive critical value is 2.262; therefore, the negative 
critical value is –2.262. You represent these two values like so (as Figure 12-4 
illustrates):

The shaded region in the two tails represents the rejection region; if the test 
statistic falls in either tail, the null hypothesis will be rejected.
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Figure 12-4: 
Critical 

value taken 
from the  

t-distribution: 
two-tailed 

test.
 

Large sample (n ≥ 30)
A large sample has a size greater than or equal to 30. When you use a large 
sample to test a hypothesis about the population mean, you take the result-
ing critical value or values from the standard normal distribution, as follows:

 ✓ Right-tailed test: critical value = Zα

 ✓ Left-tailed test: critical value = –Zα

 ✓ Two-tailed test: critical values = ±Zα/2

Because you draw these critical values from the standard normal distribu-
tion, you don’t have to calculate degrees of freedom. Unlike the Student’s 
t-distribution, the standard normal distribution isn’t based on degrees of 
freedom. I walk you through how to find these critical values in the following 
sections.

 For hypothesis testing applications, the critical values listed in Table 12-2 are 
used frequently; you may want to memorize them.

Table 12-2 Common Critical Values of the  
 Standard Normal Distribution
α Right-Tailed Test Left-Tailed Test Two-Tailed Test
0.01 2.328 –2.328 ±2.576
0.05 1.645 –1.645 ±1.960
0.10 1.282 –1.282 ±1.645
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Right-tailed test with a large sample
A right-tailed hypothesis test of the population mean with a level of signifi-
cance of 0.05 has a single positive critical value: Zα = Z0.05. You find the value 
by checking the body of Table 12-3 for a probability of 1 – α, which is 0.9500.

Table 12-3 Standard Normal Table — Positive Values
Z 0.04 0.05 0.06 0.07
1.5 0.9382 0.9394 0.9406 0.9418
1.6 0.9495 0.9505 0.9515 0.9525
1.7 0.9591 0.9599 0.9608 0.9616
1.8 0.9671 0.9678 0.9686 0.9693
1.9 0.9738 0.9744 0.9750 0.9756
2.0 0.9793 0.9798 0.9803 0.9808

Unfortunately, this exact value isn’t in the table. The two closest values are 
0.9495 and 0.9505, which you can find at the intersections of row 1.6 under 
the Z column and the 0.04 and 0.05 columns.. The critical value is, therefore, 
halfway between 1.64 and 1.65; average it out to get 1.645, or , and 
see Figure 12-5 for a graphical depiction.

A left-tailed hypothesis test with a level of significance of 0.05 has a single 
negative critical value –Zα = –Z0.05, or simply –1.645: . Figure 12-6 
represents this critical value graphically.

 

Figure 12-5: 
Critical 

value taken 
from the 

standard 
normal 

distribution: 
right-tailed 

test.
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Figure 12-6: 
Critical 

value taken 
from the 

standard 
normal 

distribution: 
left-tailed 

test.
 

Two-tailed test with a large sample
For a two-tailed hypothesis test of the population mean with a level of signifi-
cance of 0.05, the two critical values are .

You can find the positive critical value in a standard normal table, like 
Table 12-3.

 Finding critical values in a standard normal table is more complicated than 
finding critical values in a t-table. The body of the standard normal table con-
tains probabilities, unlike in the t-table where the probabilities are contained 
in the column headings.

In this example, you find the positive critical value Zα/2 = Z0.025 by checking the 
body of the table for a probability of

.

In other words, the positive critical value represents the number of standard 
deviations above the mean at which

 ✓ 2.5 percent of the area under the standard normal curve is to the right of 
this point.

 ✓ 97.5 percent of the area under the standard normal curve is to the left of 
this point.

Because the standard normal table shows areas to the left of specified values, 
you can find the positive critical value by locating the probability 0.9750, 
not 0.0250, in the body of the table (Table 12-3). You find this probability by 
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following the row 1.9 under the Z column to the 0.06 column. Therefore, the 
critical value Zα/2 = Z0.025 = 1.96. The corresponding negative critical value is 
–1.96. You can write these critical values as . Figure 12-7 shows 
these values graphically.

 

Figure 12-7: 
Critical val-

ues taken 
from the 

standard 
normal 

distribution: 
two-tailed 

test.
 

Using the decision rule
You make the decision to reject the null hypothesis by looking at the relation-
ship between the test statistic and the critical value(s), as follows:

 ✓ Right-tailed test: If the test statistic is greater than the critical value, 
reject the null hypothesis H0: μ = μ0 in favor of the alternative hypothesis 
H1: μ > μ0; otherwise, don’t reject the null hypothesis. There is insuffi-
cient evidence to show that the null hypothesis is false.

 ✓ Left-tailed test: If the test statistic is less than the critical value, reject 
the null hypothesis H0: μ = μ0 in favor of the alternative hypothesis H1: μ 
< μ0; otherwise, don’t reject the null hypothesis. There is insufficient evi-
dence to show that the null hypothesis is false.

 ✓ Two-tailed test; If the test statistic is less than the negative critical value, 
reject the null hypothesis H0: μ = μ0 in favor of the alternative hypothesis 
H1: μ < μ0. If the test statistic is greater than the positive critical value, 
reject the null hypothesis H0: μ = μ0 in favor of the alternative hypothesis 
H1: μ > μ0. Otherwise, don’t reject the null hypothesis. There is insuffi-
cient evidence to show that the null hypothesis is false.
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As an example, suppose that the government of a small country is interested 
in studying the characteristics of household incomes in the country. The 
government wants to know whether the mean household income is greater 
than $25,000 per year. If so, the government will propose new types of taxes; 
otherwise, no new taxes will occur. The appropriate steps for testing the null 
hypothesis that the mean household income equals $25,000 at the 5 percent 
level of significance are given as follows:.

The null and alternative hypotheses are

H0: μ = 25,000

H1: μ > 25,000

In this example, the government uses a right-tailed test because it’s look-
ing for strong evidence that the mean household incomes are greater than 
$25,000 per year. If true, the government will take an important action.

Assume that the level of significance is 0.05. The government’s chief statis-
tician selects a sample of 100 households and computes the sample mean 
household income to be $27,200 per year. The population standard deviation 
is unknown; instead, the government statistician computes the sample stan-
dard deviation, and it turns out to be $8,400.

Because the government statistician chose a large sample (greater than or 
equal to 30), he uses the standard normal distribution to test this hypothesis. 
Because the population standard deviation is unknown, the appropriate test 
statistic is

The value of the test statistic is, therefore,

The critical value is Zα = Z0.05 = 1.645 (see Table 12-3).

Because the test statistic of 2.62 exceeds the critical value of 1.645, the gov-
ernment statistician rejects the null hypothesis in favor of the alternative 
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hypothesis that the population mean exceeds $25,000. As a result, there are 
new taxes. Figure 12-8 shows this result graphically.

As another example, say the same government wants to study the average 
crop yields of its wheat farmers. The government wants to know whether the 
mean yield is equal to 10,000 bushels per year.

If the mean yield is below 10,000, the government will provide cash assis-
tance to the farmers. If the mean yield is above 10,000, the government will 
export some of the surplus wheat to foreign countries. The government’s 
chief statistician can test the null hypothesis that the mean crop yield equals 
10,000 bushels. (Assume that he chooses a 5 percent level of significance.)

The null and alternative hypotheses are

H0: μ = 10,000

H1: μ ≠ 10,000

 

Figure 12-8: 
Standard 

normal 
distribution: 

The null 
hypothesis 
is rejected.

 

This example requires a two-tailed test, because the government is looking 
for strong evidence that mean crop yields are either less than or greater than 
10,000 bushels per year. The government will undertake an important action 
in either case.

Assume that the level of significance is 0.05. The government statistician 
selects a sample of eight farms, and estimates the sample mean and standard 
deviation. The mean crop yield turns out to be 9,400 bushels. The sample 
standard deviation is 420 bushels.
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Due to the small number of farms in the country, the government statistician 
chose a small sample (less than 30); therefore, the hypothesis test is based 
on the Student’s t-distribution. The appropriate test statistic is, therefore,

If the population standard deviation (σ) is known, you use the standard normal 
distribution, regardless of the sample size. (See Chapter 11 for details.)

The value of the test statistic is

The critical values are .

With a sample size of n = 8, the appropriate number of degrees of freedom 
is n – 1 = 7. With a level of significance of 0.05, the value of α/2 is 0.025. 
Therefore, you find the critical values in the t-table (Table 12-1) as follows:

With a two-tailed test, the decision rule is to

 ✓ Reject the null hypothesis H0: μ = μ0 in favor of the alternative hypoth-
esis H1: μ < μ0 if the test statistic is less than the negative critical value 
(–2.365).

 ✓ Reject the null hypothesis H0: μ = μ0 in favor of the alternative hypothe-
sis H1: μ > μ0 if the test statistic is greater than the positive critical value 
(2.365).

 ✓ Not reject the null hypothesis if the test statistic is between the negative 
and positive critical values (–2.365 and 2.365).

Because the test statistic is 1.35, it’s greater than the negative critical value 
of –2.365, and less than the positive critical value of 2.365. In other words, the 
test statistic is not in the rejection region, as shown in Figure 12-9.
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Figure 12-9: 
Student’s  

t-distribution: 
The null 
hypoth-

esis is not 
rejected.

 

In this example, you do not reject the null hypothesis H0: μ = μ0. As a result, 
the government takes no action.

Testing Hypotheses About  
Two Population Means

In addition to testing claims about the mean of a population, hypothesis test-
ing can be used to compare the equality of two different population means. 
For example, you can use hypothesis testing on the following statements to 
determine whether they’re true:

 ✓ The mean price of gasoline per gallon is equal in New York and New 
Jersey.

 ✓ The average life expectancy of men is the same in the United States and 
Canada.

 ✓ The mean annual rainfall is equal in Washington and Oregon.

 ✓ The length of the average flight delay is the same at Kennedy Airport 
and LaGuardia Airport.

The basic procedure for testing hypotheses about two population means is 
similar to the procedure for a single population mean (which I discuss in the 
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section “Applying the Key Steps in Hypothesis Testing for a Single Population 
Mean”). The most important differences are the form of the test statistics you 
use for two population means and the calculation of the critical values. I out-
line the differences in the following sections.

Writing the null hypothesis  
for two population means
To test the equality of two population means, you write the null hypothesis as

H0: μ1 = μ2

In this formula, H0 is the null hypothesis, μ1 is the mean of population 1, and 
μ2 is the mean of population 2.

Note that when testing hypotheses about two population means, one popula-
tion is arbitrarily chosen to be “population 1” and the other becomes “popu-
lation 2.”

Defining the alternative hypotheses 
for two population means
Just as you have an alternative hypothesis for testing a single population 
mean, when you test two population means, you also need an alternative 
hypothesis. If the null hypothesis is rejected, you must specify what other 
result will be accepted instead. This is the role of the alternative hypothesis.

The alternative hypothesis can take one of three forms:

 ✓ Right-tailed test: H1: μ1 > μ2

 ✓ Left-tailed test: H1: μ1 < μ2

 ✓ Two-tailed test: H1: μ1 ≠ μ2

A right-tailed test is used to indicate if the mean of population 1 is greater than 
the mean of population 2. Similarly, a left-tailed test is used to show if the 
mean if population 1 is less than the mean of population 2. A two-tailed test 
is used to show if the mean of population 1 is different than the mean of popu-
lation 2.
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Determining the test statistics  
for two population means
When you’re testing hypotheses about two population means, you can 
choose from several test statistics. The choice depends on:

 ✓ whether the samples drawn from the two populations are independent 
of each other

 ✓ whether the variances of the two populations are equal

 ✓ whether the samples chosen from the two populations are large (at 
least 30) or small (less than 30)

Samples are independent if they’re not related to each other. For example, 
samples of GPAs at two universities are independent samples, because none 
of the students in these samples attend both universities.

If you choose independent samples from two populations, you choose the 
test statistic and critical values based on the following questions:

 ✓ Are the variances of the two populations equal?

 ✓ If the variances are unequal, are the sample sizes large (at least 30)?

If the samples are dependent, the choice for test statistics and critical values 
are different. For example, suppose that medical researchers are conducting 
a study to determine whether a new cholesterol drug is effective in reduc-
ing LDL (bad cholesterol) in patients. If you chose a sample of LDL readings 
chosen from a set of patients prior to taking the drug and a sample of LDL 
readings among the same patients after taking the drug, these two samples 
would be closely related and, therefore, dependent. This type of hypothesis 
test requires a different procedure for constructing the test statistic and criti-
cal values than for independent samples. I explore using independent and 
dependent, or paired, samples in the following sections.

Using independent samples
When using independent samples, you first have to decide whether the popu-
lations being tested have equal variances (or if you have reason to believe 
that they’re equal).

With equal population variances, the test statistic requires the calculation 
of a pooled variance — this is the variance that the two populations have in 
common. You use the Student’s t-distribution to find the test statistic and 
critical values.
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With unequal population variances, there are two possibilities. 

 ✓ You use the standard normal distribution for the test statistic and criti-
cal values if the samples are large (at least 30).

 ✓ You use the t-distribution if at least one of the samples is small (less 
than 30).

The choice of distribution for the hypothesis test based on independent 
samples is summarized in Table 12-4: 

Table 12-4 Choice of Probability Distribution  
 for Independent Samples
Condition Distribution
Equal variances Student’s t
Unequal variances: large samples Standard Normal (Z)
Unequal variances: at least one small sample Student’s t

Equal population variances
If the variances of two populations are equal (or are assumed to be equal) 
the appropriate test statistic is based on the Student’s t-distribution:

Here’s what each term means:

 ✓  is the mean of the sample chosen from population 1.

 ✓  is the mean of the sample chosen from population 2.

 ✓ μ1 is the mean of population 1.

 ✓ μ2 is the mean of population 2.

 ✓ (μ1 – μ2)0 is the hypothesized difference between populations 1 and 2, 
which is 0 when the population means are hypothesized to be equal.

 ✓ n1 is the size of the sample chosen from population 1.

 ✓ n2 is the size of the sample chosen from population 2.

 ✓ s2
1 is the variance of the sample chosen from population 1.
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 ✓ s2
2 is the variance of the sample chosen from population 2.

 ✓ s2
p is the estimated common pooled variance of the two populations, or 

in mathematical terms:

If you are conducting a hypothesis test of two population means with equal pop-
ulation variances, you take the critical values from the Student’s t-distribution 
with n1 + n2 – 2 degrees of freedom, which gives you the following critical values:

 ✓ Right-tailed test: 

 ✓ Left-tailed test: 

 ✓ Two-tailed test: 

As an example, say a marketing company is interested in determining 
whether men and women are equally likely to buy a new product. The com-
pany randomly chooses samples of men and women and asks them to assign 
a numerical value to their likelihood of buying the product (1 being the least 
likely, and 10 being the most likely).

Based on past experience, the population variances are assumed to be equal. 
The first step is to assign one group to be the first population (“population 1”) 
and the other group to be the second population (“population 2”). The com-
pany designates men as population 1 and women as population 2. 

The next step is to choose samples from both populations. (The sizes of these 
samples do not have to be equal.) Suppose that the company chooses samples 
of 21 men and 21 women. These samples are used to compute the sample mean 
and sample standard deviation for both men and women. (Sample means are 
covered in Chapter 3; sample standard deviations are covered in Chapter 4.)

Assume that the sample mean score of the men is 7.2; the sample mean score 
of the women is 6.7. Also assume that the sample standard deviation of the 
men is 0.4, and the sample standard deviation of the women is 0.3. With this 
data in place, the null hypothesis that the population mean scores are equal 
is tested by the marketing company at the 5 percent level of significance.

You can summarize the sample data like so:

 = 7.2 and  = 6.7

s1 = 0.4 and s2 = 0.3

n1 = 21 and n2 = 21

The null hypothesis is H0: μ1 = μ2.The alternative hypothesis is H1: μ1 ≠ μ2.
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To compute the test statistic, you first calculate the pooled variance:

You then substitute this result into the test statistic formula:

You can find the appropriate critical values from Table 12-5 (which is an 
excerpt from the Student’s t-table, covered in Chapter 11). These are found 
as follows. The top row of the Student’s t-table lists different values of tα, 
where the right tail of the Student’s t-distribution has a probability (area) 
equal to α (“alpha”).

In this case, alpha (α) is 0.05; using a tail area of 0.025 (α/2) and 40 degrees of 
freedom, you find that the critical values are:

Table 12-5 The Student’s t-Distribution with a Large  
 Number of Degrees of Freedom
Degrees of 
Freedom (df)

t0.10 t0.05 t0.025 t0.01 t0.005

30 1.310 1.697 2.042 2.457 2.750
40 1.303 1.684 2.021 2.423 2.704
60 1.296 1.671 2.000 2.390 2.660
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 Note that with a large number of degrees of freedom, the Student’s t-distribution  
closely resembles the standard normal distribution (see Chapter 9 for more 
discussion of the normal distribution). For example, if you perform a two-
tailed hypothesis test with α = 0.05, the critical values drawn from the stan-
dard normal distribution are ±1.96, compared with ±2.000 for the Student’s 
t-distribution with 60 degrees of freedom.

Because the test statistic (4.587) exceeds the positive critical value (2.021), 
the null hypothesis H0: μ1 = μ2 is rejected.

With a two-tailed test, there are actually two alternatives available to the null 
hypothesis: H1: μ1 > μ2 (that is, the mean rating among men is greater than the 
mean rating among women) or H1: μ1 < μ2 (that is, the mean rating among men 
is less than the mean rating among women). In this case, the test statistic is 
large and positive, which suggests that the mean for men is greater than the 
mean for women. A large and positive test statistic indicates that the sample 
mean for men is significantly greater than the sample mean for women. In 
other words, men are more likely to buy the new product than women.

Unequal population variances: At least one sample is small
If the variances of two populations aren’t equal (or you don’t have any reason 
to believe that they’re equal) and at least one sample is small (less than 30), 
the appropriate test statistic is

In this case, you get the critical values from the t-distribution with degrees of 
freedom equal to

 This value isn’t necessarily equal to a whole number; if the resulting value con-
tains a fractional part, you must round it to the next closest whole number.

For example, assume that Major League Baseball (MLB) is interested in deter-
mining whether the mean number of runs scored per game is higher in the 
American League (AL) than in the National League (NL). The population vari-
ances are assumed to be unequal. 
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The first step is to assign one group to represent the first population (“popu-
lation 1”) and the other group to represent the second population (“popu-
lation 2”). MLB designates the American League as population 1 and the 
National League as population 2. 

The next step is to choose samples from both populations. Suppose that MLB 
choose a sample of 10 American League and 12 National League teams. The 
results are used to compute the sample mean and sample standard deviation 
for both leagues. Assume that the sample mean for runs scored among the AL 
games is 8.1, whereas the sample mean for the NL games is 7.9. The sample 
standard deviation is 0.5 for AL games and 0.3 for NL games.

MLB tests the null hypothesis that the population mean scores are equal at 
the 5 percent level of significance.

Here’s a summary of the sample data:

 = 8.1 and  = 7.9

s1 = 0.5 and s2 = 0.3

n1 = 10 and n2 = 12

The null hypothesis is

H0: μ1 = μ2

Because MLB is interested in determining whether the mean number of 
runs scored per game is higher in the American League than in the National 
League, you use a right-tailed test. The alternative hypothesis is H1: μ1 > μ2.

In other words, the test is designed to find strong evidence that the mean of 
population 1 is greater than the mean of population 2. You then solve the test 
statistic as follows:
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And you find the degrees of freedom like so:

You round down the value of 14.167 to 14 because the degrees of freedom 
must be a whole number (or integer). With 14 degrees of freedom and a 5 per-
cent level of significance, the critical value is . 

This result is obtained from Table 12-1 by finding the column headed t0.05 and 
the row corresponding to 14 degrees of freedom.

Because the test statistic (1.109) is below the critical value (1.761), the null 
hypothesis that H0: μ1 = μ2 fails to be rejected. There’s insufficient evidence 
to conclude that more runs are scored during American League games than 
National League games.

Unequal population variances: Both sample sizes are large
If the variances of two populations aren’t equal, and the size of both samples 
is 30 or greater, the appropriate test statistic is

This test statistic is based on the standard normal distribution.

As an example, say that a restaurant chain is interested in finding out 
whether the average sale per customer is the same in its domestic and for-
eign restaurants. The population variances are assumed to be unequal. The 
restaurant chooses a random sample of 40 domestic and 50 foreign restau-
rants, designating domestic restaurants as population 1 and foreign restau-
rants as population 2.
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The sample mean spending per customer is $5.14 in the domestic market and 
$4.59 in the foreign market. The sample standard deviation is $0.54 in the 
domestic market and $0.38 in the foreign market. The null hypothesis that 
the population mean spending is equal in the two markets is tested at the 5 
percent level of significance.

Here’s a summary of this data:

 = 5.14 and  = 4.59

s1 = 0.54 and s2 = 0.38

n1 = 40 and n2 = 50

The null hypothesis is H0: μ1 = μ2.

Because example requires a two-tailed test, the alternative hypothesis is H1: 
μ1 ≠ μ2.

You find the test statistic like so:

The critical values are then  (see Table 12-3).

Because the test statistic (5.452) is greater than the positive critical value 
(1.96), the null hypothesis H0: μ1 = μ2 is rejected.

Because this is a two-tailed test, you may reject the null hypothesis in favor of 
the alternative H1: μ1 > μ2 (that is, mean spending per customer is greater in the 
domestic market than the foreign market) or H1: μ1 < μ2 (that is, mean spend-
ing per customer is lower in the domestic market than the foreign market.) 
Because the test statistic is large and positive, the alternative H1: μ1 > μ2 is 
chosen. In other words, mean spending per customer in the domestic market 
is greater than in the foreign market.
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Working with dependent samples
You can choose samples to compare the mean of a population before and 
after a given event. In this case, the samples aren’t independent; instead, 
they’re dependent, or paired samples. Examples of paired samples include:

The cholesterol readings of randomly selected patients before taking a 
new drug and the cholesterol readings of the same patients after taking 
the drug

The grade point averages of randomly chosen students before being 
tutored and the grade point averages of the same students after being 
tutored

The productivity of a randomly selected group of employees prior to 
taking a new training course and the productivity of the same employees 
after taking the training course

With paired samples, the null hypothesis is based on the differences between 
the sample elements. Instead of stating that the population means are equal, 
the null hypothesis is that the difference between the population means 
equals 0.

When you’re testing hypotheses about the equality of two population means 
with paired samples, you write the null hypothesis as

H0: μd = 0

where μd represents the mean difference between the two populations; it 
equals μd = μ1 – μ2.

The three possible alternative hypotheses are

 ✓ Right-tailed test: H1: μd > 0. In this case, the alternative hypothesis is 
that the mean of population 1 is greater than the mean of population 2.

 ✓ Left-tailed test: H1: μd < 0. In this case, the alternative hypothesis is that 
the mean of population 1 is less than the mean of population 2.

 ✓ Two-tailed test: H1: μd ≠ 0. In this case, the alternative hypothesis is that 
the means of populations 1 and 2 aren’t equal.

For paired samples, the test statistic is always based on the Student’s  
t-distribution:

Here,  is the average difference between paired samples, and sd is the stan-
dard deviation of the sample differences.
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Compute the mean of the differences like this:

This formula indicates that you calculate the average difference between the 
paired samples by adding up all the individual differences and then dividing 
by the total number of elements in each sample..

Compute the standard deviation of the differences like this:

Note that this is the sample standard deviation formula (covered in Chapter 4.)

With paired samples, you take the critical values from the Student’s 
 t-distribution with n – 1 degrees of freedom, where n is the number of paired 
observations.

For example, say a pharmaceutical company is testing a new diet pill to deter-
mine whether taking it leads to weight loss. The company chooses a sample 
of eight volunteers. Table 12-6 shows the mean weights of these individuals 
before and after using the diet pill, along with the necessary calculations for 
computing the sample standard deviation:

Table 12-6 Paired Differences Between Two Samples
Subject Weight Prior to 

Taking Diet Pill (x1)
Weight After 
Taking Diet Pill (x2)

di =  
x1 – x2

1 192 190 2 1.891
2 189 185 4 0.391
3 204 199 5 2.641
4 177 177 0 11.391
5 156 151 5 2.641
6 228 224 4 0.391
7 244 239 5 2.641
8 201 199 2 1.891

Sum 27 23 .875
Mean 3 .375
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The company tests the null hypothesis that weight remains unchanged after 
taking the diet pill at the 5 percent level of significance. The null hypothesis 
is H0: μ1 = μ2.

Because the pharmaceutical company is looking for strong evidence that the 
weights of the volunteers dropped after taking the pill, it uses a right-tailed 
test. (In other words, the mean weights of the volunteers before taking the 
pill is greater than the mean weights of the volunteers after taking the pill.)

The alternative hypothesis is H1: μ1 > μ2.

You work through the test statistic as follows:

 1. The first step is to compute the mean of the differences:

  

 2. The next step is to compute the sample standard deviation of the 
 differences:

  

 3. These results are used to compute the test statistic:

  

The critical value is found in Table 12-1: 

Because the test statistic (5.168) exceeds the critical value (1.895), the null 
hypothesis is rejected in favor of the alternative hypothesis, which states 
that the difference between the weights prior to taking the pill and after 
taking the pill is positive. The results show that the pills are contributing to 
weight loss.



Chapter 13

Testing Hypotheses about Multiple 
Population Means

In This Chapter
▶ Understanding the properties of the F-distribution
▶ Implementing the ANOVA methodology
▶ Testing hypotheses about the equality of multiple population means

T 
he analysis of variance (ANOVA) methodology allows you to directly 
compare the means of two or more populations. In Chapter 12, I show 

you how to test hypotheses about the equality of two population means, but 
with ANOVA, you can test hypotheses about the equality of any number of 
population means. You can use ANOVA for a wide variety of applications, 
such as evaluating claims about the effectiveness of competing products, 
determining whether a new production process reduces costs, identifying the 
most profitable products to produce, and so forth.

The ANOVA methodology is based on a continuous distribution known as 
the F-distribution. I cover the properties of the F-distribution in depth in this 
chapter, as well as techniques for computing probabilities under this distri-
bution. I also show you how to calculate the moments of the F-distribution. 
The F-distribution reappears in later chapters, including Chapters 14 and 16.

Getting to Know the F-Distribution
The F-distribution is a continuous probability distribution, which means that 
it is defined for an infinite number of different values. (Continuous probability 
distributions, such as the normal distribution, are introduced in Chapter 9.)
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The F-distribution (named after the statistician Sir Ronald Fisher) can be 
used for several types of applications, including testing hypotheses about 
the equality of two population variances and testing the validity of a multiple 
regression equation. (Testing hypotheses about the equality of two popula-
tion variances is covered in Chapter 14; multiple regression analysis is cov-
ered in Chapter 16.)

The F-distribution shares one important property with the Student’s 
 t-distribution (introduced in Chapter 11): Probabilities are determined by a 
concept known as degrees of freedom. Unlike the Student’s t-distribution, the 
F-distribution is characterized by two different types of degrees of freedom — 
numerator and denominator degrees of freedom.

The F-distribution has two extremely important properties:

 ✓ It’s defined only for positive values.

 ✓ It’s not symmetrical about its mean; instead, it’s positively skewed.

A distribution is positively skewed if the mean is greater than the median. 
(The mean and the median are introduced in Chapter 3. The mean is the aver-
age value of a distribution, and the median is the midpoint; half of the values 
in the distribution are below the median, and half are above.)

A good example of a positively skewed distribution is household incomes. 
Suppose that half of the households in a country have incomes below $50,000 
and half have incomes above $50,000; this indicates that the median house-
hold income is $50,000. Among households with incomes below $50,000, 
the smallest possible value is $0. Among households with incomes above 
$50,000, there may be incomes of several million dollars per year. This imbal-
ance between incomes below the median and above the median causes the 
mean to be substantially higher than the median. Suppose for example that 
the mean income in this case is $120,000. This shows that the distribution of 
household incomes is positively skewed.

Another key property of the F-distribution is that it’s uniquely characterized by 
two values, or parameters, known as degrees of freedom (df). These are known 
as numerator degrees of freedom and denominator degrees of freedom.

Figure 13-1 shows a graph of the F-distribution for different combinations of 
numerator and denominator degrees of freedom. In each case, numerator 
degrees of freedom are listed first, and denominator degrees of freedom are 
listed second (for example, 1,5 indicates 1 numerator degree of freedom, and 5 
denominator degrees of freedom). The level of significance in each case is 0.05.

A level of significance is used to test a hypothesis. (Hypothesis testing is cov-
ered in detail in Chapter 12.) A hypothesis test begins with a null hypothesis; 
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this is a statement that’s assumed to be true unless there is strong contrary 
evidence. There is also an alternative hypothesis; this is a statement that is 
accepted in place of the null hypothesis if there’s sufficient evidence to reject 
the null hypothesis.

The level of significance, designated α (alpha), refers to the probability of 
incorrectly rejecting the null hypothesis when it is actually true. This is 
known as a Type I error. By contrast, a Type II error occurs when you fail to 
reject the null hypothesis when it’s actually false. Therefore, with a level of 
significance of 0.05, there is a 5 percent chance of committing a Type I error.

Figure 13-1 shows that the distribution isn’t defined for negative values 
(as you can see, no negative values appear along the horizontal axis). 
Additionally, as the number of degrees of freedom increases, the shape of the 
distribution shifts to the right. The distribution has a long right tail (more for-
mally, it’s skewed to the right, or positively skewed).

 

Figure 13-1:  
The shape 

of the 
F-distribution 

varies with 
its degrees 

of free-
dom (df).

 

In the following sections, I go into even more detail about the F-distribution, 
such as the properties of the F random variable and show you how to com-
pute the moments of the F-distribution.
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Defining an F random variable
The F-distribution is defined in terms of the chi-square (χ2) distribution (see 
Chapter 14 for details). The chi-square distribution is a continuous distribu-
tion that is characterized by its degrees of freedom. Like the F-distribution, 
the chi-square distribution is only defined for positive values and is posi-
tively skewed.

The chi-square distribution has several different applications, including test-
ing hypotheses about the variance of a population and testing hypotheses 
about the probability distribution followed by a population.

The following equation shows that an F random variable is the ratio of two 
independent chi-square random variables (  and ) and their respective 
degrees of freedom (ν1 and ν2):

 is a random variable that follows the F-distribution and has ν1 numera-
tor degrees of freedom and ν2 denominator degrees of freedom.

Measuring the moments  
of the F-distribution
Moments are summary measures of a probability distribution and include the 
following: 

 ✓ The expected value is known as the first moment of a probability distri-
bution and represents the mean or average value of a distribution.

 ✓ The variance is the second central moment and shows how spread out 
or scattered the values of a distribution are around the expected value.

 ✓ The standard deviation isn’t a separate moment but is the square root of 
the variance. 

For most applications, the standard deviation is more useful than the vari-
ance (because the standard deviation is measured in the same units as the 
expected value whereas the variance is not). For the F-distribution, you use 
this formula to determine the expected value:
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E(X) represents the expected value, and ν2 represents the denominator 
degrees of freedom (defined in the previous section).

 The expected value formula requires the denominator degrees of freedom 
to be greater than 2. Otherwise, the expected value becomes negative or 
 undefined.

The expected value represents the average value of the F-distribution. For 
example, Figure 13-1 shows a graph of the F-distribution with 5 numerator 
degrees of freedom and 5 denominator degrees of freedom. The expected 
value equals:

Figure 13-1 also shows a graph of the F-distribution with 20 numerator 
degrees of freedom and 20 denominator degrees of freedom. The expected 
value equals:

This shows that the average value of the F-distribution with 20 numerator 
degrees of freedom and 20 denominator degrees of freedom is less than the 
average value of the F-distribution with 5 numerator degrees of freedom and 
5 denominator degrees of freedom.

To compute the variance, you use this formula:

 The variance formula requires the denominator degrees of freedom to be 
greater than 4; otherwise, the variance becomes negative or undefined.
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The standard deviation is the square root of the variance:

The variance and the standard deviation are used as measures of how spread 
out the values of the F-distribution are compared with the expected value.

For example, for the F-distribution with 5 numerator degrees of freedom and 
5 denominator degrees of freedom, the variance equals

The standard deviation equals the square root of 8.89, or 2.98.

For the F-distribution with 20 numerator degrees of freedom and 20 denomi-
nator degrees of freedom, the variance equals

The standard deviation equals the square root of 0.29, or 0.54.

In Figure 13-1, the F-distribution with 20 numerator degrees of freedom and 
20 denominator degrees of freedom has a tail that falls off very rapidly (so 
that the distribution is less spread out) compared with the F-distribution 
with 5 numerator degrees of freedom and 5 denominator degrees of freedom; 
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therefore, the distribution with 20 numerator and denominator degrees of 
freedom has a lower variance and standard deviation.

Using ANOVA to Test Hypotheses
You use analysis of variance (ANOVA) to test hypotheses about the equal-
ity of two or more population means. ANOVA is based on experiments per-
formed on subjects that are independent of each other; in other words, they 
are not related to each other. For example, suppose that a department store 
chain wants to compare the mean sales of household appliances at its stores 
in New York, Boston, and Philadelphia. Because these stores are in differ-
ent geographical locations, the sales at one store don’t influence sales at the 
other stores (they’re independent of each other.) And because the sales at 
these stores are independent, ANOVA can be used to test the hypothesis that 
mean sales are equal at all three stores.

As an example of the ANOVA process, suppose a manufacturer is considering 
releasing one of three new types of batteries and wants to determine whether 
one of these batteries has a longer mean lifetime than the others. If so, it will 
manufacture this battery exclusively. Otherwise, it will randomly pick one 
of the three to be manufactured. The proposed names for the three battery 
types are Electrica, Readyforever, and Voltagenow.

In this experiment, battery lifetime is referred to as the dependent variable. The 
hypothesis tested is that the mean battery lifetime is the same for Electrica, 
Readyforever, and Voltagenow. The three battery types are treatments. 

If the mean lifetimes of the Electrica, Readyforever, and Voltagenow batteries 
are different, this may be due to two different sources. These are known as 
variation between groups (battery types) and variation within groups (varia-
tion among batteries of the same type).

 The process used to test whether the mean battery lifetimes are equal for 
each type is known as one-way ANOVA. If the manufacturer wants to compare 
the mean lifetimes according to type and determine if there can be substantial 
differences within each type, a more complex version of ANOVA is used. This 
is known as two-way ANOVA.

In the following sections, I walk you through the necessary steps for testing 
the hypothesis that multiple population means are equal. First, the null and 
alternative hypotheses are explained, followed by a discussion of a concept 
known as the level of significance. I show you how to construct a test statistic 
from the F-distribution and how to find the critical values that the test statis-
tic is compared with. I also explain how the final conclusion is reached.
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 The following procedure is based on the assumptions that

 ✓ The samples chosen are independent of each other

 ✓ The underlying populations have equal variances

 ✓ The populations are normally distributed

Writing the null and alternative 
 hypotheses
The null hypothesis is a statement that’s assumed to be true unless you find 
strong contrary evidence. For testing the hypothesis that three population 
means are equal, you write:

In this expression, 

H0 represents the null hypothesis

μ1, μ2, μ3 represent the means of population 1, 2 and 3

The alternative hypothesis is a statement that you accept in the event that 
the null hypothesis is rejected (for example, there’s strong evidence against 
it). When testing the hypothesis that three population means are equal, the 
alternative hypothesis is simply that the three population means are not 
equal.

This alternative hypothesis can be expressed in different ways, such as:

H1: The three means are not all equal

H1: At least one of the three means is different from the others

In these examples, H1 represents the alternative hypothesis.

Choosing the level of significance
To test a hypothesis, you have to choose a level of significance. The level of 
significance, designated with α, equals the probability of incorrectly reject-
ing the null hypothesis when it’s actually true. This is called a Type I error. A 
Type II error occurs when you fail to reject the null hypothesis when it’s not 



241 Chapter 13: Testing Hypotheses about Multiple Population Means

true. (Check out Chapter 12 for details on Type I and Type II errors in hypoth-
esis testing.)

For many business applications, the level of significance is chosen as 0.05 
(5 percent). Other frequent choices include 0.001, 0.01, and 0.10. 

Computing the test statistic
The test statistic is a numerical value that is used to determine if the null 
hypothesis should be rejected. The form of the test statistic depends on the 
type of hypothesis being tested. If the test statistic has an extremely large 
positive or negative value, this may be a sign that the null hypothesis is 
incorrect and should be rejected.

Constructing the test statistic for ANOVA is quite complex, compared with 
other types of hypothesis tests (see Chapter 12 for a discussion of the steps 
required for hypothesis testing).

Referring to the battery example, assume that the manufacturer randomly 
chooses a sample of four Electrica batteries, four Readyforever batteries, and 
four Voltagenow batteries and then tests their lifetimes. Table 13-1 lists the 
results (in hundreds of hours).

Table 13-1 Battery Lifetimes (in Hundreds of Hours)
Electrica Readyforever Voltagenow

Battery 1 2.4 1.9 2.0
Battery 2 1.7 2.1 2.3
Battery 3 3.2 1.8 2.1
Battery 4 1.9 1.6 2.2

Each element in this table can be represented as a variable with two indexes, 
one for the row and one for the column. In general, this is written as Xij. The 
subscript i represents the row index and j, represents the column index. 
For example, X23 represents the element found in the second row and third 
column. (In Table 13-1, this is 2.3.) X31 represents the element found in the 
third row and the first column. (In Table 13-1, this is 3.2.) Table 13-2 shows 
the appropriate indexes for all the elements in Table 13-1. 
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Table 13-2 Battery Lifetimes Shown with Subscripts
Electrica Readyforever Voltagenow

Battery 1 X11 X12 X13

Battery 2 X21 X22 X23

Battery 3 X31 X32 X33

Battery 4 X41 X42 X43

The data in Table 13-1 is used to construct the test statistic. The first step in 
constructing the test statistic is to calculate the following three measures:

Error sum of squares (SSE)

Treatment sum of squares (SSTR)

Total sum of squares (SST)

The calculations are detailed in the following sections.

Finding the error sum of squares (SSE)
The error sum of squares (abbreviated SSE) is obtained by first computing the 
mean lifetime of each battery type. For each battery of a specified type, the 
mean is subtracted from each individual battery’s lifetime and then squared. 
The sum of these squared terms for all battery types equals the SSE.

SSE is a measure of sampling error. This refers to the fact that the values com-
puted from a sample will be somewhat different from one sample to the next.

To compute the SSE for this example, the first step is to find the mean for each 
column. So, for example, you find the mean of column 1, with this formula:

Here’s what each term means:

 ✓  is the mean of column 1 (the bar indicates that this is a mean). The 
subscripts indicate that this average is computed from all elements 
within column 1.

 ✓  is the value of X in row i and column 1.

 ✓ n1 is the number of elements in column 1.
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So, using the values in Table 13-1, you find the mean of column 1 like so:

In other words, you sum the lifetimes of the four Electrica batteries and 
divide by 4. The mean lifetime of the Electrica batteries in this sample is 2.3.

Similarly, you find the mean of column 2 (the Readyforever batteries) as

And column 3 (the Voltagenow batteries) as

The next step is to subtract the mean of each column from each element within 
that column, then square the result. I set up the calculations in Table 13-3.
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Table 13-3 Battery Lifetimes: Squared Differences  
 from the Column Means

Electrica Readyforever Voltagenow
Battery 1 (2.4 – 2.3)2 = 0.01 (1.9 – 1.85)2 = 0.0025 (2.0 – 2.15)2 = 0.0225
Battery 2 (1.7 – 2.3)2 = 0.36 (2.1 – 1.85)2 = 0.0625 (2.3 – 2.15)2 = 0.0225
Battery 3 (3.2 – 2.3)2 = 0.81 (1.8 – 1.85)2 = 0.0025 (2.1 – 2.15)2 = 0.0025
Battery 4 (1.9 – 2.3)2 = 0.16 (1.6 – 1.85)2 = 0.0625 (2.2 – 2.15)2 = 0.0025
Sum 1 .34 0 .13 0 .05

For example, because 2.3 is the mean of column 1, you subtract 2.3 from each 
element in column 1. You square the result in each row, and the sum of these 
squared values is 1.34. Repeat the process for columns 2 and 3 to get sums of 
0.13 and 0.05, respectively. Add up the sums to get the error sum of squares 
(SSE): 1.34 + 0.13 + 0.05 = 1.52. 

The error sum of squares shows how much variation there is among the life-
times of the batteries of a given type. The smaller the SSE, the more uniform 
the lifetimes of the different battery types.

Calculating the treatment sum of squares (SSTR)
After you find the SSE, your next step is to compute the treatment sum of 
squares (SSTR). This is a measure of how much variation there is among the 
mean lifetimes of the battery types. With a low SSTR, the mean lifetimes of 
the different battery types are similar to each other.

First, you need to calculate the overall average for the sample, known as the 
overall mean or grand mean. In the battery example from the previous sec-
tions, you have 12 total observations (four batteries chosen from each of 
three battery types; the data are in Table 13-1). You may obtain the overall 
mean by adding up the 12 sample values and dividing by 12:

You then compute the SSTR with the following steps for each column:

 1. Compute the squared difference between the column mean and the 
overall mean.

 2. Multiply the result by the number of elements in the column.
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So in this example, SSTR equals 
.

The calculations are based on the following results obtained in previous 
 sections:

 ✓ There are four observations in each column.

 ✓ The overall mean is 2.1.

 ✓ The column means are 2.3 for column 1, 1.85 for column 2 and 2.15 for 
column 3.

After you compute SSE and SSTR, the sum of these terms is calculated, giving 
the total sum of squares (SST). This is shown in the next section.

Computing the total sum of squares (SST)
The total sum of squares (SST) equals the sum of the SSTR and the SSE (see 
the preceding sections). So using the battery example, you get

When you compute SSE, SSTR, and SST, you’re ready to proceed to the next 
step in computing the test statistic. The test statistic is computed from the 
mean (average) of SSE and SSTR; these are known as: 

Error mean square (MSE)

Treatment mean square (MSTR)

The calculations are detailed in the following sections.

Getting the error mean square (MSE)
After you find the sums of squares (see sections “Calculating the treatment 
sum of squares (SSTR)” and “Computing the total sum of squares (SST)”), 
you compute the means of the SSE and SSTR. These are known as error mean 
square (MSE) and treatment mean square (MSTR).

You find the MSE by dividing the SSE by N (total number of observations) 
minus t (total number of treatments) as shown in this formula:
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In the battery lifetimes example (based on Table 13-1), there are a total of 12 
observations or elements in the sample data, so N = 12; there are also three 
battery types, so the number of treatments is t = 3. Therefore, the MSE is

MSE measures the average variation within the treatments; for example, how 
different the battery means are within the same type.

Getting the treatment mean square (MSTR)
The MSTR equals the SSTR divided by the number of treatments, minus 1 (t – 1), 
which you can write mathematically as:

So you find the MSTR for the battery example, (here, t is the number of bat-
tery types) as follows:

MSTR measures the average variation among the treatment means, such as 
how different the means of the battery types are from each other.

Solving for the F-statistic
The test statistic for the ANOVA process follows the F-distribution, and it’s 
often called the F-statistic. The test statistic is computed as follows:

The test statistic shows the ratio of the treatment mean square (MSTR) to 
the error mean square (MSE). The greater is this value, the more unlikely it 
is that the means of the three batteries are equal to each other. As a result, 
a sufficiently large value of this test statistic results in the null hypothesis 
being rejected.



247 Chapter 13: Testing Hypotheses about Multiple Population Means

Finding the critical values  
using the F-table
Because the F-distribution is based on two types of degrees of freedom, 
there’s one table for each possible value of α (the level of significance). 
Table 13-4 shows the different values of the F-distribution corresponding to a 
0.05 (5 percent) level of significance.

Table 13-4 The F-Distribution with α = 0 .05
ν2\ν1 2 3 4 5 6 7 8 9
2 19.00 19.16 19.25 19.30 19.33 19.35 19.37 19.38
3 9.55 9.28 9.12 9.01 8.94 8.89 8.85 8.81
4 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00
5 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77
6 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.10
7 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68
8 4.46 4.07 3.84 3.69 3.58 3.50 3.44 3.39
9 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18

The numbers across the top row of the table represent the numerator 
degrees of freedom (ν1). You read across this top row to find the appropriate 
numerator degrees of freedom. The first column represents the denominator 
degrees of freedom (ν2); you read down this column to find the appropriate 
denominator degrees of freedom. The critical value is found at the inter-
section of the row and column you choose. For example, suppose that the 
numerator degrees of freedom is 5 and the denominator degrees of freedom 
is 7. The appropriate test statistic is 3.97.

For the one-way ANOVA process, you compute the numerator and denomina-
tor degrees of freedom as follows:

Numerator degrees of freedom = treatments – 1 = t – 1 = 3 – 1 = 2

Denominator degrees of freedom = total observations minus treatments = 
N – t = 12 – 3 = 9
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In this example, you’re looking for a right-tail area of 5 percent under the 
F-distribution with numerator degrees of freedom = ν1 = t – 1 = 2 and denomi-
nator degrees of freedom = ν2 = N – t = 9. You find this critical value at the 
intersection of the 2 degrees of freedom column and the 9 degrees of freedom 
row. The critical value equals 4.26, which you can write as

The superscripts represent the numerator and denominator degrees of free-
dom, respectively. The subscript represents the level of significance.

Coming to the decision
The one-way ANOVA hypothesis test is a right-tailed test. This type of test 
leads to the rejection of the null hypothesis if the value of the test statistic 
is too large to be consistent with the null hypothesis; in other words, if the 
test statistic is greater than the critical value, the null hypothesis is rejected. 
(Otherwise, the null hypothesis is not rejected; there is not enough evidence 
against it.)

In the battery lifetime example introduced in the section “Using ANOVA to 
Test Hypotheses,” the test statistic equals 1.24, whereas the critical value 
equals 4.26. Because the test statistic does not exceed the critical value, the 
null hypothesis that the three population means are equal is not rejected. 
This indicates that there is not enough evidence against the hypothesis of 
equal means to reject it.

Figure 13-2 shows the F-distribution with 2 numerator degrees of freedom 
and 9 denominator degrees of freedom and a level of significance of 0.05. The 
test statistic is 1.24 and the critical value is 4.26.

The area to the right of the critical value is the rejection region. This is the 
area under the F-distribution, which is too far away from the critical value to 
be consistent with the null hypothesis. Because the test statistic doesn’t fall 
within the rejection region, the null hypothesis fails to be rejected. The result 
indicates that there is not enough evidence against the assumed equality of 
the mean lifetimes of Electrica, Readyforever, and Voltagenow. Because the 
manufacturer wants to produce the battery with the longest mean lifetime, it 
can choose any of the three.
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Figure 13-2: 
The null 
hypoth-

esis is not 
rejected.

 

Using a spreadsheet
As an alternative to computing the test statistic and the critical value, you 
can use a spreadsheet program, such as Excel, to test the null hypothesis 
that the three population means are equal. If you choose to use a spread-
sheet, you’d skip the steps in the sections “Computing the test statistic” and 
“Finding the critical values using the F-table.”

The output of the spreadsheet program is obtained as follows. The first step 
is to enter the sample data:

Electrica ReadyForever Voltagenow
Battery 1 2.4 1.9 2.0
Battery 2 1.7 2.1 2.3
Battery 3 3.2 1.8 2.1
Battery 4 1.9 1.6 2.2

If you are using Excel, the next step is to choose the Data tab, then select 
Data Analysis. This opens up a dialog box containing several statistical pro-
cedures that may be performed. The appropriate choice for this example 
is ANOVA: Single Factor. Click this choice to open a new dialog box; enter 
the range of cells containing the data into the box Input Range. Be sure to 
check the box Labels in First Row. Click the OK button to produce the output 
shown in Figure 13-3.
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Figure 13-3: 
The results 

of a one-
way ANOVA 

test.
 

Figure 13-3 shows the following key results:

 ✓ The column means in the Average column of the Summary section (2.3, 
1.85 and 2.15)

 ✓ The error sum of squares (SSE) in the Within Groups row of the ANOVA: 
Source of Variation section (1.52)

 ✓ The treatment sum of squares (SSTR) in the Between Groups row of the 
ANOVA: Source of Variation section (0.42)

 ✓ The total sum of squares (SST) or Total (1.94)

 ✓ The treatment mean square (MSTR) at the intersection Between Groups 
and the MS column under the ANOVA: Source of Variation section (0.21)

 ✓ The error mean square (MSE) at the intersection of Within Groups and 
MS under the ANOVA: Source of Variation section (0.168889)

 ✓ The F-statistic at the intersection of Between Groups and the F column 
(1.243421)

 ✓ The critical value at the intersection of Between Groups and F crit 
Column (4.256495)

The printout confirms the results of the previous sections. Because the test 
statistic is less than the critical value, the null hypothesis that the mean bat-
tery lifetimes are equal should not be rejected.



Chapter 14

Testing Hypotheses about  
the Population Mean

In This Chapter
▶ Introducing the chi-square distribution
▶ Testing hypotheses about the variance of a single population
▶ Testing hypotheses about the equality of two population variances
▶ Implementing goodness of fit tests with the chi-square distribution

T 
his chapter covers two types of hypothesis tests: tests about the  
population variance, and goodness of fit tests. Goodness of fit tests 

determine whether a population follows a specified distribution, such as the 
normal distribution (for a thorough introduction to the normal distribution, 
see Chapter 9). Because many business applications rely on the assumption 
of normality, goodness of fit tests are particularly valuable.

To implement a goodness of fit test, you use a continuous distribution known 
as the chi-square distribution. This distribution has many interesting features, 
which I explain in detail and illustrate throughout this chapter; its properties 
are quite different from the normal distribution.

I also explain how to use a chi-square table to compute probabilities under 
the chi-square distribution, and I show you how to compute moments for the 
chi-square distribution. (Moments are summary measures of a probability 
distribution that provide a great deal of useful information in a very compact 
form.)

You can use the chi-square distribution to test hypotheses about the variance  
of a population. For example, you can use the chi-square distribution to 
determine the level of risk contained in a stock portfolio. (The process of 
testing a hypothesis about a population variance is closely related to other 
types of hypothesis tests, which I cover in Chapter 12.)
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What about two populations, you ask? Testing hypotheses about the equality 
of two population variances requires yet another continuous distribution: 
the F-distribution. (I provide an overview of the F-distribution in Chapter 13.) 
The F-distribution also plays a key role in multiple regression analysis (see 
Chapter 16).

Staying Positive with the  
Chi-Square Distribution

The chi-square distribution (χ2) is a continuous probability distribution, 
which means that it’s defined for an infinite number of values. I introduce 
continuous probability distributions, including the normal, Student’s t-, and 
F-distributions, in Chapters 9, 11, and 13. (To read about discrete probability 
distributions, check out Chapter 8.)

The chi-square distribution has several different applications. This section 
shows you how to use the chi-square distribution to:

 ✓ Test hypotheses about the variance of a population

 ✓ Carry out “goodness of fit” tests

Portfolio managers, financial analysts, traders, and so on regularly use  
continuous distributions in business applications to analyze the properties 
of financial variables. Two of the more widely used continuous distributions 
are the normal and Student’s t-distributions (see Chapters 9 and 11, respec-
tively). Many business situations can be described with the normal distri-
bution, such as returns to stocks, corporate profits, and so on. The normal 
and Student’s t-distribution can also be used to construct confidence inter-
vals (described in Chapter 11) and test hypotheses about population means 
(described in Chapter 12.)

As with the Student’s t-distribution, the chi-square distribution is uniquely 
characterized by a value known as degrees of freedom (df). The number of 
degrees of freedom is based on the sizes of samples used to estimate  
population parameters, such as the mean or the variance.

Here are two important features of the chi-square distribution:

 ✓ It’s defined only for positive values.

 ✓ It’s not symmetrical about its mean; instead, it’s positively skewed.
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A distribution may be symmetrical about its mean, in which case the area 
below the mean is a mirror image of the area above the mean. For a symmetric 
distribution, the mean equals the median. (I discuss symmetry in Chapter 3.) 
A distribution may also be negatively skewed, where the mean is less than 
the median, or positively skewed, where the mean is greater than the median.

The chi-square distribution is positively skewed; graphically, it has a long 
right tail. The next section shows several graphs of the chi-square distribution  
with different numbers of degrees of freedom. The smaller the degrees 
of freedom, the more skewed the distribution is; with a larger number of 
degrees of freedom, the distribution becomes more symmetrical and begins 
to resemble the normal distribution.

Following the graphs of the chi-square distribution is a discussion of how to 
compute the moments of the chi-square distribution.

Representing the chi-square  
distribution graphically
Figures 14-1, 14-2, and 14-3 show the chi-square distribution with 5, 10, and 
30 degrees of freedom. In each case, the horizontal axis represents different 
possible values of the chi-square distribution; the vertical axis represents the 
corresponding probabilities. With a continuous distribution such as the  
chi-square, probabilities correspond to areas under the curve.

 

Figure 14-1:  
The  

chi-square 
distribution 

 with 5 
degrees of 

freedom.
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As you can see in each figure, the distribution isn’t defined for negative 
values — that is, no negative values appear along the horizontal axis. 
Additionally, as the number of degrees of freedom increases, the distribution 
shifts to the right and begins to resemble the normal distribution (it has a 
long right tail and is skewed to the right).
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Defining a chi-square random variable
A chi-square random variable is composed of a sum of independent, squared 
standard normal random variables (Z2) (see Chapter 7 for details). The standard 
normal distribution is the special case of the normal distribution where the 
mean (μ) equals 0 and the standard deviation (σ) equals 1. You can write the 
definition of a chi-square random variable mathematically as

Because each standard normal random variable is squared, the sum of these 
terms is guaranteed to be positive (which is why the chi-square distribution 
isn’t defined for negative values).

The letter ν (or “nu”) represents the number of terms in this expression; 
here, ν is the number of degrees of freedom of the distribution. For example, 
the chi-square distribution with 5 degrees of freedom is defined as follows:

Checking out the moments of  
the chi-square distribution
Moments are summary measures of a probability distribution (see Chapter 8 
for details) and include the expected value (or mean) and the variance (how 
spread out the values are). The standard deviation is the square root of the 
variance.

Each probability distribution has its own unique set of formulas for computing 
the expected value, variance, and standard deviation. For the chi-square  
distribution, these are given as follows:

 ✓ The expected value equals the number of degrees of freedom (v) of the 
distribution:

  

  For example, in a chi-square distribution with 5 degrees of freedom, the 
expected value is 5.

 ✓ The variance equals two times the number of degrees of freedom:

  

  For example, for the chi-square distribution with 5 degrees of freedom, 
the variance is 2 × 5 = 10.
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 ✓ The standard deviation is the square root of the variance:

  

  For example, for the chi-square distribution with 5 degrees of freedom, the 
standard deviation is the square root of 10, which is approximately 3.16.

 Moments capture the key properties of a probability distribution. The 
expected value is another name for the average; the variance and standard 
deviation show how “spread out” the values of the distribution are relative to 
the expected value.

Testing Hypotheses about  
the Population Variance

In business, one of the most widely used applications of the chi-square  
distribution is to determine whether the variance of a population equals a 
specified value. The basic approach to testing a hypothesis about the  
population variance exactly mirrors the approach used for the population 
mean (which I cover in Chapter 12). The most important changes take place 
in the test statistic and critical values you use.

In the following sections, I walk you through the steps to testing hypotheses 
about the population variance.

Defining what you assume to  
be true: The null hypothesis
The first step in the hypothesis testing procedure is writing the null hypothesis, 
which is a statement that’s assumed to be true unless strong contrary  
evidence exists against it. For example, suppose that a manufacturer is  
concerned that the variance of the computer chips that it produces exceeds 
0.001, which would indicate that there’s a problem with the production  
process. The manufacturer could test this hypothesis by selecting a sample 
of computer chips and computing their sample variance.

The manufacturer may not want to make any changes to the production  
process unless clear evidence shows that it’s necessary. Therefore, it uses 
the null hypothesis that the variance equals 0.001. If this hypothesis is 
rejected, the alternative that the variance exceeds 0.001 is accepted instead. 
Unless the null hypothesis can be disproved with strong evidence, no 
changes are made to the production process. (Hypothesis testing is introduced 
in Chapter 12.)
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For testing hypotheses about the population variance, the null hypothesis 
statement is based on the assumption that the population variance equals 
the hypothesized value of the population (σ0

2). This assumption isn’t  
abandoned without strong contradictory evidence.

Mathematically, you write the null hypothesis as

The variance with a subscript of 0 ( ) is the hypothesized value of the  
variance. This is the value that you believe the population variance is equal 
to. The hypothesis test shows whether this belief is backed up by actual data.

For example, suppose that an economist wants to determine whether the 
variance of the inflation rate over the past 20 years equals 0.0001, in which 
case, you write the null hypothesis as . The economist  
continues to assume that this is the correct variance unless the hypothesis 
test provides strong evidence against this claim.

Stating the alternative hypothesis
Your second step in a hypothesis test is to specify the alternative hypothesis. 
If the statistical evidence against the null hypothesis is strong enough to 
reject it, you need an alternative statement to accept in its place.

The alternative hypothesis is a statement of what you accept to be true if 
the null hypothesis is rejected. For example, the economist in the previous 
section may want to know whether the actual variance is less than 0.0001, 
greater than 0.0001, or simply different from 0.0001 if the null hypothesis is 
rejected.

You can express the alternative hypothesis in three ways: as right-tailed,  
left-tailed, and two-tailed tests.

 ✓ With a right-tailed test, you look for evidence that the actual population 
variance is greater than the hypothesized value.

 ✓ With a left-tailed test, you look for evidence that the population variance 
is less than the hypothesized value.

 ✓ With a two-tailed test, you look for evidence that the population variance 
is either less than or greater than the hypothesized value.

I explore each option in the following sections. (Right-tailed tests, left-tailed 
tests, and two-tailed tests are introduced in Chapter 12.)
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Right-tailed test: Determining whether  
the hypothesized variance is too low
If you’re interested in knowing only whether the population variance is 
greater than the hypothesized value, you use a right-tailed test. In this case, 
you express the alternative hypothesis (H1) as

For example, suppose that a manufacturing company wants to keep the 
weights of its computer chips as uniform as possible. It determined from 
experience that the maximum variance the chips can tolerate is 0.0006 mil-
ligrams squared. (Variances are measured in terms of squared units, as I 
discuss in Chapter 4.) The manufacturing company can test the variance by 
choosing a sample off of the assembly line and computing the sample vari-
ance. In this case, the company can test the hypothesis that the variance 
equals 0.0006 ( ); the alternative hypothesis is that the vari-
ance exceeds (or is greater than) 0.0006 ( ).

The results of this test show whether the manufacturing process is working 
correctly or whether it needs to be adjusted.

Left-tailed test: Determining whether  
the hypothesized variance is too high
If you’re interested in knowing only whether the population variance is 
less than the hypothesized value, you use a left-tailed test. In this case, you 
express the alternative hypothesis as

For example, suppose that an equity analyst is studying the pattern of 
returns to U.S. stocks since the outbreak of the last financial crisis. The  
analyst wants to determine whether markets have begun to stabilize since 
the crisis began, which is indicated by a drop in the variances of the returns 
to U.S. stocks. The analyst believes that one stock is particularly representative 
of the performance of the overall economy. He wants to see whether the  
variance of its returns has remained at 0.0004 or whether it’s fallen below this 
level. In this case, the analyst can test the null hypothesis that the variance 
equals 0.0004 ( ); the alternative hypothesis is that the variance 
is less than 0.0004 ( ).

The results of this test show whether the variance of this stock has fallen 
below 0.0004. If so, the markets have stabilized since the outbreak of the 
financial crisis.
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Two-tailed test: Determining whether the hypothesized  
variance is too low or too high
In some situations, it’s extremely important for you to know whether the  
population variance is greater than or less than the hypothesized value. In 
this case, you use the two-tailed test, and write the alternative hypothesis as

For example, suppose that the variance of the returns to an investor’s portfolio 
has historically been 0.0009; the investor wants to determine whether this 
number has increased or decreased over the past year. In this case, the 
investor can use a two-tailed hypothesis test. The null hypothesis is that the 
variance equals 0.0009 ( ), and the alternative hypothesis is 
that the variance doesn’t equal 0.0009 ( ).

Choosing the level of significance
To test a hypothesis, you have to choose a level of significance. The level of 
significance, designated with α, refers to the probability of rejecting the null 
hypothesis when it’s actually true, called a Type I error. (Chapter 12 provides 
details on Type I and Type II errors in hypothesis testing.)

You must choose the level of significance carefully. The greater the level of 
significance, the greater the likelihood of rejecting the null hypothesis when 
it’s true — and the lower the likelihood of failing to reject the null hypothesis 
when it’s false.

You choose the level of significance based on the relative importance of 
avoiding these errors. For many business applications, the level of significance 
is set to 0.05 (or 5 percent.) Other commonly used values are 0.01 and 0.10.

Calculating the test statistic
To test hypotheses about the population variance, you must draw a sample 
from the underlying population so you can compute the sample variance. 
The sample variance is required to compute the test statistic:

This equation shows that the test statistic follows the chi-square distribution, 
with n – 1 degrees of freedom (n is the sample size); s2 is the sample variance, 
and σ0

2 is the hypothesized value of the population variance.
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This expression is used as a test statistic because it can be shown to follow 
the chi-square distribution with n – 1 degrees of freedom.

The purpose of the test statistic is to determine how extreme a sample statistic 
is (in this case, the sample variance) compared with the hypothesized value 
of the corresponding population parameter (here, the population variance.) 
If the test statistic is too extreme (the value is an extremely large positive or 
negative number), it’s highly unlikely that the null hypothesis is true, and it 
will be rejected. Otherwise, the null hypothesis won’t be rejected.

To determine how extreme the test statistic is, you compare its value to 
one or two numbers known as critical values, depending on the alternative 
hypothesis. When testing hypotheses about the population variance, critical 
values are taken from the chi-square distribution. They represent the cutoff 
point between a specified area under the chi-square distribution.

For example, for the chi-square distribution with 10 degrees of freedom, a 
critical value of 18.30 is the cutoff point between the upper 5 percent of the 
chi-square distribution and the lower 95 percent of the chi-square distribution.

In other words, for a chi-square random variable X,

P(X ≥ 18.30) = 0.05

P(X ≤ 18.30) = 0.95

Determining the critical value(s)
To test a hypothesis about the variance of a population, the critical value(s) 
depends on the alternative hypothesis. Unlike critical values drawn from the 
standard normal distribution or the Student’s t-distribution, the chi-square 
distribution has no negative critical values. Instead, you determine the  
critical values with the alternative hypothesis tests as explained in the  
following sections.

Right-tailed test: Testing hypotheses about the population variance
A right-tailed test has a single critical value because you’re looking only for 
evidence that the test statistic is too large to be consistent with the  
null hypothesis. If you don’t find this evidence, you won’t reject the null 
hypothesis. The form of the critical value is

In this expression,

χ2 = a value chosen from the chi-square distribution
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α = the level of significance of the hypothesis test (for example, 0.01, 0.05, 
0.10, and so on)

n = the sample size

The values of α and n uniquely identify the appropriate test statistic drawn 
from the chi-square distribution. This value represents the threshold of the 
right tail of the chi-square distribution with area α and n – 1 degrees of free-
dom. The area in the right tail is α. You can find this critical value in a chi-
square table, such as Table 14-1.

Table 14-1 The Chi-Square Table
df\Right-
Rail Area

0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01

1 0.00 0.00 0.00 0.016 2.706 3.841 5.024 6.635
2 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210
3 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345
4 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277
5 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086
6 0.872 1.237 1.635 2.204 10.645 12.592 14.449 16.812
7 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475
8 1.646 2.180 2.733 3.490 13.362 15.507 17.535 20.090
9 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666
10 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209

For example, suppose you conduct a right-tailed test with a level of significance 
of 0.05 (5 percent). You draw a sample of size 10. Plugging those numbers 
into the critical value, you get

You then look at the chi-square table (Table 14-1). The top row represents 
areas in the right tail of the chi-square distribution. The first column  
represents the number of degrees of freedom.

In this example, you’re looking for a right-tail area of 0.05 with 9 degrees of 
freedom (n – 1 = 10 – 1 = 9). By looking in the row corresponding to 9 degrees 
of freedom and the column corresponding to a right-tail area of 0.05, you see 
that the critical value is 16.919. Therefore,
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As a result, if the test statistic is greater than 16.919, you reject the null 
hypothesis; otherwise, you don’t reject the null hypothesis.

Left-tailed test: Testing hypotheses about the population variance
A left-tailed test has a single critical value because you’re looking only for  
evidence that the test statistic is too small to be consistent with the null 
hypothesis. If you don’t find this evidence, you won’t reject the null  
hypothesis. The form of the test statistic is

This value represents the threshold of the left tail of the chi-square distribution 
with area α and n – 1 degrees of freedom. The area in the right tail is,  
therefore, 1 – α.

Using the example in the previous section and referring to Table 14-1, if you 
do a left-tailed test with a level of significance of 0.05 and a sample of size 10, 
you find the appropriate critical value in the row with 9 degrees of freedom 
but a right-tail area of 0.95, which is

As a result, if the test statistic is less than 3.325, you reject the null hypothesis; 
otherwise, you don’t reject the null hypothesis.

Two-tailed test: Testing hypotheses about the population variance
A two-tailed test has two critical values. You’re looking for evidence that the 
test statistic is too large or too small to be consistent with the null hypothesis. 
If you don’t find this evidence, you won’t reject the null hypothesis. The form 
of the critical values are

The two-tailed test has a right tail and a left tail. Each has an area equal to 
α/2. So, for example, if you do a two-tailed test with a level of significance 
of 0.05 and a sample of size 10, the appropriate critical values are 2.700 and 
19.023 (see Table 14-1).

The boundary of the left 2.5 percent tail of the chi-square distribution is 
2.700, and the boundary of the right 2.5 percent tail of the chi-square  
distribution is 19.023. Note that with the right-tailed test, the right tail has  
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an area of 5 percent; with a left-tailed test, the left tail has an area of 5 per-
cent. With a two-tailed test, the 5 percent area is split between the left and 
right tails; therefore, each has an area of 2.5 percent.

As a result, if the test statistic is less than 2.700 or greater than 19.023, you 
reject the null hypothesis; otherwise, you don’t reject the null hypothesis.

Making the decision
You decide whether to reject the null hypothesis by looking at the relationship 
between the test statistic and the critical value(s). There are three possible 
cases: a right-tailed test, a left-tailed test, and a two-tailed test.

 ✓ Right-tailed test: If the test statistic is greater than the critical value 
  , you reject the null hypothesis H0: σ2 = σ0

2
 in favor of the alternative 

hypothesis H1: σ2 > σ0
2. Otherwise, you don’t reject the null hypothesis.

 ✓ Left-tailed test: If the test statistic is less than the critical value ,  
you reject the null hypothesis H0: σ2 = σ0

2 in favor of the alternative 
hypothesis H1: σ2 < σ0

2. Otherwise, you don’t reject the null hypothesis.

 ✓ Two-tailed test: If the test statistic is less than the critical value ,  
you reject the null hypothesis H0: σ2 = σ0

2 in favor of the alternative 
hypothesis H1: σ2 < σ0

2.

  If the test statistic is greater than the critical value , you reject 
the null hypothesis H0: σ2 = σ0

2 in favor of the alternative hypothesis H1: 
σ2 > σ0

2. Otherwise, you don’t reject the null hypothesis.

As an example of the complete process used to test hypotheses about the 
population variance, suppose that an investor chooses a sample of 30 stocks 
from her portfolio. She calculates the standard deviation of the returns on 
these stocks (that is, their volatility) to be 23 percent on an annual basis. 
The investor wants to know whether the volatility of the entire portfolio is 
less than 25 percent on an annual basis at the 5 percent level of significance. 
(A volatility of 25 percent [0.25] translates into a variance of 0.252 = 0.0625.) 
So the null hypothesis is , and alternative hypotheses is 

.

Because the investor wants to know only whether the variance is less than 
0.0625, you use a left-tailed test. The level of significance is α = 0.05.

With a sample size of 30 and a sample variance of 0.23, the test statistic is
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Because this is a left-tailed test with α = 0.05 and sample size = 30, the 
number of degrees of freedom = 29 (30 – 1). The critical value is, therefore, 

.

You can find the result in a chi-square table, such as Table 14-2.

Table 14-2 The Chi-Square Table with Larger  
 Numbers of Degrees of Freedom

df\Right-
Tail Area

0.99 0.975 0.95 0.90 0.10 0.05 0.025 0.01

28 13.565 15.308 16.928 18.939 37.916 41.337 44.461 48.278
29 14.256 16.047 17.708 19.768 39.087 42.557 45.722 49.588
30 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892

You find the critical value in the row corresponding to 29 degrees of freedom 
(n – 1 = 30 – 1 = 29) and the column with a right-tail area of 0.095 ([1 – α] =  
[1 – 0.05] = 0.095). The result is 17.708.

To reject this hypothesis, the test statistic must be less than the critical 
value. In this case, the critical value is 24.55, and the test statistic is 17.708; 
therefore, the null hypothesis isn’t rejected. There isn’t enough evidence to 
conclude that the portfolio volatility is less than 25 percent.

Practicing the Goodness of Fit Tests
One of the most important applications of the chi-square distribution is to 
test whether a population conforms to a specific probability distribution. 
This type of test is called a goodness of fit test.

In this section, I show you examples of how to use sample data from a  
population to determine whether the population follows the Poisson  
distribution (covered in Chapter 8) or the normal distribution (discussed in 
Chapter 9). Note that these aren’t the only possible applications of goodness 
of fit tests; in principle, you can compare any population to any probability 
distribution.
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Comparing a population to  
the Poisson distribution
You use the Poisson distribution to describe the distribution of events  
occurring over a given interval of time. To test the hypothesis that a  
population follows the Poisson distribution, you express the null and  
alternative hypotheses as follows:

 ✓ H0: The population follows the Poisson distribution.

 ✓ H1: The population doesn’t follow the Poisson distribution.

Alternatively, the null and alternative hypotheses may include an assumption 
about the parameter λ, which represents the expected number of events that 
occur during a given time frame.

For example, the null and alternative hypotheses could be

 ✓ H0: The population follows the Poisson distribution with λ = 1.

 ✓ H1: The population doesn’t follow the Poisson distribution with λ = 1.

Use this approach if you have reason to believe that the value of λ = 1. In  
this case, the interpretation of the results is slightly different. If the null 
hypothesis that the population follows the Poisson distribution is rejected, 
the population actually follows a different distribution. If the null hypothesis 
that the population follows the Poisson distribution with λ = 1 is rejected, 
the population either doesn’t follow the Poisson distribution or it follows the 
Poisson distribution but with a different value of λ.

One of the unusual features of a goodness of fit test is that you always  
implement the alternative hypothesis as a right-tailed test. Based on the  
construction of the test statistic, the null hypothesis that a population  
follows a specified distribution is rejected only if the test statistic is too large; 
therefore, a goodness of fit test is always right-tailed.

And you construct the test statistic in such a way as to see how closely the 
elements in a sample match up with the assumed probability distribution. To 
construct the test statistic, you choose sample data and arrange them into 
categories.

For example, suppose that a bank manager wants to determine whether the 
distribution of customers that enters the bank during lunch hour (12 noon to 
1 p.m.) follows the Poisson distribution. This information helps the manager 
determine the optimal number of tellers to use during this time period.
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In this case, the population consists of the number of customers that enter 
the bank during lunch hour. Suppose that the manager chooses a random 
sample of 100 lunch hours from the past year and counts the number of 
customer that enters during each of those 100 hours. He then organizes the 
results as shown here:

Number of Customers per Hour Number of Hours
0 9
1 12
2 15
3 20
4 27
5 12
6 5

According to these results, during each hour in the sample, the number of 
customers ranged from 0 to 6, so the manager organizes the data into a total 
of seven categories. The number of customers in each category is known as 
the observed frequency of the category. You must compare these numbers 
with the expected frequencies — the number of customers expected if the  
distribution of customers per hour really does follow the Poisson distribution.

In this example, you can find the expected frequencies for each category 
by computing the Poisson probabilities for each category and multiplying 
the result by the sample size. For example, suppose that the probability of 
three customers entering the bank each hour under the Poisson distribution 
is 0.2240, indicating that in a sample of 100 hours, the expected number of 
customers (or the expected frequency) is 0.2240 × 100 = 22.40 customers. (Of 
course, it’s impossible for 22.40 customers to show up during lunch hour! 
This is simply an average.)

After you determine the expected frequency of each category, you compute 
the test statistic with this formula:

 Here, j is an index for the category being tested, k is the number of total  
categories, Oj is the observed frequency in category j, and Ej is the expected 
frequency in category j.

The closer the observed frequencies are to the expected frequencies, the 
smaller the value of the test statistic. A small value for this statistic indicates 
that the null hypothesis (which states that the population follows the 
Poisson distribution) should not be rejected.
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Because the goodness of fit test is always right-tailed, it has a single critical 
value:

Note that m is a parameter whose value equals 0 if the null hypothesis  
specifies a value of λ and 1 if the null hypothesis doesn’t specify a value of λ.

 Unlike hypothesis tests of the population variance, where the appropriate 
number of degrees of freedom is n – 1, with a goodness of fit test, the  
appropriate number of degrees of freedom is k – 1 – m.

When you determine the values of the test statistic and the critical value, the 
decision rule is to reject the null hypothesis if the test statistic exceeds the 
critical value; otherwise, don’t reject the null hypothesis.

To test the hypothesis that the distribution of customers that enters the 
bank during lunch hour follows the Poisson distribution, the first step is to 
specify the null and alternative hypotheses:

 ✓ H0: The population follows the Poisson distribution.

 ✓ H1: The population doesn’t follow the Poisson distribution.

Assume that the level of significance is 0.05 (5 percent).

Before you construct the table of observed and expected frequencies, you 
must estimate the value of λ from the sample data, because it isn’t specified 
in the null hypothesis. In this case, λ represents the average number of bank 
customers per hour.

Because each possible number of bank customers is repeated many times  
in the sample, the average number of bank customers per hour can be  
computed as a weighted average (see Chapter 3). The formula is

In this formula,

 is the sample mean

Xi is a single sample element

wi is the weight associated with element Xi, which equals the number of 
times that the element appears in the sample
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To compute the numerator of this formula, you multiply each number of  
customers per hour in the sample by the actual number of hours in which 
this number occurred. This is shown as follows:

Number of Customers 
per Hour

Number of Hours Customers per Hour × 
Number of Hours

0 9 (0)(9) = 0
1 12 (1)(12) = 12
2 15 (2)(15) = 30
3 20 (3)(20) = 60
4 27 (4)(27) = 108
5 12 (5)(12) = 60
6 5 (6)(5) = 30
SUM 300

This results in a sum of 300. The denominator is the sum of the weights:

9 + 12 + 15 + 20 + 27 + 12 + 5 = 100

The average number of customers is

You use this result as the value of lambda: λ = 3.

The next step is to compute the expected frequencies for each category. You 
find the probability of no customers entering the bank during the next hour 
when λ = 3 from the Poisson distribution with this formula:

The key terms in this formula are

X = a Poisson random variable

x = number of events (phone calls) that occur

λ = the average number of events that occur per time (hour)

e = a constant equal to approximately 2.71828

! = the “factorial” operator (introduced in Chapter 8)

The factorial operator can only be applied to positive whole numbers and 
zero. So 0! equals 1, as does 1!, and 2! equals (2)(1) = 2; in other words, 2! 
equals itself times all smaller positive whole numbers. Based on this pattern, 
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3! equals (3)(2)(1) = 6, and 4! equals (4)(3)(2)(1) = 24. All remaining factorials 
are computed in the same way. The factorial operator may be used for several 
applications; one of these is to count the number of arrangements that may 
be formed from a collection of objects. For example, if three paintings are 
hung next to each other in the reading room of a library, the number of ways 
the paintings may be arranged equals 3! = 6.

For the bank customer case, the probability of no customers entering the 
bank during the lunch hour is computed with the Poisson formula as follows:

You do the same calculations with the probabilities for X = 1, X = 2 all the way 
up to X = 6. The probability that X = 1 is computed as follows:

The probability that X = 2 is computed as follows:

The probabilities for X = 3, 4, 5, and 6 are computed in a similar manner:

P(X = 3) = 0.2240

P(X = 4) = 0.1680

P(X = 5) = 0.1008

P(X = 6) = 0.0504

Because the sample size is 100, you multiply the probabilities by 100 to get 
the expected frequencies, as shown here:

X = 0: expected frequency = 0.0498(100) = 4.98

X = 1: expected frequency = 0.1494(100) = 14.94

X = 2: expected frequency = 02240(100) = 22.40

X = 3: expected frequency = 0.2240(100) = 22.40
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X = 4: expected frequency = 0.1680(100) = 16.80

X = 5: expected frequency = 0.1008(100) = 10.08

X = 6: expected frequency = 0.0504(100) = 5.04

Substitute these values into the test statistic formula:

Then, you determine the critical value as follows:

The first step is to identify the values of α, k, and m:

 ✓ α = 0.05 because you’re using a level of significance of 0.05 (5 percent).

 ✓ k = 7 because there are seven categories (the number of customers that 
enter the bank during lunch hour is 0, 1, 2, 3, 4, 5, or 6, for a total of 7 
possibilities).

 ✓ m = 1 because the null hypothesis doesn’t specify a value of λ. (In other 
words, you computed the value of λ from the sample data.)

Therefore, k – 1 – m = 7 – 1 – 1 = 5.

You can find the critical value in Table 14-1 by finding the intersection of the 
0.05 right-tail area column and the 5 df row:

The test statistic doesn’t exceed the critical value. Because this is a  
right-tailed test, the correct conclusion is that the null hypothesis can’t be 
rejected. In other words, the number of cellphone calls per hour does follow 
the Poisson distribution.
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Comparing a population to  
the normal distribution
Testing the hypothesis that a population follows the normal distribution  
is similar to testing the hypothesis that a population follows the Poisson  
distribution (see the previous section). The two most important differences 
are that you compute the expected frequencies from the normal distribution, 
and the definition of m is slightly different for the critical value. In this case, 
m is defined as follows:

 ✓ m = 0 if the value of the mean (μ) and standard deviation (σ) are both 
specified in the null hypothesis.

 ✓ m = 1 if the value of the mean or the standard deviation (but not both) is 
specified in the null hypothesis.

 ✓ m = 2 if the value of neither the mean nor the standard deviation are 
specified in the null hypothesis.

As an example, suppose that a portfolio manager wants to determine whether 
the returns to a portfolio are normally distributed, with a mean of 5 percent 
and a standard deviation of 10 percent.

The observed frequencies are 22 for –15 to –5 percent returns, 29 for –5 to 
5 percent returns, 37 for 5 to 15 percent returns, and 12 for 15 to 25 percent 
returns. The null and alternative hypotheses are

 ✓ H0: The population is normally distributed with a mean of 5 percent and 
standard deviation of 10 percent.

 ✓ H1: The population isn’t normally distributed with mean of 5 percent and 
standard deviation of 10 percent.

Assume that the level of significance is 0.05 (5 percent).

You determine the expected frequencies from the standard normal distribution 
by following these steps:

 1. Define X to be the return to a portfolio.

  The mean return is 5 percent and the standard deviation of the return is 
10 percent.

 2. Assume that X is normally distributed.

  To compute probabilities for X using the normal table, you must first 
convert it into a standard normal random variable (I show you how to 
do so in Chapter 9).
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In this example, the returns are normally distributed with a mean of 5 percent 
and a standard deviation of 10 percent. Next, you compute the probability 
that X is between –15 percent and –5 percent.

Because X is a normal random variable but not standard normal, you must 
convert X into the equivalent standard normal form. (Recall that the standard 
normal distribution has a mean of 0 and a standard deviation of 1, as discussed 
in Chapter 9.) The appropriate formula is

In this formula,

μ is the mean of X.

σ is the standard deviation of X.

By converting X into a standard normal random variable, it is now possible to 
compute probabilities for X, using the standard normal tables.

The standard normal tables are set up to compute cumulative probabilities; 
in other words, the probability that Z is less than or equal to a specified 
value.

In this example, you’re looking for the probability that Z is between –2.00 and 
–1.00. This can be computed from the standard normal tables by rewriting 
the expression in the equivalent form:

You can get these probabilities from the standard normal table. See Table 
14-3 for a selection of probabilities associated with negative Z values.

Table 14-3 Selected Standard Normal Probabilities 
 for Negative Z Values
Z 0.00 0.01 0.02 0.03
–2.0 0.0228 0.0222 0.0217 0.0212
–1.5 0.0668 0.0655 0.0643 0.0630
–1.0 0.1587 0.1562 0.1539 0.1515

You find the probability that Z is less than or equal to –1.00 at the intersection 
of the row for –1.0 under the Z column and the 0.00 column, which is 0.1587. 
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Likewise, you find the probability that Z is less than or equal to –2.00 at the 
intersection of the –2.0 row and the 0.00 column, which is 0.0228.

Combining these values gives you 
.

You determine the probability that X is between –5 percent and +5 percent as 
follows.

Algebraically, this is equivalent to

One of the properties of the standard normal distribution is that the  
probability that Z is less than or equal to 0 is 0.5 because the entire area 
under the standard normal curve equals 1 and because the distribution is 
symmetrical about the mean of 0. These statements imply the following:

Based on Table 14-3, the probability that Z is less than or equal to –1.00 = 
0.1587. Therefore, .

You compute the probability that X is between +5 percent and +15 percent as 
follows:

You can rewrite this as .

You can find the probability that Z is less than or equal to 1.00 in the stan-
dard normal table. Take a look at Table 14-4 to see a section of this table for 
positive Z values.

Table 14-4 Selected Standard Normal Probabilities  
 for Positive Z Values
Z 0.00 0.01 0.02 0.03
1.0 0.8413 0.8438 0.8461 0.8485
1.5 0.9332 0.9345 0.9357 0.9370
2.0 0.9772 0.9778 0.9783 0.9788
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You have already determined that the probability that Z is less than or equal 
to 0 equals 0.5. You can see the probability that Z is less than or equal to 
1.00 by intersecting the row for 1.0 and the 0.00 column, which is 0.8413. 
Therefore, .

You determine the probability that X is between +15 percent and +25 percent 
in a similar manner:

 or 

Because the sample size equals 100, the expected frequency of each category 
equals the probability of each category times 100.

P(–15% ≤ X ≤ –5%): 0.1359(100) = 13.59

P(–5% ≤ X ≤ 5%): 0.3413(100) = 34.13

P(5% ≤ X ≤ 15%): 0.3413(100) = 34.13

P(15% ≤ X ≤ 25%): 0.1359(100) = 13.59

You can then combine the observed and expected returns into a single table, 
as Table 14-5 shows.

Table 14-5 Observed and Expected Frequencies
Returns –15% to –5% –5% to 5% 5% to 15% 15% to 25%
Observed 
frequency

22 29 37 12

Expected 
frequency

13.59 34.13 34.13 13.59

Based on this table, the test statistic is computed as follows:

The critical value is determined as follows:
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The first step is to identify the values of α, λ, and μ.

 ✓ α = 0.05 because you’re using a level of significance of 0.05 (5 percent).

 ✓ λ = 4 because there are four categories of returns: –15 percent to  
–5 percent, –5 percent to +5 percent, +5 percent to +15 percent, and  
+15 percent to +25 percent.

 ✓ m = 0, because the value of the mean (μ) and standard deviation (σ) are 
both specified in the null hypothesis.

Therefore, λ – 1 – μ = 3.

You can find the critical value in Table 14-1 by finding the intersection of the 
0.05 right-tail area column and the 3 df row:

Because this is a right-tailed test, the test statistic must exceed the critical 
value to reject the null hypothesis that the population is normal with a mean 
of 5 percent and a standard deviation of 10 percent. Because the test statistic 
is 6.40 and the critical value is 7.815, you don’t reject the null hypothesis. 
This indicates that the population is, in fact, normally distributed with a 
mean of 5 percent and a standard deviation of 10 percent.

Testing Hypotheses about the Equality  
of Two Population Variances

Hypothesis testing for the equality of two population variances is based on 
the F-distribution (covered in Chapter 13). One of the unique features of the 
F-distribution is that it’s characterized by two types of degrees of freedom, 
known as numerator degrees of freedom and denominator degrees of freedom.

 The degrees of freedom are called numerator and denominator because an F 
random variable is actually the ratio of two chi-square random variables, each 
of which has its own number of degrees of freedom. This is shown in the fol-
lowing equation:

In this expression,

χ1
2, χ2

2 = two chi-square random variables

υ1, υ2, = the degrees of freedom corresponding to χ1
2 and χ2

2
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υ1 = the numerator degrees of freedom of F

υ2 = the denominator degrees of freedom of F

Just like the chi-square distribution, discussed earlier in this chapter, the 
F-distribution isn’t defined for negative values and is skewed to the right.

The basic six-step process you use to test hypotheses about the equality 
of two population variances is the same as for testing hypotheses about a 
single population variance (which I explain in detail in the section “Testing 
Hypotheses about the Population Variance”). The main differences are the 
form of the null and alternative hypotheses and the calculation of the test 
statistic and critical values, which are based on the F-distribution instead of 
the chi-square distribution.

In the following sections, I walk you through testing hypotheses for two  
population variances.

The null hypothesis: Equal variances
The first step in the hypothesis testing procedure is writing the null hypothesis, 
which is a statement that’s assumed to be true unless strong contrary  
evidence exists against it.

In this case, the null hypothesis is written as follows:

 is the variance of population 1, and  is the variance of population 2.

The null hypothesis is that the two population variances are equal. This is 
accepted unless strong evidence indicates otherwise.

The alternative hypothesis:  
Unequal variances
The alternative hypothesis is a statement of what you will accept to be true 
if the null hypothesis is rejected. The alternative hypothesis can take one of 
three forms:

 ✓ Right-tailed test: You use a right-tailed test if you’re interested only in 
knowing whether the variance of population 1 is greater than the  
variance of population 2. In this case, the alternative hypothesis is
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 ✓ Left-tailed test: You use a left-tailed test if you’re interested only in 
knowing whether the variance of population 1 is less than the variance 
of population 2. In this case, the alternative hypothesis is

  

 ✓ Two-tailed test: You use a two-tailed test to determine whether the  
variances of population 1 and 2 are different. In this case, the alternative 
hypothesis is

  

The test statistic
For testing hypotheses about the equality of two population variances, the 
appropriate test statistic is

Here, F indicates that the test statistic follows the F-distribution, s1
2 is the 

variance of the sample drawn from population 1, and s2
2 is the variance of the 

sample drawn from population 2. Note that the test statistic requires that s1
2 

be greater than or equal to s2
2.

The critical value(s)
To test a hypothesis, you have to choose a level of significance. The level of 
significance, designated with α, refers to the probability of rejecting the null 
hypothesis when it’s actually true.

To test a hypothesis about the equality of two population variances, you use 
the following critical values.

Right-tailed test for the F-distribution
A right-tailed test has a single critical value:

 υ1 is the numerator degrees of freedom of the F-distribution and equals n1 – 1, 
where n1 is the size of the sample drawn from population 1. υ2 is the denomi-
nator degrees of freedom of the F-distribution and equals n2 – 1, where n2 is 
the size of the sample drawn from population 2.

This critical value represents the threshold of the right tail of the 
F-distribution with υ21 and υ22 degrees of freedom; the area in the right tail is 
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α. You can find this critical value in an F-table. Because each critical F-value 
requires two types of degrees of freedom, it’s impossible to show both 
degrees of freedom and the level of significance together in the same table. 
Instead, you must dedicate an entire table to a single value of the level of  
significance. (You can see an excerpt of the F-table for a value of α equal to 
0.05 in Table 14-6.)

For example, say you conduct a right-tail test with a level of significance of 
0.05 (5 percent). You draw a sample size of 5 from the first population and a 
sample size of 4 from the second population.

You compute the numerator degrees of freedom by subtracting 1 from the 
size of the sample drawn from population 1:

You find the denominator degrees of freedom by subtracting 1 from the size 
of the sample drawn from population 2:

You can find the appropriate critical value in Table 14-6.

Table 14-6 A Section of the F-Table with α = 0 .05
υ2\υ1 3 4 5 6 7 8 9
3 9.28 9.12 9.01 8.94 8.89 8.85 8.81
4 6.59 6.39 6.26 6.16 6.09 6.04 6.00
5 5.41 5.19 5.05 4.95 4.88 4.82 4.77
6 4.76 4.53 4.39 4.28 4.21 4.15 4.10
7 4.35 4.12 3.97 3.87 3.79 3.73 3.68
8 4.07 3.84 3.69 3.58 3.50 3.44 3.39
9 3.86 3.63 3.48 3.37 3.29 3.23 3.18

The top row represents the numerator degrees of freedom (υ1). The first 
column represents the denominator degrees of freedom (υ2). In this example, 
you’re looking for a right-tail area of 5 percent with υ1 = n1 – 1 = 5 – 1, which is 
4 numerator degrees of freedom, and υ2 = n2 – 1 = 4 – 1, which is 3 denominator 
degrees of freedom.

You find this critical value at the intersection of the 4 column and the row 
labeled 3 under the υ2/υ1 heading; it equals 9.12.
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Left-tailed test for the F-distribution
A left-tailed test also has a single critical value, represented as

This is a very unusual result. The critical value is the same for a right-tailed 
or a left-tailed test because the F-distribution is undefined for negative 
values. Also, the test statistic is set up with the larger sample variance in the 
numerator. The null hypothesis is rejected when the ratio of the sample  
variances is substantially greater than 1. The test statistic can’t be negative.

Two-tailed test for the F-distribution
A two-tailed test has a single critical value:

The decision about the equality  
of two population variances
You make the decision whether to reject the null hypothesis by looking at the 
relationship between the test statistic and the critical value(s). Here, I break 
down the results of the three alternative hypothesis tests:

 ✓ Right-tailed test: If the test statistic is greater than the critical value ,  
you reject the null hypothesis  in favor of the alternative 
hypothesis ; otherwise, you don’t reject the null hypothesis.

 ✓ Left-tailed test: If the test statistic is greater than the critical value ,  
you reject the null hypothesis  in favor of the alternative 
hypothesis ; otherwise, you don’t reject the null hypothesis.

 ✓ Two-tailed test: If the test statistic is greater than the critical value ,  
you reject the null hypothesis  in favor of the alternative 
hypothesis ; otherwise, you don’t reject the null hypothesis.

As an example, suppose that an investor wants to determine whether two 
portfolios have the same volatility (that is, standard deviation.) She takes a 
sample of ten stocks from each portfolio. The sample standard deviation of 
portfolio 1 is 26 percent, and the sample standard deviation of portfolio 2 is 
24 percent.

The null hypothesis is , and the alternative hypothesis is 
.
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Assume that the level of significance is α = 0.05 (5 percent).

The test statistic is

with s1
2 greater than or equal to s2

2.

Plugging in the numbers, you get the following result:

Because this is a two-tailed test with a 5 percent level of significance, with 
both samples having size 10, the numerator and denominator degrees of  
freedom both equal 9. The critical value is = F9,9

(0.025) (that is, 4.03), as you find 
from the F-table with α = 0.025 (see Table 14-7).

Table 14-7 A Section of the F Table with α = 0 .025 .
υ2\υ1 7 8 9 10

7 4.99 4.90 4.82 4.76
8 4.53 4.43 4.36 4.30
9 4.20 4.10 4.03 3.96
100 3.95 3.85 3.78 3.72

Because the test statistic is 1.174, which is well below the critical value of 
4.03, you don’t reject the null hypothesis. The investor concludes that the 
volatilities of the two portfolios are equal.



Part IV
More Advanced Techniques: 

Regression Analysis and 
Forecasting

 Learn about more forecasting and regression analysis at www.dummies.com/
extras/businessstatistics.

http://www.dummies.com/extras/businessstatistics
http://www.dummies.com/extras/businessstatistics


In this part…
 ✓ Use the powerful technique of regression analysis to estimate 

the relationship between two variables, and take an in-depth 
look at multiple regression where a single dependent variable 
depends on two or more independent variables.

 ✓ Understand the effects of seasonal variation on sales of every-
thing from gasoline prices to retail items. Use a scatterplot to 
see if a time series exhibits seasonal variation and, if so, 
what type. 

 ✓ Predict the future values of economic variables, including stock 
prices, interest rates, and more. 



Chapter 15

Simple Regression Analysis
In This Chapter
▶ Understanding the assumptions underlying regression analysis
▶ Implementing the simple regression model
▶ Interpreting the regression results

R 
egression analysis is a statistical methodology that helps you estimate 
the strength and direction of the relationship between two or more 

variables. The two types of regression analysis are simple regression analysis 
(which I discuss in this chapter) and multiple regression analysis (which I 
cover in Chapter 16). Simple regression analysis allows you to estimate the 
relationship between a dependent variable (Y) and an independent variable 
(X). Multiple regression analysis allows you to estimate the relationship 
between a dependent variable (Y) and two or more independent variables (Xs).

For example, suppose a researcher is interested in analyzing the relationship 
between the annual returns to the Standard & Poor’s 500 (S&P 500) and the 
annual returns to Apple stock. 

 The Standard and Poor’s 500 (S&P 500) is a broad-based stock market index; 
it contains the 500 largest U.S. stocks, based on market capitalization. (The 
market capitalization of a stock equals the market price of the stock times the 
number of outstanding shares.) The returns to the S&P 500 are often used to 
represent the performance of the U.S. stock market.

The researcher assumes that the returns to Apple stock are at least partially 
explained by the returns to the S&P 500 because the S&P reflects overall 
activity in the economy. In other words, the researcher assumes that the 
return on Apple stock depends on the returns to the S&P 500.

To analyze this relationship with simple regression analysis, you treat the 
returns on Apple stock as a dependent variable (Y) and the returns to the 
S&P 500 as an independent variable (X). Regression analysis makes it  
possible to determine how much the returns on Apple stock are affected by 
the returns to the S&P 500. (In other words, how strong is the relationship 
between Apple stock and the S&P 500.)
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This chapter introduces the basic regression analysis framework, including 
the underlying assumptions and the formulas you need to estimate the  
relationships between different variables. I also cover techniques for testing 
the validity of the results in great detail.

The Fundamental Assumption: Variables 
Have a Linear Relationship

Simple regression analysis is based on the assumption that a linear relationship 
exists between X and Y. Intuitively, if two variables have a linear relationship 
between them, a graph of the two variables is a straight line. (For a more 
formal discussion of linear relationships, see the following section “Defining a 
linear relationship.”)

For example, suppose that an equity analyst at a prestigious investment bank 
wants to determine the relationship between a corporation’s sales and  
profits to help him estimate the proper value of the corporation’s stock. He 
has reason to believe that the relationship between sales and profits is linear. 
Further, he assumes that profits are the dependent variable in this relationship, 
while sales are the independent variable. Specifically, he believes that each 
$1,000 increase in sales triggers an increase in profits by $200, while each 
$1,000 decrease in sales has the opposite effect.

The analyst may use regression analysis to determine the actual relationship 
between these variables by looking at the corporation’s sales and profits 
over the past several years. The regression results show whether this  
relationship is valid. In addition to sales, other factors may also determine 
the corporation’s profits, or it may turn out that sales don’t explain profits at 
all. The regression results also show the estimated amount that the profits 
change when sales change by $1,000.

In the following sections, I dig deeper into the linear relationship between the 
dependent and independent variables and show you how to represent this 
relationship graphically.

Defining a linear relationship
In terms of geometry, you can graph a linear relationship with a straight line. 
Algebraically, the general expression for a linear relationship is
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X is the independent variable, Y is the dependent variable whose value is 
determined by the value of X, m is the slope coefficient (how much Y changes 
in response to a change in X), and b is the intercept (the value of Y if X equals 0).

 You calculate the slope of a line (m) with this formula:

Here, ΔY (“delta Y”) represents the change in Y, and ΔX (“delta X”) represents 
the change in X.

Think of the slope as a measure of how much Y changes due to a given 
change in X, or how sensitive the value of Y is to changes in X. A linear  
relationship is one in which the slope is a constant.

You see a linear relationship graphed as a straight line, with the dependent 
variable (Y) on the vertical axis and the independent variable (X) on the  
horizontal axis. See Figure 15-1 for the relationship between X and Y in the 
equation Y = 2X + 3.

 

Figure 15-1: 
Graph of a 

linear  
relationship: 

Y = 2X + 3.
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The equation of the line, Y = 2X + 3, tells you two important things:

 ✓ The slope of the line is 2 (this is the constant that’s multiplied by X), 
which shows that

	 •	For	each	increase	in	X by 1, Y increases by 2.

	 •	For	each	decrease	in	X by 1, Y decreases by 2.

 ✓ The intercept of the line is 3, so if X = 0, the value of Y is 3. (In Figure 15-1, 
you see that 3 is the point where the line crosses the Y axis.)

Using scatter plots to identify  
linear relationships
A scatter plot is a special type of graph designed to show the relationship 
between two variables. (See Chapter 5 for an introduction to scatter plots.)

With regression analysis, you can use a scatter plot to visually inspect the 
data to see whether X and Y are linearly related. The following are some 
examples.

Figure 15-2 shows a scatter plot for two variables that have a nonlinear  
relationship between them.

 

Figure 15-2: 
Scatter 

plot of a 
nonlinear 

relationship.
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Each point on the graph represents a single (X, Y) pair. Because the graph 
isn’t a straight line, the relationship between X and Y is nonlinear. Notice that 
starting with negative values of X, as X increases, Y at first decreases; then as 
X continues to increase, Y increases. The graph clearly shows that the slope 
is continually changing; it isn’t a constant. With a linear relationship, the 
slope never changes.

In this example, one of the fundamental assumptions of simple regression 
analysis is violated, and you need another approach to estimate the  
relationship between X and Y. One possibility is to transform the variables; 
for example, you could run a simple regression between ln(X) and ln(Y). (“ln” 
stands for the natural logarithm.) This often helps eliminate nonlinearities 
in the relationship between X and Y. Another possibility is to use a more 
advanced type of regression analysis, which can incorporate nonlinear  
relationships.

 One regression technique that may be used with nonlinear data is known as 
nonlinear least squares (details may be found at https://en.wikipedia.
org/wiki/Non-linear_least_squares).

Figure 15-3 shows a scatter plot for two variables that have a strongly  
positive linear relationship between them. The correlation between X and Y 
equals 0.9. (See Chapter 5 for an overview on correlation.)

 

Figure 15-3: 
Scatter plot 

of a strongly 
positive 

linear  
relationship.

 

Figure 15-3 shows a very strong tendency for X and Y to both rise above their 
means or fall below their means at the same time. The straight line is a trend 
line, designed to come as close as possible to all the data points. The trend 

https://en.wikipedia.org/wiki/Non-linear_least_squares
https://en.wikipedia.org/wiki/Non-linear_least_squares
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line has a positive slope, which shows a positive relationship between X and 
Y. The points in the graph are tightly clustered about the trend line due to 
the strength of the relationship between X and Y. (Note: The slope of the line 
is not 0.9; 0.9 is the correlation between X and Y.)

Figure 15-4 shows a scatter plot for two variables that have a weakly positive 
linear relationship between them; the correlation between X and Y equals 0.2

 

Figure 15-4: 
Scatter plot 
of a weakly 

positive 
linear  

relationship.
 

Figure 15-4 shows a weaker connection between X and Y. Note that the points 
on the graph are more scattered about the trend line than in Figure 15-3, due 
to the weaker relationship between X and Y.

Figure 15-5 is a scatter plot for two variables that have a strongly negative 
linear relationship between them; the correlation between X and Y equals –0.9.

 

Figure 15-5: 
Scatter plot 

of a strongly 
negative 

linear  
relationship.
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Figure 15-5 shows a very strong tendency for X and Y to move in opposite 
directions; for example, rise above or fall below their means at opposite 
times. The trend line has a negative slope, which shows a negative relationship 
between X and Y. The points in the graph are tightly clustered about the 
trend line due to the strength of the relationship between X and Y.

Figure 15-6 is a scatter plot for two variables that have a weakly negative linear 
relationship between them. The correlation between X and Y equals –0.2.

 

Figure 15-6: 
Scatter plot 
of a weakly 

negative 
linear  

relationship.
 

Figure 15-6 shows a very weak connection between X and Y. Note that the 
points on the graph are more scattered about the trend line than in  
Figure 15-5 due to the weaker relationship between X and Y.

Defining the Population  
Regression Equation

With regression analysis, you typically draw a sample of data from a  
population to estimate the relationship between X and Y. The equation that 
best explains the population data is known as the population regression  
equation, or population regression line:

 The symbol β is the Greek letter “beta,” and the symbol ε is “epsilon.” β0 and 
β1 are known as coefficients of the regression line. β1 is the slope coefficient 
and β0 is the intercept coefficient (or simply the intercept). A coefficient is a 
constant that is multiplied by a variable.
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Based on the assumption that the relationship between X and Y is linear, the 
regression line is designed to capture this relationship as closely as possible.

Other key terms in the equation are

 ✓ i = an index used to identify the members of the population.

 ✓ Yi = a single value of Y, indexed by i, in a population of size n, with the 
values of Y expressed as Y1, Y2, Y3, . . . , Yn.

 ✓ Xi = a single value of X, indexed by i, in a population of size n, with the 
values of X expressed as X1, X2, X3, . . . , Xn.

 ✓ εi = an “error term,” indexed by i; each observation in the population  
(Xi, Yi) has an error term associated with it.

Using the example of the equity analyst from the earlier section, “The 
Fundamental Assumption: Variables Have a Linear Relationship,” suppose 
that the corporation has been in business for the past ten years (2003 to 
2012). X1 represents sales in 2003, and Y1 represents profits in 2003. X2  
represents sales in 2004, and Y2 represents profits in 2004. The analyst 
 continues through 2012, where X10 is 2012 sales, and Y10 is 2012 profits. Each 
(Xi, Yi) pair is a single observation chosen from the population.

The population regression equation has a slope and an intercept and one 
other term that you don’t normally find in the equation for a straight line — 
the error term. The error term is included because the population regression 
equation doesn’t perfectly capture the relationship between X and Y. For 
example, suppose that in the population regression line, β0 = 10 and β1 = 2. 
Assume that actual year 2003 sales were $100 million. The population  
regression line indicates that profits in 2003 should be

Suppose that 2003 profits were actually $200 million. The population regression 
line overstates actual 2003 sales by $10 million. As a result, you compute the 
error term for 2003 (ε1) as follows:
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Estimating the Population  
Regression Equation

In most situations, estimating the population regression line with the entire 
population is impractical because collecting the amount of required data 
can be expensive and time-consuming. Instead, you draw a sample from the 
underlying population that reflects the underlying population as closely as 
possible). You use the sample data to construct a sample regression equation, 
or sample regression line, which you then use as an estimate of the actual 
population regression equation. (Sampling techniques and sampling  
distributions are discussed in Chapter 10.)

The sample regression equation is expressed as

Here,  is the estimated value of Yi, associated with Xi  is the estimated 
value of β0, and  is the estimated value of β1.

 Note that there is no estimated error term in this equation because the esti-
mated value of Yi is actually the average value of a probability distribution; 
thus, there is no error term associated with it.

 The symbol ^ often indicates an estimated value. The proper name for this 
punctuation mark is caret. Often, it’s informally called a “hat.” For example, 
you pronounce  as “beta zero hat.”

You determine these estimated values for  and  by minimizing the sum of 
the squared differences between the actually observed Y values contained in 
the sample data and those that have been predicted by the sample regression 
equation, as shown in the following equation:

Note: In this formula, min stands for “minimize” and tells you to choose 
values of  and  so that the predicted values of Y are as close as possible 
to the actual values of Y. Think of each term 

as a potential mistake or error by the regression line. If this term is positive, 
the regression line has underestimated the true value of Yi. If this term is  
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negative, the regression line has underestimated the true value of Yi. If this 
term equals zero, the regression line has correctly estimated the true value 
of Yi.

The objective of regression analysis is to find the equation that minimizes the 
sum of these errors.

 Note that the value being minimized is actually the sum of the squared values
 of . This is because the sum of these terms always equals zero.

The difference between the actual value of Yi and the predicted value of Yi 
is known as a residual — an estimate of the corresponding error term in the 
population regression equation — and is expressed as follows:

 represents the residual associated with a single observation from the  
population (Xi, Yi). 

As an example, suppose the quality control manager for a manufacturing 
company is interested in seeing the relationship between annual costs of 
production and total output for a specific product. She estimates a regression 
equation based on production data for the years 2005 to 2012. In this case, 
Xi represents quantity produced during a given year, and Yi represents total 
costs during the same year. X represents the quantity produced and Y  
represents the total costs because costs depend on output, not the other way 
around.

The manager assigns indexes to the years in the sample as follows: 2005 = Year 1,  
2006 = Year 2, 2007 = Year 3, and so forth.

Based on the production data taken from the years 2005 to 2012, the esti-
mated regression equation is

The diagram in Figure 15-7 shows the relationship between the actual value 
of Y, the predicted value of Y, the mean of Y, and the residual for Year 1 (2005).

The variables in this diagram are:

X1 is total output during Year 1.

Y1 is total cost during Year 1.

 is the estimated total cost during Year 1.

 is known as “Y bar” and is the average value of Y during the sample 
period.
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Figure 15-7: 
Predicted 

value of 
Y versus 

actual value 
of Y.

 

Notice that the actual value of Y1 is greater than the value estimated by the 
regression line. Both values are greater than the average or mean value of Y. 
(This information is used to construct a measure that explains how well the 
regression line matches the sample data in the later section “Computing the  
coefficient of determination.”)

For each year’s production data from 2005 to 2012,

 ✓  is the difference between the actual and estimated total cost in 
Year i.

 ✓  is the difference between the estimated total cost in Year i and the 
average total cost during the sample period.

 ✓  is the difference between the total cost in Year i and the average 
total cost during the sample period.

Note that .

 ✓  is the size of the incorrect prediction (error) by the regression
  equation. It equals the difference between the actual value of Y and the 

value predicted by the regression equation.

 ✓  shows the benefit of using this regression equation to predict
  the value of Yi instead of using an alternative, such as simply assuming 

that each value of Yi equals .

You estimate the regression equation with formulas for  and  that minimize 
the sum of the squared residuals:
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The resulting equations for the slope of the estimated regression equation is

And the equation for the intercept is

 These formulas are known as ordinary least squares (OLS) estimators. OLS 
is a methodology for estimating regression coefficients. Some of the more 
advanced versions include generalized least squares (GLS) and weighted least 
squares (WLS).

  is the mean or average value of X;  is the mean or average value of Y.

As an example, suppose that X represents the monthly number of hours of 
studying by college students, and Y represents their corresponding grade 
point averages (GPAs). To conduct this study, you choose a sample of eight 
students and list their study hours and GPAs like so:

Y (GPA) X (Monthly Hours of Studying)
3.5 16
3.2 14
3.0 12
2.6 11
2.9 12
3.3 15
2.7 13
2.8 11

Then you can create a scatter plot like Figure 15-8 to represent the data.
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Figure 15-8: 
Scatter plot 

of monthly 
study hours 

and GPA.
 

Figure 15-8 shows that the relationship between these two variables is 
approximately linear. As a result, you can estimate the relationship  
between these two variables with simple regression analysis.

You compute the coefficients of the sample regression equation by following 
these steps:

 1. Find the sample mean of X and Y:
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  In this case, you add up the monthly hours of studying for the eight  
students in the sample and then divide by 8. This gives a sample mean 
of 13.0 hours for these students.

  

  In this case, you add up the GPAs for the eight students in the sample 
and then divide by 8. This gives a sample mean of 3.0 for these students.

  The results of the remaining steps are summarized in Table 15-1.

Table 15-1 Computing the Regression Slope and Intercept
Y (GPA) X (Monthly 

Hours of 
Studying)

3.5 16 3 9 0.5 1.5
3.2 14 1 1 0.2 0.2
3.0 12 –1 1 0.0 0.0
2.6 11 –2 4 –0.4 0.8
2.9 12 –1 1 –0.1 0.1
3.3 15 2 4 0.3 0.6
2.7 13 0 0 –0.3 0.0
2.8 11 –2 4 –0.2 0.4
Sum 24 3 .6

 2. To compute , you subtract the mean of X from each value of X.

 3. To find the value of , you square the value of  for each 
result you found in the previous step.

 4. You calculate  by subtracting the mean of Y from each value of Y.

 5. You compute  multiplying the results in Steps 2 and 4.

  The sum in the  column shows that . The sum in 

  the  column shows that .
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 6. Based on these results, you compute the values of the regression  
coefficients as follows:

  

  

 7. You write the estimated (sample) regression equation as

  

The slope of this equation shows that for students who study between 11 
and 16 hours per month, each additional monthly hour of studying adds 0.15 
points to a student’s GPA. The intercept may be interpreted to mean that a 
student who doesn’t study at all will have a GPA of 1.05.

You can use the sample regression equation to estimate the GPA that results 
from a specified number of hours of studying. For example, if a student  
studies for 15 hours a month, the sample regression equation predicts a GPA 
of .

 When using a regression line to predict the value of Y for a given value of 
X, don’t use any values of X that aren’t contained in the sample data. In this 
example, the regression line is based on values of X between 11 and 16; the 
results of using a value of X outside of this range is subject to a great deal of 
uncertainty.

Testing the Estimated  
Regression Equation

After you estimate the regression line (see the earlier section “Estimating 
the Population Regression Equation”), you can do several tests to check the 
validity of the results. It may be the case that there is no real relationship 
between the dependent and independent variables; simple regression  
generates results even if this is the case. It is, therefore, important to subject 
the regression results to some key tests that enable you to determine if the 
results are reliable.

In the following sections, I introduce a statistic that is designed to check 
whether a regression equation makes sense. This is known as the coefficient 
of determination, also known as R2 (R squared). This is used as a measure of 
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how well the regression equation actually describes the relationship between 
the dependent variable (Y) and the independent variable (X). 

The next technique that may be used to check regression results is a  
hypothesis test of the coefficients of the regression equation. The steps used 
to carry out this hypothesis test are similar to those found in Chapter 12, 
where hypothesis testing is introduced for the first time. This hypothesis 
test is sometimes known as the “t-test” because the test statistic and critical 
values are derived from the Student’s t-distribution (discussed in Chapter 11). 
In this case, if the null hypothesis fails to be rejected, this calls into question 
the validity of the regression results.

Using the coefficient of  
determination (R2)
The coefficient of determination, also known as R2, is a statistical measure 
that shows the proportion of variation explained by the estimated regression 
line. Variation refers to the sum of the squared differences between the 
values of Y and the mean value of Y, expressed mathematically as

R2 always takes on a value between 0 and 1. The closer R2 is to 1, the better 
the estimated regression equation fits or explains the relationship between X 
and Y.

The expression  is also known as the total sum of squares (TSS). 

This sum can be divided into the following two categories:

 ✓ Explained sum of squares (ESS): Also known as the explained variation, 
the ESS is the portion of total variation that measures how well the 
regression equation explains the relationship between X and Y.

  You compute the ESS with the formula

  

 ✓ Residual sum of squares (RSS): This expression is also known as  
unexplained variation and is the portion of total variation that measures 
discrepancies (errors) between the actual values of Y and those estimated 
by the regression equation.
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  You compute the RSS with the formula

  

The smaller the value of RSS relative to ESS, the better the regression line 
fits or explains the relationship between the dependent and independent 
variable.

 ✓ Total sum of squares (TSS):

  The sum of RSS and ESS equals TSS.

  

  R2 (the coefficient of determination) is the ratio of explained sum of 
squares (ESS) to total sum of squares (TSS):

  

  You can also use this formula:

  

  Based on the definition of R2, its value can never be negative. Also, R2 
can’t be greater than 1, so .

 With simple regression analysis, R2 equals the square of the correlation 
between X and Y.

Computing the coefficient  
of determination
The coefficient of determination is used as a measure of how well a regression 
line explains the relationship between a dependent variable (Y) and an  
independent variable (X). The closer the coefficient of determination is to 1, 
the more closely the regression line fits the sample data.

The coefficient of determination is computed from the sums of squares  
determined in the earlier section “Using the coefficient of determination 
(R2).” These calculations are summarized in Table 15-2.



300 Part IV: More Advanced Techniques: Regression Analysis and Forecasting 

Table 15-2 Computing the Coefficient of Determination (R2)
Yi Xi
3.5 16 3.45 0.0025 0.2025 0.25
3.2 14 3.15 0.0025 0.0225 0.04
3.0 12 2.85 0.0225 0.0225 0.00
2.6 11 2.70 0.0100 0.0900 0.16
2.9 12 2.85 0.0025 0.0225 0.01
3.3 15 3.30 0.0000 0.0900 0.09
2.7 13 3.00 0.0900 0.0000 0.09
2.8 11 2.70 0.0100 0.0900 0.04
Sum 0 .1400 0 .5400 0 .68

To compute ESS, you subtract the mean value of Y from each of the  
estimated values of Y; each term is squared and then added together:

ESS = = 0.54

To compute RSS, you subtract the estimated value of Y from each of the 
actual values of Y; each term is squared and then added together:

RSS = = 0.14

To compute TSS, you subtract the mean value of Y from each of the actual 
values of Y; each term is squared and then added together:

TSS = = 0.68

Alternatively, you can simply add ESS and RSS to obtain TSS:

TSS =ESS + RSS = 0.54 + 0.14 = 0.68 

The coefficient of determination (R2) is the ratio of ESS to TSS:

This shows that 79.41 percent of the variation in Y is explained by variation 
in X. Because the coefficient of determination can’t exceed 100 percent, a 
value of 79.41 indicates that the regression line closely matches the actual 
sample data.
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The t-test
Another important test of the results of regression analysis is to determine 
whether the slope coefficient (β1) is different from 0. If the slope coefficient 
is close to 0, X provides little or no explanatory power for the value of Y. In 
such a case, you should replace X with another independent variable in the 
regression equation.

To determine whether β1 is different from 0, you need to conduct a hypothesis 
test. (You find more about hypothesis testing in Chapter 12.) The name of the 
hypothesis test used in this case is the t-test, because the test statistic and 
critical values are based on the Student’s t-distribution (covered in Chapter 11). 
You use this test to determine whether the slope coefficient (β1) of the esti-
mated regression equation is significantly different from 0. If β1 = 0, X doesn’t 
explain the value of Y, and the regression results are then meaningless.

The t-test is conducted in several stages. These are detailed in the following 
sections. 

Null and alternative hypotheses
The first is to specify the null hypothesis and the alternative hypothesis. A 
null hypothesis is a statement that is assumed to be true unless you find very 
strong evidence against it. An alternative hypothesis is a statement that is 
accepted instead of the null hypothesis if you reject the null hypothesis.

With the t-test, the null hypothesis is that the slope coefficient (β1) equals 0:
.

This hypothesis implies that the independent variable (X) doesn’t explain the 
value of the dependent variable (Y). The t-test is a very conservative test; the 
burden of proof is to show that X does explain Y.

The alternative hypothesis is that the slope coefficient doesn’t equal 0: 
.

 As discussed in Chapter 12, this type of alternative hypothesis is known as a 
two-tailed test.

Level of significance
The level of significance of a hypothesis test is a measure of the likelihood 
of a specific type of error, known as a Type I error. This occurs when the null 
hypothesis is incorrectly rejected when it is actually true. A Type II error 
results when the null hypothesis is not rejected even though it is false. With a 
small level of significance, there is a very low chance of committing a Type I 
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error, but a relatively large probability of committing a Type II error. As the 
level of significance is increased, the probability of a Type I error increases 
but the probability of a Type II error decreases.

The choice of level of significance is based on the importance of avoiding 
Type I errors. When you test hypotheses about regression coefficients, the 
level of significance (α) is often 0.05 (5 percent).

Test statistic
A test statistic is a numerical value that is used to determine if the null 
hypothesis should be rejected. If the test statistic has a large value (positive 
or negative), the likelihood that the null hypothesis is rejected is also large.

For testing hypotheses about β1 the appropriate test statistic is

This expression is known as a t-statistic because it follows the Student’s  
t-distribution (covered in Chapter 11).

The term  is the standard error of  which you can think of as the standard
deviation of . (Standard errors are covered in Chapter 10.)

In other words,  is the amount of uncertainty associated with the use of  
to estimate . The larger the standard error of , the less likely you are to 
reject the null hypothesis that = 0.

You compute the test statistic for this hypothesis test as follows:

  Also known as standard error of the regression (SER), the SEE is a measure 
of the dispersion of the sample values above and below the estimated 
regression line.

  

  Based on Table 15-2, SEE is computed as follows:

RSS is computed as:
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  With a sample size of 8, SEE equals:

  

 1. Calculate the standard error of :

  

SEE equals 0.15275.  represents the sum of the squared values of X.  

represents the sample size times the square of the sample mean. 

You can get the values of 
 
and  from Table 15-3.

Table 15-3 The Standard Error of 
Xi

16 256
14 196
12 144
11 121
12 144
15 225
13 169
11 121

The sample mean is obtained by adding up the values in the Xi column, then 
dividing the sum by the sample size of 8:
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The sum of the squared values of X is obtained by squaring each value of X 
and then summing the results:

The formula for computing the standard error of  is:

 2. Calculate the test statistic:

   = 0.15 (see the earlier section “Estimating the Population Regression 
Equation”); therefore, combining this with the standard error of , 
the t-statistic for  is computed as

 

Critical values
A critical value shows the number of standard deviations away from the 
mean of a distribution where:

 ✓ a specified percentage of the distribution is above the critical value

 ✓ the remainder of the distribution is below the critical value

To test a hypothesis, the test statistic is compared with one or two critical 
values. If the test statistic is more extreme than the relevant critical value, 
the null hypothesis is rejected. Otherwise, the null hypothesis fails to be 
rejected. (It’s technically incorrect to say that a null hypothesis is accepted, 
because you don’t know every value in the population being tested.)

With simple regression analysis, the critical values are taken from the 
Student’s t-table with n – 2 degrees of freedom. (These are found in Table 15-4.) 

 Degrees of freedom refers to the number of independent values in a sample. 
When it’s necessary to estimate two measures from a sample (in this case,  
and ) the number of degrees of freedom equals the sample size minus 2.

 The Student’s t-distribution is a continuous distribution that has a mean of 
zero and a larger variance and standard deviation than the standard normal 
distribution (covered in Chapter 9). The distribution is sometimes described 
as having “fat tails” because it’s more spread out.
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The purpose of the t-distribution is to describe the statistical properties of 
sample means that are estimated from small samples; the standard normal 
distribution is used for large samples. (There’s much more about the 
Student’s t-distribution Chapter 11.)

In this case, say you choose the level of significance (α) to be 0.05. (This is 
a widely used value for testing hypotheses about regression coefficients.) 
Because the sample size (n) is 8, the appropriate critical values are

 

You find these values in the Student’s t-table, such as Table 15-4.

Table 15-4 The Student’s t-Distribution
Degrees of Freedom t0.10 t0.05 t0.025 t0.01 t0.005
5 1.476 2.015 2.571 3.365 4.032
6 1.440 1.943 2.447 3.143 3.707
7 1.415 1.895 2.365 2.998 3.499
8 1.397 1.860 2.306 2.896 3.355
9 1.383 1.833 2.262 2.821 3.250
10 1.372 1.812 2.228 2.764 3.169

You find the value of the positive critical value  at the intersection of the 
row for 6 degrees of freedom and the column labeled t0.025, which is 2.447. The 
value of the negative critical value  is then –2.447.

Decision rule
A decision rule is used to determine if the null hypothesis should be rejected. 
Because the alternative hypothesis is , there are two critical values: 
one positive, one negative. (These are shown to be -2.447 and 2.447 in the 
previous section.)

If the test statistic is either greater than 2.447 or less than -2.447, the null 
hypothesis will be rejected. This indicates that there is strong evidence that 
the slope coefficient β1 is not equal to zero; in other words, the regression 
equation does explain the relationship between the dependent variable (GPA) 
and the independent variable (monthly hours of studying).

If the test statistic falls between these two values, the null hypothesis fails to 
be rejected. In this case, there is insufficient evidence to reject the hypothesis 
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that β1 equals zero. This shows that the regression equation does not explain 
the relationship between the dependent variable (GPA) and the independent 
variable (monthly hours of studying).

In this case, the test statistic is 4.81, which is greater than 2.447. Therefore, 
you reject the null hypothesis in favor of the alternative hypothesis, indicating  
that  is different from 0 (that is, it’s statistically significant). Therefore, 
strong evidence shows that X (monthly hours of studying) does explain the 
value of Y (GPA.)

This result does not imply that hours of studying is the only factor that 
explains GPA, but it is an important determinant of GPA.

You can also test whether the estimated intercept ( ) is statistically significant, 
but often doing so isn’t necessary. The slope coefficient is the most important 
value in the regression equation.

Using Statistical Software
Many spreadsheet programs (such as Excel) and specialized statistical  
packages (such as SPSS) allow you to generate the results you need for  
regression analysis. For example, you can use a spreadsheet program to get 
the results shown in Figure 15-9 for the GPA example from the “Estimating 
the Population Regression Equation” section earlier in this chapter (these 
results were generated using Excel).

As you can see, Figure 15-9 shows the values of  and  under the 
Coefficients column; the values of the coefficient of determination (R2) and 
the standard error of the estimate, under the Regression Statistics column; 
and the standard errors of  and  and the t-statistics, under the columns 
Standard Error and t-Stat.

Figure 15-9 provides one additional useful measure you can use to test 
hypotheses about the coefficients, called p-values (or probability values). The 
p-value represents the likelihood of finding the given t-statistic if the null 
hypothesis is true. An extremely low p-value indicates that the null hypothesis 
of a 0 coefficient should be rejected. More formally, when testing the  
hypothesis , if the p-value is less than the level of significance (α), 
the null hypothesis is rejected; otherwise, it isn’t rejected.

In this example, the p-value for  is 0.002968105; the level of significance is 
0.05; therefore, because the p-value is less than the level of significance, the 
null hypothesis is rejected, confirming the results found when testing the 
hypothesis with the t-statistic.
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Figure 15-9:  
GPA 

regression 
problem.

 

 Using the t-statistic or the p-value to test the significance of a regression  
coefficient will always provide the same results.

Assumptions of Simple Linear Regression
The simple regression model shown in this chapter is based on several 
extremely important assumptions. If any of these assumptions are violated, 
the reliability of the regression results is questionable.

The most important assumptions include the following:

 ✓ The expected value of each error term is 0; that is, . So although 
some error terms are positive and some are negative, they add up to 0.

 ✓ The variances of the error terms are finite and constant for all values of 
xi; this common variance is designated σ2.

 ✓ The error terms are independent of each other (for example, they don’t 
influence each other).

 ✓ Each error term, εi, is independent of the corresponding value of Xi (the 
value of Xi doesn’t influence the value of the error term and vice versa).
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 ✓ The error terms are normally distributed. Although this assumption isn’t 
required for linear regression, it’s often used and allows you to compute 
confidence intervals for the regression coefficients. It also allows you to 
test hypotheses about the coefficients.

With simple regression analysis, two of the most important violations of the 
assumptions include autocorrelation and heteroscedasticity:

 ✓ Autocorrelation occurs when the error terms are correlated with each 
other (they are related to each other). It violates the assumption of  
independence. Two independent variables have a correlation of 0 
between them.

  Autocorrelated error terms can cause the standard errors of the 
regression coefficients to be understated, thus increasing the risk that 
coefficients will be incorrectly found to be statistically significant (for 
example, different from zero).

 ✓ Heteroscedasticity occurs when the error terms don’t have a constant 
variance. This problem can cause the standard errors of the regression 
coefficients to be understated, increasing the risk that coefficients will 
be incorrectly found to be statistically significant (for example, different 
from zero).

 Formal statistical tests are available to help you determine whether these 
problems are present. For example, the Durbin-Watson test is used to find  
evidence of autocorrelation in sample data. (More details can be found at 
http://en.wikipedia.org/wiki/Durbin%E2%80%93Watson_ 
statistic.) The White test is used to find evidence of heteroscedasticity 
in sample data. (More details can be found at http://en.wikipedia.org/
wiki/White_test.)

If autocorrelation is present, you may use the Cochrane-Orcutt procedure, 
which adjusts the regression model for autocorrelation. (More details can  
be found at https://en.wikipedia.org/wiki/Cochrane-Orcutt_
procedure.)

In the case of heteroscedasticity, you may transform the variables into  
natural logarithms and rerun the regression equation; for example, the 
dependent variable could be ln(Y) and the independent variable could be 
ln(X). (“ln” is standard for natural logarithm.) More formal procedures are  
also available to correct for heteroscedasticity, such as heteroscedasticity-
consistent standard errors. (More information about this procedure is 
found at http://en.wikipedia.org/wiki/Heteroscedasticity-
consistent_standard_errors.)

http://en.wikipedia.org/wiki/Durbin%E2%80%93Watson_statistic
http://en.wikipedia.org/wiki/Durbin%E2%80%93Watson_statistic
http://en.wikipedia.org/wiki/White_test
http://en.wikipedia.org/wiki/White_test
https://en.wikipedia.org/wiki/Cochrane-Orcutt_procedure
https://en.wikipedia.org/wiki/Cochrane-Orcutt_procedure
http://en.wikipedia.org/wiki/Heteroscedasticity-consistent_standard_errors
http://en.wikipedia.org/wiki/Heteroscedasticity-consistent_standard_errors


Chapter 16

Multiple Regression Analysis: Two 
or More Independent Variables 

In This Chapter
▶ Getting familiar with the assumptions underlying multiple regression analysis
▶ Implementing the multiple regression model
▶ Watching for multicollinearity

Y 
ou use regression analysis to estimate the strength and direction of the 
relationship between two or more variables. As I explain in Chapter 15, 

simple regression analysis allows you to estimate the relationship between a 
dependent variable (Y) and an independent variable (X). 

In this chapter, I explore the possibilities of multiple regression analysis, 
which you use to estimate the relationship between a dependent variable (Y) 
and two or more independent variables (X1, X2, . . .).

The additional independent variable(s) introduces more complications into 
multiple regression analysis. In particular, it takes more statistical testing to 
validate the results of a multiple regression model. Further, additional errors 
may arise in multiple regression analysis that can’t take place with simple 
regression analysis.

This chapter explains how to implement multiple regression analysis, how to 
test the results, and what potential pitfalls may arise.
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The Fundamental Assumption: Variables 
Have a Linear Relationship

Just as with simple regression analysis (discussed in Chapter 15), multiple 
regression analysis is based on the assumption that the dependent variable 
and the independent variables have a linear relationship between them.

If two variables are linearly related, a graph of their relationship is a straight 
line. The equation of a straight line is:

 ✓ X is the independent variable

 ✓ Y is the dependent variable

 ✓ m is the slope coefficient

 ✓ b is the intercept

In this equation, the value of Y depends on the value of X (not the other way 
around). The slope tells you how much Y changes when X changes; the  
intercept tells you the value of Y when X equals 0.

For example, suppose that the equation of a straight line is:

Y = 4X – 7

The slope of 4 shows that:

 ✓ if X increases by 1, Y increases by 4

 ✓ if X decreases by 1, Y decreases by 4

The intercept of –7 shows that Y equals –7 when X equals 0.

In addition to having a linear relationship between the dependent variable 
and each independent variable, there must be a joint linear relationship 
between the dependent variable and all the dependent variables.

If variables don’t have a linear relationship, you can still use regression  
analysis; however, you may have to make adjustments to the regression 
equation. For example, it may be that the relationship between Y and X is 
nonlinear but that the relationship between ln(Y) — the natural logarithm 
with base e = 2.71828 — and X1 and X2 is linear. In this case, you can run a 
regression using ln(Y) as the dependent variable and X1 and X2 as the  
independent variables. Another possibility is that the relationship between 
ln(Y), ln(X1), and ln(X2) is linear. In this case, you use ln(Y) as the dependent 
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variable, and ln(X1) and ln(X2) as the independent variables. (Logarithmic 
transformations for regression analysis are discussed in Chapter 15.)

Estimating a Multiple  
Regression Equation

With multiple regression analysis, the population regression equation may 
contain any number of independent variables, such as 

In this case, there are k independent variables, indexed from 1 to k.

For example, suppose that the Human Resources department of a major 
corporation wants to determine whether the salaries of its employees are 
related to the employees’ years of work experience and their level of  
graduate education. To test this idea, the HR department picks a sample of 
eight employees randomly and records their annual salaries (measured in 
thousands of dollars per year), years of experience, and years of graduate 
education.

The following variables are defined:

 ✓ Y represents an employee’s annual salary, measured in thousands of 
dollars.

 ✓ X1 represents an employee’s number of years of job experience. A value 
of 0 represents someone who has no job experience (such as a recent 
college graduate).

 ✓ X2 represents the number of years of graduate education. A value of 0 
represents a college graduate with no graduate education.

The following lists the sample data.

Y (Annual Salary, in 
Thousands)

X1 (Years of 
Experience)

X2 (Years of Graduate 
Education)

80 1 0
90 2 1
100 3 2
120 4 2
85 1 0
95 2 1
105 2 2
140 8 3
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The HR department runs a regression using a spreadsheet program, such as 
Excel. Figure 16-1 shows the results.

 

Figure 16-1: 
Spreadsheet 

showing 
salary 

regression 
results.

 

Taking the intercept and slope coefficients (X1 and X2) from the Coefficients 
column in Figure 16-1, you can fill in the estimated regression equation as

(The values are rounded to two decimal places.)

This equation shows that the following is true for this firm:

 ✓ The starting salary for a new employee with no experience or graduate  
education is $76,470. This amount is based on the intercept of the 
regression equation.

 ✓ Each additional year of experience adds $5,320 to an employee’s salary; 
this amount is based on the coefficient of X1 (years of experience).

 ✓ Each additional year of graduate education adds $7,350 to an employee’s 
salary, which is based on the coefficient of X2 (years of graduate education).

 In each case, you multiply the coefficients by $1,000 to get the impact on 
salary because these variables are measured in thousands of dollars per year.
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The intercept of the equation, 76.47, shows the value of Y (the employee’s annual 
salary) when both X1 (years of experience) and X2 (years of graduate education) 
equal 0 (that is, a new employee with no experience or graduate education). The 
intercept shows that the starting salary is 76.47 × $1,000 = $76,470.

The coefficient of X1, 5.32, shows how much Y changes due to a one-unit 
change in X1. Because X1 represents years of experience, a one-unit change 
in X1 is one additional year of experience. Therefore, each additional year of 
experience adds 5.32 × $1,000 = $5,320 to an employee’s salary.

The coefficient of X2, 7.35, shows how much Y changes due to a one-unit 
change in X2. Because X2 represents years of graduate education, a one-unit 
change in X2 is one additional year of graduate school. Therefore, each  
additional year of graduate school adds 7.35 × $1,000 = $7,350 to an employee’s 
salary.

The following sections show how you can use the results from the spreadsheet 
to predict the salary of an employee with a specified number of years of  
experience and education. A new measure is introduced to determine how 
well the regression equation “fits” or explains the sample data; this is known 
as the adjusted coefficient of determination.

Two types of hypothesis tests are covered. A hypothesis is tested for all the 
slope coefficients of the regression equation as a group; if this hypothesis 
fails to be rejected, then none of the independent variables belong in the 
regression equation. Hypotheses are also tested about the individual slope 
coefficients of the regression equation to see if any of the independent  
variables should be discarded from the regression equation.

Predicting the value of Y
You can use the multiple regression equation for employee salaries from the 
previous section to predict the annual salary of an employee with a specific 
amount of experience and education. For example, suppose that a randomly 
chosen employee has five years of experience and one year of graduate  
education. The predicted salary of this employee is

This result shows that the predicted annual salary is (110.42)($1,000) = $110,420.
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The adjusted coefficient of determination
You can use several methods to test how well a multiple regression equation 
actually fits, or explains, the relationship between a dependent variable and 
one or more independent variables in a given data set. One of these methods 
is to use the adjusted coefficient of determination to determine how well the 
regression equation “fits” the sample data. The adjusted coefficient of  
determination is closely related to the coefficient of determination (also 
known as R2) you use to test the results of a simple regression equation 
(shown in Chapter 15).

The adjusted coefficient of determination (also known as adjusted R2 or ( , 
pronounced “R bar squared”) is a statistical measure that shows the propor-
tion of variation explained by the estimated regression line.

Variation refers to the sum of the squared differences between the values of 
Y and the mean value of Y, expressed mathematically as

Adjusted R2 always takes on a value between 0 and 1. The closer adjusted R2 
is to 1, the better the estimated regression equation fits or explains the  
relationship between X and Y.

The key difference between R2 and adjusted R2 is that R2 increases automatically 
as you add new independent variables to a regression equation (even if they 
don’t contribute any new explanatory power to the equation). Therefore, 
you want to use adjusted R2 with multiple regression analysis. Adjusted R2 

increases only when you add new independent variables that do increase  
the explanatory power of the regression equation, making it a much more 
useful measure of how well a multiple regression equation fits the sample 
data than R2.

The following equation shows the relationship between adjusted R2 and R2: 

 ✓ n = the sample size

 ✓ k = the number of independent variables in the regression equation
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Figure 16-2 highlights a section of the regression statistics from the spreadsheet 
in Figure 16-1. 

 

Figure 16-2: 
Spreadsheet 
showing the 

adjusted 
coefficient 
of determi-

nation.
 

Figure 16-2 shows the adjusted coefficient of determination (Adjusted R 
Square) as approximately 0.922.This is computed as follows:

R2 is found on Figure 16-2; it’s labeled “R Square” and equals 0.944346527. 
Because the sample contains eight observations, and there are two  
independent variables (years of experience and years of graduate education), 
the adjusted R2 is computed as:

(This equals the value in Figure 16-2 except for a slight rounding difference.)

The range of possible values for the adjusted coefficient of determination is 
from 0 to 1; in mathematical terms,

Based on the value of adjusted R2, the proportion of variation explained by 
the estimated regression line is approximately 0.922 or 92.2 percent. 
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The F-test: Testing the joint significance  
of the independent variables
The F-test is a special type of hypothesis test that is used to determine if the 
independent variables in a multiple regression equation jointly determine 
the value of the dependent variable. This is done by testing the hypothesis 
that all slope coefficients equal 0. If true, the regression equation doesn’t 
explain the relationship between the dependent and the independent vari-
ables. In this case, you may use a new set of independent variables to try to 
explain the value of the dependent variable.

In the following sections, the steps required to carry out the F-test are 
explained in detail, based on the salaries example found in the section 
“Estimating a Multiple Regression Equation.” This procedure begins with the 
statement of the null and alternative hypotheses, along with the choice of a 
level of significance. The next step is to construct the test statistic and  
compare it to a critical value before making a decision as to the validity of 
the regression equation. (Hypothesis testing is introduced in Chapter 12.)

The null and alternative hypotheses for the F-test
The first step in a hypothesis test is to specify the null hypothesis and the 
alternative hypothesis. A null hypothesis is a statement that is assumed to be 
true unless you find very strong evidence against it. An alternative hypothesis 
is a statement that is accepted instead of the null hypothesis if you reject the 
null hypothesis.

For the F-test with two independent variables, the null hypothesis is

This null hypothesis indicates that both slope coefficients (X1 and X2) equal 
0. A coefficient of 0 suggests that an independent variable doesn’t explain the 
value of the dependent variable. If you can’t reject this hypothesis, then you 
can’t use the regression equation to explain the relationship between  
the dependent variable (salaries) and the independent variables (years of 
experience and graduate education). 

The alternative hypothesis is that at least one slope coefficient doesn’t equal 
0. In other words, at least one of the independent variables does belong in 
the regression equation because it explains the value of the dependent  
variable.
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The level of significance for the F-test
The level of significance specifies the probability of a Type I error. This 
occurs when the null hypothesis is incorrectly rejected when it is actually 
true. A Type II error results when the null hypothesis is not rejected even 
though it is false. In many business applications, the level of significance is 
chosen to be 0.01, 0.05, or 0.10, and 0.05 is a common choice.

The Greek letter α (“alpha”) is normally used to represent the level of  
significance. The choice of the level of significance depends on how impor-
tant it is to avoid a Type I error compared with the importance of avoiding a 
Type II error. The higher the level of significance, the greater is the probabil-
ity of a Type I error, and the lower is the probability of a Type II error.

 It’s impossible to reduce the probability of both a Type I and a Type II error 
without increasing the size of the sample used to test the null hypothesis.

The test statistic for the F-test
A test statistic is a numerical value that’s used to determine if the null 
hypothesis should be rejected. If the test statistic has a large value (positive 
or negative), the likelihood that the null hypothesis will be rejected is also 
large.

You compute the test statistic (also known as the F-statistic) with this  
equation:

This test statistic is known as the F-statistic because probabilities for this  
statistic may be computed from the F-distribution. (The F-distribution is 
introduced in Chapter 13.)

In the salaries example in section “Estimating a Multiple Regression 
Equation,” the F-statistic equals

The value of R2 is taken from Figure 16-2 (it is labeled “R Square”). n equals 8 
because there are eight elements in the sample. k equals 2 because there are two 
independent variables (years of experience and years of graduate education).
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 The test statistic follows the F-distribution with k numerator degrees of freedom 
and [n – (k + 1)] denominator degrees of freedom. The F-distribution is  
characterized by two different types of degrees of freedom; these are known 
as numerator degrees of freedom and denominator degrees of freedom. 

For the F-test, you can find probabilities for the test statistic from an F-table 
based on the level of significance, the number of numerator degrees of freedom, 
and the number of denominator degrees of freedom. (See Chapters 13 and 14 
for more on the F-distribution and the F-table.)

Figure 16-3 shows a portion of Figure 16-1, highlighting the ANOVA (analysis of 
variance) table. Here, you see that the value of the F-statistic is 42.42082621, 
which is approximately equal to 42.42 (found under the F-stat column). Note 
that you can also obtain the value of the F-statistic from two values in the 
ANOVA table:

 1. MS(Regression), which equals 1297.000933 and is found at the intersection 
of the row labeled “Regression” and the column labeled “MS”

 2. MS(Residual), which equals 30.57462687 and is found at the intersection 
of the row labeled “Residual” and the column labeled “MS”

The ratio of these two values = 1297.000933 / 30.57462687 = 42.42082621, or 
approximately 42.42.

 

Figure 16-3: 
The ANOVA 

table for 
the salaries 

example.
 

R2 is the ratio of SS(Regression) to SS(Total). Adjusted R2 is obtained from R2 as 

where n = the sample size, and k = the number of independent variables in 
the regression equation.
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The critical value for the F-test
A critical value shows the number of standard deviations away from the 
mean of a distribution where a specified percentage of the distribution is 
above the critical value, and the remainder of the distribution is below the 
critical value.

In general, when testing a hypothesis the test statistic is compared with one 
or two critical values. If the test statistic is more extreme than the relevant 
critical value, the null hypothesis is rejected. Otherwise, the null hypothesis 
fails to be rejected.

For the F-test, there’s a single critical value, which is uniquely determined by the 
level of significance and the numerator and denominator degrees of freedom.

For the F-test, the numerator and denominator degrees of freedom are  
computed as follows:

 ✓ Numerator degrees of freedom: k = 2

 ✓ Denominator degrees of freedom: [n – (k + 1)] = (8 – [2 + 1]) = 5

You can choose the appropriate critical value from an F-table. (The F-table 
is introduced in Chapter 13; the values in the table are taken from the 
F-distribution.)

Unlike the tables used for most other probability distributions, you need one 
entire F-table for each level of significance. Table 16-1 shows an excerpt from 
the F-table for a 5 percent level of significance (α = 0.05):

Table 16-1 A Section of the F-Table with α = 0 .05
υ2\υ1 2 3 4 5 6 7 8 9
2 19.00 19.16 19.25 19.30 19.33 19.35 19.37 19.38
3 9.55 9.28 9.12 9.01 8.94 8.89 8.85 8.81
4 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00
5 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77
6 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.10
7 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68
8 4.46 4.07 3.84 3.69 3.58 3.50 3.44 3.39
9 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18
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The top row represents the numerator degrees of freedom (υ1); the first 
column represents the denominator degrees of freedom (υ2).

In this example, you’re looking for a right-tail area of 5 percent with υ1 = 2, and 
υ2 = 5. You find this critical value at the intersection of the column labeled  
2 and the row labeled 5. You express this critical value mathematically as

The decision for the F-test
If the test statistic exceeds the critical value, you reject the null hypothesis; 
otherwise, you don’t reject it. In this case, the test statistic is approximately 
42.42, and the critical value is 5.79. Therefore, you reject the hypothesis that 
all the slope coefficients (β1 and β2) are equal to zero. In other words, one (or 
both) of the independent variables (years of experience and years of graduate 
education) explains the annual salaries of the employees at this company.

Testing the null hypothesis with the p-value when testing  
the joint significance of the slope coefficients
As an alternative to comparing the F-statistic with a critical value, you can 
test the hypothesis by comparing the p-value (probability value) with the 
level of significance.

The p-value represents the probability that a test statistic will equal a  
specified value when the null hypothesis is true. A low p-value is evidence 
against a null hypothesis.

When you’re using the p-value, the decision rule is this: If the p-value is less 
than the level of significance, you reject the null hypothesis; otherwise, you 
won’t reject the null hypothesis.

In this example, the level of significance is 0.05 (5 percent). Figure 16-3 shows 
the p-value (under the Significance F column) as (approximately) 0.0007. 
Because the p-value is well below the level of significance, you reject the null 
hypothesis. Therefore, at least one of the slope coefficients is statistically  
significant at the 5 percent level.

The t-test: Determining the significance  
of the slope coefficients
After you use the F-test to confirm that at least one slope coefficient isn’t 
equal to 0, you test each slope coefficient separately to determine if it 
belongs in the regression equation; this requires the use of a hypothesis test 
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known as the t-test. (The test has this name because the test statistic and the 
critical values are taken from the Student’s t-distribution. See Chapter 15 for 
more on this test.) The t-test lets you determine which of the slope  
coefficients is statistically significant or if both are statistically significant.

Null and alternative hypotheses for the t-test
With the t-test, the null hypothesis states that a slope coefficient equals 0.  
For example, to test the hypothesis that β1 = 0, you would write the null 
hypothesis as .

There are three possible alternative hypotheses:

: This is known as a right-tailed test

: This is known as a left-tailed test

: This is known as a two-tailed test

With a right-tailed test, you are looking for evidence that the actual value of 
β1 is greater than 0; with a left-tailed test, you are looking for evidence that the 
actual value of of β1 is less than 0. With a two-tailed test, you are looking for 
evidence that the actual value of β1 is different from 0. For the t-test, the two-
tailed approach is usually taken.

Level of significance for the t-test
When you test hypotheses about individual regression coefficients, the level 
of significance (α) is often set equal to 0.05 (5 percent). Other commonly 
used choices include 0.001, 0.01, 0.05, and 0.10.

Test statistic for the t-test
For the t-test, the test statistic is the ratio of the estimated coefficient to the 
standard error of the coefficient. For example, the test statistic for determining 
whether β1 = 0 is

 This expression is known as a t-statistic because it follows the t-distribution. 
(You can compute probabilities for the t-statistic from a Student’s t-table. See 
Chapter 11 for more discussion of the Student’s t-distribution.)

You can find the values you need to construct the t-statistic from the regression  
statistics under the Coefficients and Standard Error columns, as shown in 
Figure 16-4.
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Figure 16-4: 
Coefficients 

and 
standard 
errors for 
the salary 
example.

 

As you can see in Figure 16-4, for the variable X1 (years of experience),  
the coefficient is (approximately) 5.32, and the standard error is  
(approximately) 1.70.

The ratio of these two values is

Figure 16-4 also shows that for the variable X2 (years of graduate education), 
or that β2 = 0, the coefficient is (approximately) 7.35, and the standard error 
is (approximately) 3.67.

The ratio of these two values is

Critical values for the t-test
With a multiple regression equation, you take the critical values from the 
Student’s t-table with n – (k + 1) degrees of freedom (n is the sample size and 
k is the number of independent variables).

The number of degrees of freedom refers to the number of independent  
elements in a sample. 

 When testing hypotheses about a slope coefficient, the degrees of freedom 
equals the sample size (n) minus k+1 (k is the number of independent variables 
in the regression equation). This is because the sample data is used to  
estimate k+1 values: These are the estimated intercept and k estimated slope 
coefficients. As a result, the degrees of freedom equal n–(k+1).
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The critical value depends on the alternative hypothesis as follows:

 ✓ For a right-tailed test, there is a single critical value, 

  If the test statistic is greater than this value, the null hypothesis is 
rejected; otherwise, it fails to be rejected.

 ✓ For a left-tailed test, there is a single critical value, 

  If the test statistic is less than this value, the null hypothesis is rejected; 
otherwise, it fails to be rejected.

 ✓ For a two-tailed test, there are two critical values, 

  If the test statistic is greater than the positive critical value or less than 
the negative critical value, the null hypothesis is rejected; otherwise, it 
fails to be rejected.

When testing hypotheses about the slope coefficients in a regression equation, 
the appropriate number of degrees of freedom equals n – (k + 1); n is the 
sample size and k is the number of independent variables. For the salaries 
example, the sample size is 8 and there are two independent variables (years 
of experience and years of graduate education.) Therefore, the degrees of 
freedom equals n – (k + 1) = 8 – (2 + 1) = 5.

Because this is a two-tailed test, two critical values occur:

You can find these critical values in a Student’s t-table, which is based on 
the Student’s t-distribution (see Chapter 11 for details). Table 16-2 shows an 
excerpt:

Table 16-2 The Student’s t-Distribution
Degrees of Freedom t0.10 t0.05 t0.025 t0.01 t0.005

5 1 .476 2 .015 2 .571 3 .365 4 .032
6 1 .440 1 .943 2 .447 3 .143 3 .707
7 1 .415 1 .895 2 .365 2 .998 3 .499
8 1 .397 1 .860 2 .306 2 .896 3 .355
9 1 .383 1 .833 2 .262 2 .821 3 .250
10 1 .372 1 .812 2 .228 2 .764 3 .169

The t-distribution (also known as the Student’s t-distribution) is a continuous 
probability distribution that has a mean of zero, is symmetrical about its 
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mean, and has more areas in the “tails” of the distribution than the standard 
normal distribution. (The standard normal distribution is found in Chapter 9; 
the Student’s t-distribution is found in Chapter 11.) The Student’s t-distribution 
is uniquely characterized by its degrees of freedom.

You find the value of the positive critical value, , at the intersection of the 
row labeled 5 degrees of freedom and the column labeled t0.025. The positive 
critical value is 2.571. Due to the symmetry of the Student’s t-distribution,  
the negative critical value equals the positive critical value with a negative 
sign: –2.571.

Decision rule for the t-test
For testing the hypothesis , you reach the appropriate decision as 
follows:

 ✓ If the value of the test statistic is greater than 2.571, you reject the null 
hypothesis  in favor of the alternative hypothesis .

 ✓ If the value of the test statistic is less than –2.571, you reject the null 
hypothesis  in favor of the alternative hypothesis .

 ✓ If the test statistic falls between –2.571 and 2.571, you don’t reject the 
null hypothesis .

You follow the same process when you test the hypothesis .

For β1, the test statistic is 3.13, which is greater than 2.571. Therefore, you 
reject the null hypothesis  in favor of , which indicates that 
β1 is different from 0 (that is, it’s statistically significant). Therefore, in the 
example used throughout this chapter, strong evidence shows that X1 (years 
of experience) explains some of the value of Y (annual salary).

For β2, the test statistic is 2.00, which is between –2.571 and 2.571. Therefore, 
you don’t reject the null hypothesis . You have insufficient evidence 
to show that that X2 (years of graduate education) explains the value of Y 
(annual salary).

Testing the null hypothesis with the p-value when  
testing the individual slope coefficients
As an alternative to comparing the t-statistic with critical values, you can  
test the hypothesis by comparing the p-value with the level of significance. 
The decision rule is then if the p-value is less than the level of significance, you 
reject the null hypothesis; otherwise, you don’t reject the null hypothesis.
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In the example of the employee salaries, the level of significance is 0.05 (5 
percent). You can find the p-values for X1 and X2 by referring to Figure 16-4.

For β1, the p-value is 0.025720432, which is less than 0.05. Therefore, you 
reject the null hypothesis  in favor of , which indicates that 
β1 is different from 0 (that is, it’s statistically significant).

For β2, the p-value is 0.101492144, which is greater than 0.05. Therefore, you 
don’t reject the null hypothesis . So β2 is not different from 0 (that 
is, it’s not statistically significant).

 The results you get from using the p-value always match the results of  
comparing a test statistic with critical values.

Checking for Multicollinearity
One of the potential difficulties with multiple regression analysis is  
multicollinearity. Multicollinearity occurs when two or more of the independent  
variables are highly correlated with each other, causing the correlated variables 
to have large standard errors, so they appear to be statistically insignificant 
even if they’re not. (In other words, there’s a risk that independent variables 
are removed from the regression equation that should be included.)

Multicollinearity is unique to multiple regression because it has multiple 
independent variables (simple regression has only one independent variable 
so that multicollinearity can’t occur).

A statistic known as the variance inflation factor (VIF) may be used to check 
for multicollinearity. As a rule of thumb, if the VIF is 10 or more, this is a sign 
that multicollinearity is present.

One approach to removing multicollinearity is to eliminate one of the  
correlated variables from the regression. Doing so lowers the p-values of the 
uncorrelated independent variables, which reduces the risk that they’ll be 
considered statistically insignificant when they’re not.
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Chapter 17

Forecasting Techniques:  
Looking into the Future

In This Chapter
▶ Developing time series models with regression analysis
▶ Modeling seasonality in a time series
▶ Using smoothing techniques
▶ Determining which model produces the best forecasts

S 
uppose you could forecast the price of Apple stock at the end of closing 
tomorrow. How rich could you be? What if you could foresee the future 

path of interest rates? How much of an advantage would you have over other 
investors? Trying to predict the future is an ancient art; some would suggest 
that the newest mathematical techniques are no more successful than tarot 
cards and Ouija boards.

Despite of the difficulty of forecasting the future, economists, investors,  
analysts, and traders do attempt to predict future values of economic variables, 
such as stock prices, commodity prices, interest rates, exchange rates, and 
so on. Many trading strategies depend on being able to use past history to 
correctly forecast the future. When these strategies succeed, it’s an open 
question whether their success was due to sophisticated models or just plain 
dumb luck.

While forecasting is notoriously difficult, there are several classical techniques 
that may be useful for short-term business forecasting. These models have 
one thing in common — all base their predictions on past history and the 
assumption that history will be repeated in the future. This chapter focuses 
on these techniques, which include linear trend models, quadratic trend 
models, seasonally adjusted models, and exponential smoothing models.
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Defining a Time Series
A time series is a sequence of random variables indexed by time. (Random 
variables are introduced in Chapter 7.) You express a time series as {yt}, 
where yt is the value of a random variable at time t. For example, daily closing 
price of IBM is a random variable because its value isn’t known prior to the 
end of the trading day. The daily closing price of IBM stock over ten trading 
days can be represented as . yt is the price of IBM stock 
at time t.

 A time series may contain the following effects:

 ✓ Trend effects refers to a long-run increase or decrease in a time series. 
For example, gold prices taken from the past 40 years would show a very 
strong positive trend because prices have risen consistently over this 
period Trends may be due to a large number of different factors, such as 
population growth, technological improvement, and increasing incomes.

 ✓ Seasonal effects refer to the impact of the time of year on economic 
variables. For example, sales of bathing suits, surfboards, and so forth 
are much stronger during the warmer months. Sales of Christmas trees, 
turkeys, and pumpkin pies are stronger during the colder months. Many 
variables aren’t affected by the season; for example, the price of office 
furniture is not likely to fluctuate due to changes in the season.

 ✓ Cyclical effects refer to the impact of the business cycle. For example, 
sales of expensive items, such as new homes and new cars, decline 
when the economy falls into recession. As another example, interest 
rates tend to fall during recessions and rebound during recoveries.

 ✓ Irregular effects refer to the impact of random events such as strikes, 
earthquakes, sudden changes in the weather, and so on.

Modeling a Time Series with  
Regression Analysis

A time series may be modeled in several different ways; one of these is to use 
regression analysis. (Simple regression analysis is covered in Chapter 15, and 
multiple regression analysis is covered in Chapter 16.) In this case, the value 
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of the time series being modeled is assumed to depend only on the passage 
of time; for example, time is the independent variable.

The basic form of a time series regression model can be expressed as 
.

TRt is the trend of the time series at time t, and εt is an error term at time t.

To estimate a time series with regression analysis, the first step is to identify 
the type of trend (if any) that’s present in the data. The type of trend determines 
the exact equation that is estimated. After this has been specified, the next 
step is to run a regression of the time series data using time as the independent 
variable. The final step is to test the validity of the results.

This section explains the different types of trends that may be encountered 
in time series data, such as linear trends and quadratic trends. 

Classifying trends
In the following sections, I define the basic types of trends that may appear in 
a time series.

No trend
In the case where a time series doesn’t increase or decrease over time, it may 
instead randomly fluctuate around a constant value. In this case, the time 
series has no trend. The trend equation is set equal to a constant, which is 
the intercept of a regression equation: 

The corresponding regression equation is .

When no trend occurs, the values of the time series may rise or fall, but on 
average they tend to return to the same level (β0; (for example, the intercept 
of the regression equation). Figure 17-1 shows a time series with no trend.

Notice that the values of Y are randomly rising and falling; there is no clear 
pattern in the data.
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Figure 17-1:  
A time 
series  

without a 
trend.

 

Linear trend
With a linear trend, the values of a time series tend to rise or fall at a constant 
rate (β1). The linear trend is expressed as .

The corresponding regression equation is .

Figure 17-2 shows a time series with a positive linear trend. With this type of 
trend, the independent variable yt increases at a constant rate over time. (If a 
time series has a negative linear trend, the independent variable yt decreases 
at a constant rate over time.)

 

Figure 17-2:  
A time 

series with 
a positive 

linear trend.
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Note that as t increases (such as time elapses), Y tends to increase on  
average. The trend line drawn through the values of Y has a positive slope, 
indicating that Y has a positive linear trend.

Quadratic trend
With a quadratic trend, the values of a time series tend to rise or fall at a rate 
that that is not constant; it changes over time. As a result, the trend is not a 
straight line. The trend is expressed as .

The corresponding regression equation is .

Figure 17-3 shows a time series with a quadratic trend. In this case, the value 
of yt increases at an increasing rate over time.

 

Figure 17-3:  
A time 

series with 
a quadratic 

trend.
 

Note that as t increases (such as time elapses), Y tends to increase at an 
increasing rate. The trend is curving upward; this type of curve indicates that 
the Y has a positive quadratic trend.

 A quadratic equation has at least one squared term. For example, the following 
is a quadratic equation:
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Other possible trends
It’s possible that a trend may contain terms that are raised to the third 
power, fourth power, or higher. This type of trend is extremely rare in  
business applications. Most time series of financial data have a linear trend, a 
quadratic trend, or no trend at all.

Estimating the trend
To estimate a time series, a trend must be estimated. You begin by creating a 
line chart of the time series (line charts are introduced in Chapter 2). The line 
chart shows how a variable changes over time; it can be used to inspect the 
characteristics of the data, in particular, to see whether a trend. For example, 
suppose you’re a portfolio manager and you have reason to believe a linear 
trend occurs in a time series of returns to Microsoft stock. You plot the 
monthly prices from August 2008 to July 2013 on a graph like Figure 17-4.

 

Figure 17-4: 
Monthly 

returns to 
Microsoft 

stock.
 

According to Figure 17-4, no trend occurs in the data. The returns rise and 
fall with no particular pattern. 
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To formally test whether a linear trend occurs, run a time series regression 
with a time trend as the independent variable, which you can set up like so:

In this example, the dependent variable is the price of Microsoft stock, and 
the independent variable is time (measured in months).

Figure 17-5 shows the results of this regression analysis.

 

Figure 17-5: 
Regression 

of Microsoft 
returns 

against time 
with a linear 

trend.
 

To run this regression, the independent variable (time) is assigned numerical  
values as follows. You assign the first date in the sample a value 1, the 
second date a value of 2, and so forth. So for this example, you assign August 
2008 a value of 1, September 2008 a value of 2, and so on so that the last 
observation in the sample, July 2013, has a value of 60.

Note that in Figure 17-5, the coefficient of time is not statistically significant; its 
p-value is approximately 0.6898. For many hypothesis tests, as a rule of thumb 
any p-value above 0.05 indicates that a variable is not statistically  significant. 
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More formally, the null hypothesis  can’t be rejected at the 5 percent 
level of significance (see Chapter 12 for details on hypothesis testing.) This 
means there isn’t enough evidence to show there is a trend in the data.

When there’s no trend, the value of .

As another example, suppose that instead of estimating a linear trend for 
the returns to Microsoft stock, you estimate a linear trend for the price of 
Microsoft stock. Figure 17-6 shows a plot of monthly Microsoft stock prices 
from August 2008 to July 2013.

 

Figure 17-6: 
Monthly 
prices of 

Microsoft 
stock.

 

Figure 17-7 shows the results of running a regression of the price of Microsoft 
stock against time with an assumed linear trend.

The results show that the time variable is statistically significant at the 5 per-
cent level (because the p-value for time is well below 0.05). Based on the coef-
ficients in Figure 17-7, the estimated regression equation is .

(Note that I rounded the coefficients in this equation.) This equation shows 
that during the sample period, the price of Microsoft stock grew by an average 
of $0.1975 per month because 0.1975 is the coefficient of t, and y is measured 
in dollars.
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Figure 17-7: 
Regression 

of Microsoft 
prices 

against time 
with a linear 

trend.
 

Suppose that in your role as portfolio manager you want to determine 
whether a quadratic trend occurs in the time series of Microsoft stock prices.

If there is a quadratic trend in a time series, the appropriate regression  
equation is .

There is one new term in this equation:

Because time is squared here, this term captures the curvature of the trend. If 
this term is statistically significant, the trend associated with this time series 
is said to have a quadratic trend.

Figure 17-8 shows the results of running this regression.
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Figure 17-8: 
Regression 

of Microsoft 
prices 

against time 
with a  

quadratic 
trend.

 

Figure 17-8 shows that the coefficient of time (t) is statistically significant, 
whereas the coefficient of time squared (t2) is not, indicating that there is not 
a quadratic trend in the data, but there is a linear trend. Therefore, the price 
of Microsoft stock should be forecast with the linear trend model: 

Forecasting a Time Series
Based on the estimated regression equation from the previous section,

you can use this equation to predict the future value of Microsoft stock 
prices. By forecasting with a time series regression model, you are using the 
past history of Microsoft stock to make a prediction about where the stock 
will be in the future. 
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Suppose in July 2013 you want to forecast the price of Microsoft stock for 
August 2013. In the section “Estimating the Trend,” the dates associated with 
the Microsoft stock prices are assigned numerical values ranging from 1 to 
60; 60 represents the most recently observed price in July 2013. Therefore, 
August 2013 is assigned a value of 61. To forecast the price of Microsoft stock 
in August 2013, 61 is substituted for t in the regression equation:

Changing with the Seasons:  
Seasonal Variation

Seasonal variation refers to recurring changes in a time series that are due  
to the season of the year. For example, the demand for oil tends to be  
greatest during the summer (for gasoline) and the winter (for heating). For 
such cases, you extend the time series regression model to include a seasonal 
variable (St):

You then use a scatterplot to determine whether a time series exhibits  
seasonal variation, and if so, what type. For example, the seasonality could 
be quarterly or monthly.

To see the effect of seasonality, you can use dummy variables.

A dummy variable is also known as an indicator variable or a binary  
variable. A dummy variable is used to represent the values of a qualitative  
(non-numerical) variable in a regression equation; some examples are 
gender, color, style, and so on.

The most important feature of a dummy variable is that it can assume only 
one of two values: 1 or 0. 1 is normally used to indicate a specified condition 
is true, whereas 0 means that the condition is false. For example, a dummy 
variable could represent the gender of the people who reply to a survey. In 
this case, 1 could represent males and 0 could represent females.
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For modeling seasonal variation, you can use a dummy variable to indi-
cate whether an observation in a time series belongs to a given season. For 
example, suppose you’re analyzing oil demand. You want to see whether the 
demand for oil is related to the quarter of the year. You have reason to believe 
that demand peaks in the fourth and first quarters due to cold weather.

For this exercise, you define the following seasonal dummy variables:

D1 = 1 if time period t is in the first quarter; it equals 0 otherwise.

D2 = 1 if time period t is in the second quarter; it equals 0 otherwise.

D3 = 1 if time period t is in the third quarter; it equals 0 otherwise.

In this case, you have only three dummy variables, not four, because including 
one dummy variable for each season leads to multicollinearity — when two 
or more independent variables in a regression equation are highly correlated 
with each other so they have large standard errors and can appear statistically 
insignificant even if they’re not. Multicollinearity affects the reliability of the 
regression results, and can be avoided by not including highly correlated 
independent variables in the regression equation. (See Chapter 16 for more 
on multicollinearity.)

In this example, the coefficient of D1 measures the impact on oil demand 
of the first quarter compared with the fourth quarter. In other words, the 
fourth quarter is used as a benchmark against which the other quarters are 
measured. If the coefficient of D1 is positive, the demand for oil is greater in 
the first quarter than in the fourth quarter; if the coefficient of D1 is negative, 
the demand for oil is smaller in the first quarter than in the fourth quarter. 
Similarly, the coefficient of D2 measures the impact on oil demand of the 
second quarter compared with the fourth quarter, and the coefficient of D3 
measures the impact on oil demand of the third quarter compared with the 
fourth quarter.

The appropriate time series regression equation is

As an example, suppose a sporting goods store sells surfboards. In this case, 
sales depend heavily on the specific quarter of the year. In particular, sales 
are strongest during the second and third quarters and are extremely weak 
during the first and fourth quarters.
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To analyze the relationship between surfboard sales and quarters, you run 
a regression with, say, ten years of quarterly data. Sales are the dependent 
variable. The independent variables consist of a time trend and a series of 
three quarterly dummy variables, defined as follows:

D1 = 1 if an observation occurs in the first quarter, otherwise 0

D2 = 1 if an observation occurs in the second quarter, otherwise 0

D3 = 1 if an observation occurs in the third quarter, otherwise 0

The graph in Figure 17-9 shows quarterly sales (in thousands of dollars) of 
the sporting goods store for 2001 to 2010. A trend line is included.

 

Figure 17-9: 
Quarterly 

sales 
data with 
seasonal 
variation.

 

Figure 17-9 shows that the trend line by itself does a poor job of explaining 
sales. The trend line is often extremely far from the actual sales numbers 
because the data are highly seasonal. Because the data are clearly affected 
by the seasons, it makes sense to run a regression with a trend and the  
seasonal dummies. Figure 17-10 shows the results. 
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Figure 17-10: 
Regression 

of quar-
terly sales 
data with 
seasonal 
dummies 

and trend.
 

The results show that each of the independent variables has a statistically 
significant coefficient and, therefore, belongs in the regression equation (in 
other words, these variables help explain the value of sales) because the 
p-value is below 0.05 in each case. Here are the approximate coefficients of 
the variables.

Intercept 13.9029
Trend –0.1071
D1 –4.8560
D2 8.2464
D3 7.6572

The trend indicates that sales are decreasing by $107.1 (0.1071 × $1,000) per 
month over the ten-year sample period. The coefficients of the remaining 
dummy variables show the value of sales compared with a trend line at the 
level of average fourth quarter sales. This line has an intercept of 13.9029 and 
a slope of –0.1071 and represents fourth quarter sales.
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The coefficient of D1 shows that sales during the first quarter are below the 
fourth quarter by $4,856.00 (4.8560 × $1,000). The coefficient of D2 shows that 
sales during the second quarter are above the fourth quarter by $8,246.40 
(8.2464 × 1,000). The coefficient of D3 shows that sales during the third  
quarter are above the fourth quarter by $7,657.20 (7.6572 × $1,000).

Implementing Smoothing Techniques
Smoothing techniques are designed to remove random fluctuations from a 
time series so the trend, seasonal variation, and cyclical variation (if any) in 
the data are easy to identify.

Two widely used smoothing techniques are moving averages and centered 
moving averages, which I talk about in the next sections.

Moving averages
A moving average (MA) is an average of the most recent observations in a 
time series. For example, a five-period moving average is the average of the 
five most-recent values in a time series. In general, an n-period moving average is 
the average value of the n most recent observations taken from a time series. 

Compute an n-period moving average with this formula:

For example, the following lists the monthly prices of a stock between 
October 2012 and July 2013.

Month Price
October 2012 100
November 2012 101
December 2012 103
January 2013 99
February 2013 97
March 2013 102
April 2013 101
May 2013 98
June 2013 104
July 2013 106
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To construct a three-month moving average, take the average of the first three 
observations, in this case, October, November, and December prices:

Then find the average of the next three observations, starting with the 
second observation, so you’re finding the average of the second, third, and 
fourth observations (or November, December, and January):

Continue the process for the entire sample. Table 17-1 shows the resulting 
three-month moving averages.

Table 17-1 Three-Month Moving Averages
Month Price 3-Month Moving Average
October 2012 100 ***
November 2012 101 101.33
December 2012 103 101.00
January 2013 99 99.67
February 2013 97 99.33
March 2013 102 100.00
April 2013 101 100.33
May 2013 98 101.00
June 2013 104 102.67
July 2013 106 ***

The first three-month moving average is listed next to November 2012, even 
though it represents the average of October2, November2, and December2. 
This shows that November 2012 is the “center” of the moving average.

Similarly, the three-month moving average constructed from the November2, 
December2, and January3 prices is shown next to December, indicating that 
it’s the center of the average2. Plotting these moving averages and the  
original prices (as shown in Figure 17-11) illustrates that moving averages 
reduce the fluctuations in the data and shows more clearly if there is any 
trend in the data. (The moving averages are said to “smooth out” the data.)
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Figure 17-11: 
Original 

prices and 
three-month 

moving 
average.

 

The number of terms used to compute a moving average is usually determined 
by the data. For example, 12-month moving averages are often used with 
monthly data.

Centered moving averages
A centered moving average is an average of moving averages. How’s that for  
a definition? You use a centered moving average to remove the effect of  
seasonal and irregular factors from a time series, so only the trend and  
cyclical factors remain.

Using the stock prices from the previous example data (refer to Table 17-1), 
the first three-month moving average is 101.33 and the second three-month 
moving average is 101.

The centered moving average is then

Table 17-2 shows the centered moving averages for the rest of the months.
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Table 17-2 Three-Month Moving Averages and  
 Centered Moving Averages
Month Price 3-Month Moving 

Average
Centered Moving 
Average

October 2012 100 *** ***
November 2012 101 101.33 101.17
December 2012 103 101.00 100.33
January 2013 99 99.67 99.50
February 2013 97 99.33 99.67
March 2013 102 100.00 100.17
April 2013 101 100.33 100.67
May 2013 98 101.00 101.83
June 2013 104 102.67 ***
July 2013 106 *** ***

Figure 17-12 shows a comparison of the moving average and centered moving 
average. The centered moving average is smoother than the moving average.

 

Figure 17-12: 
Prices, 

three-month 
moving 

averages, 
and cen-

tered 
moving 

averages.
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Exploring Exponential Smoothing
The moving average and centered moving average techniques have one 
common feature: Both assign equal weights to all elements of a time series. 
For example, when you’re computing a three-month moving average, you 
multiply each observation by a weight of one-third (or, as you may know, you 
can get the same results by dividing by 3 instead). If a time series consists 
of data that become less relevant as time elapses, it may make more sense 
to assign steadily declining weights to older observations. You do this with 
exponential smoothing.

With exponential smoothing, you assign weights to the members of the  
time series to ensure that newer observations have more importance than 
older observations. You implement the weighting scheme using a smoothing 
constant. This is the value that determines how much smoothing takes place; 
the higher the smoothing constant, the more random variation is removed 
from the time series, thus making the time series smoother.

To implement the exponential smoothing approach, you use the following 
formula:

In this formula,

Et = the exponentially smoothed value at time t

Et – 1 = the exponentially smoothed value at time t – 1 (one period in the past)

α = the smoothing constant, which assumes a value between 0 and 1; the 
closer the value is to 1, the more smoothing takes place 

yt–1– = the value of the time series at time t–1 

As an example, look at following lists of daily gold prices between 4/15/13 and 
4/24/2013:

Date Price ($/ounce)
4/15/13 $1,481.84
4/16/13 $1,422.82
4/17/13 $1,368.21
4/18/13 $1,378.20
4/19/13 $1,381.07
4/20/13 $1,401.96
4/21/13 $1,403.53
4/22/13 $1,403.53
4/23/13 $1,421.14
4/24/13 $1,418.78
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An analyst wants to apply exponential smoothing to the data in order to  
produce a forecast of the price of gold on 4/25/13. Suppose the analyst believes 
that the data needs a significant amount of smoothing in order to eliminate 
random daily fluctuations in gold prices and show if there is any trend in the 
data. He picks a high value for the smoothing constant (α); assume that he 
chooses 0.7 Table 17-3 shows the resulting exponentially smoothed values 
of the daily gold prices. (Assume that the exponentially smoothed price for 
4/15/13 has already been computed from prior data to $1,493.77.)

Table 17-3 Daily Gold Prices with Exponential Smoothing
Date Price ($/ounce) Exponentially Smoothed Price (α = 0.7)
4/15/13 $1,481.84 $1493.77
4/16/13 $1,422.82 $1485.42
4/17/13 $1,368.21 $1441.60
4/18/13 $1,378.20 $1390.23
4/19/13 $1,381.07 $1381.81
4/20/13 $1,401.96 $1381.29
4/21/13 $1,403.53 $1395.76
4/22/13 $1,403.53 $1401.20
4/23/13 $1,421.14 $1402.83
4/24/13 $1,418.78 $1415.84

The exponentially smoothed price equals α times the previous day’s price of 
gold plus (1 – α) times the previous day’s exponentially smoothed price.

For example, on 4/16/13, the exponentially smoothed price is

On 4/17/13, the exponentially smoothed price is:
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You compute the rest of the exponentially smoothed values the same way.

The graph in Figure 17-13 shows the relationship between actual gold prices 
and exponentially smoothed gold prices:

 

Figure 17-13:  
Prices 

and expo-
nentially 

smoothed 
prices for 

gold.
 

As you can see, the exponentially weighted values don’t fluctuate as much 
as the original values. With random fluctuations removed from the data, it is 
easier to see the trend in the data.

Forecasting with exponential smoothing
With an exponential smoothing model, you can make a forecast for the next 
period with the following formula. The forecast for time t + 1 (one period in 
the future) as of time t is .

In the gold price example from the previous section, the price on 4/24/13 is 
$1,418.78, while the exponentially smoothed price is $1,415.84. The forecast 
for 4/25/13 is, therefore
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Comparing the Forecasts  
of Different Models

Because there are several different types of models that can be used to  
predict the future values of a time series, it’s important to be able to compare 
the quality of their results. Two techniques that are designed to test how well 
a forecasting model matches actual data are known as mean absolute deviation 
(MAD) and mean square error (MSE).

 ✓ Mean absolute deviation (MAD) is the average absolute value of the  
differences between the actual values of yt and the predicted values (for 
example, the absolute value of the prediction errors). You compute MAD 
with this formula:

  

   is the predicted value of yt

   is known as the prediction error associated with yt

 ✓ Mean square error (MSE) is the average squared prediction error. You 
use the following equation to compute MSE:

  

As an example, Figure 17-14 shows the prices of gold between 4/15/2013 and 
4/24/2013. A time series model was used to forecast the price of gold during 
this period. A prediction error was computed for each date; the prediction 
error equals the actual price of gold minus the predicted value of gold. The 
absolute value of these prediction errors is computed for each date, as is the 
square of the prediction errors.

MAD is the average of the absolute values of the prediction errors; MSE is the 
average of the squared prediction errors. Figure 17-14 shows that the MAD 
equals 24.70, while the MSE equals 1079.44.
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Figure 17-14:  
MAD and 

MSE  
computed 

for gold 
price  

forecasts.
 

For any type of predictive model, the lower the value of the MAD or the MSE, 
the better the model fits the observed data. Using these measures lets you 
compare the results of different models (such as moving averages, exponential 
smoothing, and so forth) to determine which model provides the most  
accurate predictions for a given set of data.

One of the drawbacks of MSE is that it’s more affected by extremely large 
prediction errors than MAD. One of the advantages of MSE is that it has more 
convenient mathematical properties than MAD. Because MAD is based on the 
absolute value, techniques for minimizing MAD are more complex than  
techniques for minimizing MSE. 
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Part V
The Part of Tens

 Enjoy an additional Business Statistic Part of Tens chapter online at  
www.dummies.com/extras/businessstatistics.

http://www.dummies.com/extras/businessstatistics


In this part…
 ✓ See how statistical tests are based on the assumption of nor-

mality, and review several techniques available for testing 
whether a particular set of data is normally distributed.

 ✓ Check out several types of problems that may arise when the 
assumptions of regression analysis are not met; two problems 
that can plague simple regression analysis are autocorrelation 
and heteroscedasticity.



Chapter 18

Ten Common Errors That Arise  
in Statistical Analysis

In This Chapter
▶ Understanding logical fallacies that may arise in statistical analysis
▶ Avoiding drawing incorrect conclusions from statistical results
▶ Understanding the types of errors that can result in regression analysis
▶ Understanding forecasting errors
▶ Realizing how information may be presented incorrectly

I 
n the For Dummies Part of Tens fashion, this chapter discusses ten ways 
people may draw incorrect conclusions from statistical tests. These 

erroneous conclusions can result from several sources, including incorrect 
assumptions, misunderstanding the meaning of a statistical test, use of  
inappropriate data, and measurement error.

Any one of these mistakes can lead to erroneous conclusions being drawn, 
no matter how sophisticated the techniques being used. Part of the art of 
statistics is knowing which techniques to use under different circumstances 
and how to correctly interpret them. The following sections discuss different 
types of errors that may result from the incorrect application of statistical 
techniques.

Designing Misleading Graphs
Graphs may give a misleading picture of a sample or population if they’re not 
well designed. For example, if you use scales on a graph that are substantially 
different from the values in the data you’re analyzing, you may end up with a 
highly distorted view of the data.
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Figures 18-1 and 18-2 represent the same data with two different histograms 
(see Chapter 2 for an overview of histograms).

In this example, the data consist of the distribution of a bank’s branches  
scattered throughout the four regions of the United States — North, South, 
East, and West.

Region Branches
North 1,213
South 1,415
East 1,199
West 1,098

In Figure 18-1, the values on the vertical axis are separated by only 20 
branches.

 

Figure 18-1: 
Distribution 

of bank 
branches by 
geographical  

region.
 

With such closely spaced values on the vertical axis, the differences between 
the number of branches in each region appear to be very large. But, in fact, 
the difference between the largest number and the smallest number is only 
317 (about 29 percent).
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In Figure 18-2, the spacing of the values on the vertical axis is much wider, 
separated by 500 branches, making it appear that the differences between 
the numbers of branches are quite minimal.

 

Figure 18-2: 
Another 

look at the 
distribution 

of bank 
branches by 
geographical  

region.
 

These figures show how easy it is to give a distorted view of data through 
poor design.

Drawing the Wrong Conclusion  
from a Confidence Interval

When constructing a confidence interval, you can easily draw the wrong  
conclusion from the results. (Confidence intervals are covered in Chapter 11.) 
For example, suppose that a university constructs a 95 percent confidence 
interval for the mean GPA of its students. The sample mean is estimated to be 
3.10; the 95 percent confidence interval is (2.95, 3.25).

It’s tempting to conclude that the probability of the population mean being 
in the interval (2.95, 3.25) is 95 percent. Instead, this result indicates that for 
every confidence interval that’s constructed from this population, in 95 cases 
out of 100, the confidence interval will contain the true population mean.
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Misinterpreting the Results  
of a Hypothesis Test

One potential problem that may arise in hypothesis testing is confusing what 
it means when the null hypothesis isn’t rejected. It’s important to distinguish 
between accepting the null hypothesis and failing to reject the null hypothesis.

For example, suppose that a jury trial is in progress. For this hypothesis test, 
the following null and alternative hypotheses are used:

 ✓ Null hypothesis (H0): The defendant is innocent.

 ✓ Alternative hypothesis (H1): The defendant is guilty.

If the null hypothesis is rejected, the defendant is guilty. If the null hypothesis 
isn’t rejected, the defendant isn’t necessarily innocent. There’s simply  
insufficient evidence to show that he’s guilty. There’s a world of difference 
between being “innocent” and “not guilty!”

The proper procedure in a hypothesis test is to conclude that a null hypothesis 
fails to be rejected unless strong contrary evidence exists against it. The  
conclusion should never be that the null hypothesis is accepted.

Placing Too Much Confidence in the 
Coefficient of Determination (R2)

With regression analysis, researchers sometimes use the coefficient of  
determination to figure out whether one model “fits” the data better than 
another. The coefficient of determination assumes a value between 0 and 1;  
the closer it is to 1, presumably the better the regression model explains 
the relationship between X and Y. One of the drawbacks to the coefficient of 
determination is that it can be very close to 1 even for a model that makes no 
economic sense, such as a regression between two unrelated variables.

Another issue that arises with the coefficient of determination is that it 
automatically increases when new independent variables are added to a 
regression equation, even if the variables don’t contribute any additional 
explanatory power to the regression. For this reason, the adjusted coefficient 
of determination is the preferred measure with multiple regression analysis 
because it increases only when newly added independent variables add at 
least some explanatory power.
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Assuming Normality
Many statistical tests are based on the assumption of normality. For example, 
residuals are assumed to be normally distributed in regression analysis, 
enabling confidence intervals to be constructed for the slope coefficients.

For example, it’s often assumed that the returns to stocks are normally  
distributed. In fact, although they’re close to being normally distributed, they 
exhibit a property known as fat tails, where the actual probability of extreme 
outcomes (large positive returns and large negative returns) is greater than 
under the normal distribution. The assumption of normality causes investors 
to underestimate the true riskiness of their portfolios.

Several techniques are available for testing whether a particular set of data 
is normally distributed. For example, a Q-Q plot can be used to visually 
inspect data for normality. (You can read more about QQ plots at http://
en.wikipedia.org/wiki/Q-Q_plot.)

A formal hypothesis test of normality is available; it’s known as the Jarque-
Bera test. (You can read more about the Jarque-Bera test at http://
en.wikipedia.org/wiki/Jarque%E2%80%93Bera_test.)

These types of techniques should be used before jumping to any conclusions 
about normality.

Thinking Correlation Implies Causality
One common error in statistical analysis is to assume that if two variables 
are correlated, one causes the other. Correlation simply indicates the tendency 
of two variables to move in the same or opposite directions. For example, 
new car sales tend to rise at the same time as new home sales, but no one 
would suggest that new home sales cause new car sales. (Equivalently, no 
one would suggest that new car sales are caused by new home sales.) These 
variables are positively correlated because they’re both directly influenced 
by the economy. During an expansion, both new car sales and new home 
sales rise; during a recession, both fall.

One particularly well-known example of the dangers of assuming that  
correlation implies causality comes from the 19th century British economist 
William Stanley Jevons. Jevons was interested in applying statistical methods 
to the measurement of business cycles. He noticed that the business cycle 
had a tendency to follow changes in sunspot activity. Sunspots went through 
a cycle that lasted for about 11 years, while business cycles tended to last for 

http://en.wikipedia.org/wiki/Q-Q_plot
http://en.wikipedia.org/wiki/Q-Q_plot
http://en.wikipedia.org/wiki/Jarque%E2%80%93Bera_test
http://en.wikipedia.org/wiki/Jarque%E2%80%93Bera_test
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just under 11 years. From his studies, Jevons concluded that the sunspots  
were actually responsible for the business cycle. (It’s not as crazy as it 
sounds; sunspots can lead to changes in weather patterns, which would have 
a huge influence on the business cycles of a primarily agriculture-based  
economy. In spite of this, sunspots do not directly cause changes in the  
business cycle.)

Drawing Conclusions from a Regression 
Equation when the Data do not  
Follow the Assumptions

Several types of problems may arise when the assumptions of regression 
analysis are not met. (Simple regression analysis is covered in Chapter 15; 
multiple regression analysis is covered in Chapter 16.) Two problems that 
can plague simple regression analysis are known as autocorrelation and  
heteroscedasticity.

Autocorrelation occurs when the error terms are correlated with each  
other (they are related to each other). It violates the assumption of  
independence. Two independent variables have a correlation of 0 between 
them. Autocorrelated error terms can cause understating the standard errors 
of the regression coefficients, thus increasing the risk that coefficients are 
incorrectly found to be statistically significant (for example, different from 
zero).

Heteroscedasticity occurs when the error terms don’t have a constant  
variance. This problem can cause understating the standard errors of the 
regression coefficients, increasing the risk that coefficients are incorrectly 
found to be statistically significant (for example, different from zero).

When these problems are present, it is important to correct for them;  
otherwise, all results will be deceptive.
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Including Correlated Variables in  
a Multiple Regression Equation

One potential difficulty with multiple regression analysis is multicollinearity. 
Multicollinearity occurs when two or more of the independent variables are 
highly correlated with each other, causing the correlated variables to have 
large standard errors, so they appear to be statistically insignificant even if 
they’re not. (In other words, there’s a risk that independent variables will be 
removed from the regression equation that should be included.)

Multicollinearity is unique to multiple regression because it has multiple 
independent variables (simple regression has only one independent variable 
so that multicollinearity cannot occur).

A statistic known as the variance inflation factor (VIF) may be used to check 
for multicollinearity. As a rule of thumb, if the VIF is 10 or more, it’s a sign 
that multicollinearity is present. (You can find more information about the 
variance inflation factor at http://en.wikipedia.org/wiki/Variance_
inflation_factor.) If multicollinearity is present, one of the highly  
correlated variables should be removed from the regression equation.

Placing Too Much Confidence  
in Forecasts

Many techniques are used to forecast future values of economic variables, 
such as stock prices, GDP growth, corporate sales, the demand for new  
products, and so on. Many of these techniques are highly sophisticated, 
which may give the false impression that they’re extremely accurate. One 
major difficulty with forecasting techniques is that they’re based on historical 
data that may not be repeated in the future. For example, if an economist 
is attempting to forecast future interest rates, his results don’t capture any 
structural changes that occur in the economy during the forecast period, 
such as the selection of a new chairman of the Federal Reserve Board. In this 
case, future interest rates are unlikely to behave in exactly the same way that 
they have in the past, and the results of the forecast are inaccurate.

http://en.wikipedia.org/wiki/Variance_inflation_factor
http://en.wikipedia.org/wiki/Variance_inflation_factor
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Two types of errors that may arise in forecasting are bias error and random 
error. Bias error occurs when a forecast is consistently greater than or less 
than actual values of a variable. Random error refers to unpredictable factors 
that can distort the results of a factor. These include earthquakes, strikes, 
sudden increases in oil prices, political turmoil, and so on.

With so much uncertainty surrounding forecasts, it would be a mistake to 
assume a high degree of accuracy.

Using the Wrong Distribution
In many situations, a variable is assumed to follow a specific probability  
distribution. For example, a computer chip manufacturer may assume that 
the number of defective chips produced by a specific process follows the 
binomial distribution. (The binomial distribution is covered in Chapter 8.) 
The binomial distribution is based on several assumptions, one of which is 
that the trials are independent of each other. Suppose that in this process, 
one defective chip is highly likely to be followed by another defective chip 
(for example, repairs to the process are needed). In this case, the trials 
(chips) aren’t truly independent of each other. As a result, any conclusions 
drawn about the distribution of defective chips are likely inaccurate. The 
manufacturer needs to find another distribution that more accurately reflects 
the distribution of the chips.



Chapter 19

Ten Key Categories of Formulas  
for Business Statistics

In This Chapter
▶ Keeping the most important statistical concepts fresh in your memory
▶ Seeing how key statistical formulas are related

T 
his chapter provides a brief overview of many key formulas encountered 
in the text. This provides a handy reference guide so that you can 

quickly find the formulas that you need without having to search through the 
entire book.

Summary Measures of a  
Population or a Sample

Summary measures are used to describe key properties of a sample or a  
population. These measures can be classified as:

 ✓ Measures of central tendency identify the center of a data set. Three 
of the most widely used measures of central tendency are the mean, 
median, and mode.

	 •	The	mean is another word for average.

	 •	The	median is a value that divides a sample or a population in half: 
Half of the elements in the data are below the median, and half of 
the elements in the data are above the median.

	 •	The	mode is the most frequently occurring value in a sample or a 
population.
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 ✓ Measures of dispersion are used to measure how spread out, or disperse, 
are the values of a sample or a population. Some of the most important 
measures of dispersion are the variance, standard deviation, percentiles, 
quartiles, and the interquartile range (IQR).

	 •	Variance: The variance is calculated as the size of the average 
squared difference between the elements of a data set (a sample or 
a population) and the mean of the data set. The greater is the  
variance, the further the elements of the data set tend to be from 
the mean.

	 •	Standard deviation: The square root of the variance. The standard 
deviation is more convenient to use than the variance due to the 
units in which these measures are calculated. As an example, if a 
sample consists of dollar prices, the sample standard deviation is 
measured in dollars, while the sample variance is measured in  
dollars squared, which is difficult to make sense of.

	 •	Percentiles: Percentiles split a data set into 100 equal parts, each 
consisting of 1 percent of the values in the data set. For example, 
the 80th percentile represents the value in a sample or a population 
where 20 percent of the observations are above this value, and  
80 percent are below this value.

	 •	Quartiles: Special types of percentiles, where the first quartile (Q1) 
is the 25th percentile, the second quartile (Q2) is the 50th percentile, 
and the third quartile (Q3) is the 75th percentile.

	 •	Interquartile range (IQR): The difference between the third and 
first quartile.

 ✓ Measures of association provide a measure of how closely two samples 
or populations are related to each other. The two most important  
measures of association are:

	 •	Covariance is a measure of the tendency for two variables to move 
in the same direction or in opposite directions. If two variables 
increase or decrease under the same circumstances, the covariance 
between them is positive. If two variables move in opposite  
directions, the covariance between them is negative. If two variables 
are unrelated to each other, the covariance between them is zero 
(or very close to zero).

	 •	Correlation is closely related to covariance; it has more convenient 
properties than covariance. For example, correlation always 
assumes a value between -1 and 1, whereas covariance has no 
lower or upper limits. As a result, it is easier to tell if the  
relationship between two variables is very strong or very weak 
with correlation than with covariance.
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Probability
You use probability theory to model a large number of events in business 
applications. Probability theory is based on set algebra, and the important 
rules are

 ✓ Addition rule: The formula for the Addition rule is:

  

The addition rule is designed to compute the probability of a union of two 
sets. In general, the union of sets A and B contains all the elements that are in 
set A, set B or both. 

 ✓ Multiplication rule: The Multiplication rule has two forms:

  

  

The multiplication rule is designed to compute the probability of the  
intersection of two sets. In general, the intersection of sets A and B contains 
all the elements that are in both set A and set B. 

 ✓ Complement rule: The Complement rule has two forms:

  

  

The complement rule tells you the probability of all elements that are not in 
a set. For example, suppose set A contains all the black cards in a standard 
deck; the complement of A (written as AC) is a set containing all the red 
cards. The probability of AC can be computed with the complement rule. 

Discrete Probability Distributions
A discrete probability distribution occurs where only a finite number of  
different outcomes may occur. The properties of a probability distribution 
may be summarized by a set of moments. Moments are numerical values 
that describe key properties of a probability distribution. Some of the most 
important are as follows:
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 ✓ The expected value is the first moment of a probability distribution. 
You compute it as

  

The expected value tells you the average value of X.

 ✓ The variance is the second moment of a probability distribution. You 
compute it as

  

  σ2 represents the variance of X.

The variance tells you how much the different possible values of X are  
scattered around the expected value.

 ✓ The standard deviation isn’t a separate moment; it’s the square root of 
the variance. The formula is

  

The standard deviation is preferred to the variance since the variance is  
measured in squared units, which are difficult to interpret.

Following are three of the most widely used discrete probability distributions 
in business applications:

 ✓ Binomial distribution: The binomial distribution is defined for a random 
process consisting of a series of trials in which only two different outcomes 
can occur on each trial. It enables you to determine the probability of a 
specified number of events occurring during a series of trials.

  

 ✓ Geometric distribution: The geometric distribution is related to the 
binomial distribution; it is used to determine how many trials are 
needed before a specified event occurs. 

  

 ✓ Poisson distribution: The Poisson distribution is used to determine  
the probability that a specified number of events will occur during an 
interval of time.
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Continuous Probability Distributions
A continuous probability distribution is defined for an infinite number of  
possible values. The uniform distribution and the normal distribution are 
two of the most widely used continuous probability distributions in business 
applications.

 ✓ The uniform distribution is defined over an interval (a, b); in other 
words, all values between a and b. For example, the uniform distribution 
may be defined over the interval (1, 10). This means that the distribution 
is defined for all values between 1 and 10. You can compute probabilities 
for the uniform distribution with the following equation, known as a 
probability density function (pdf):

  

 ✓ The normal distribution is by far the most important continuous  
probability distribution for business applications. You can get  
probabilities for this distribution from normal tables, specialized  
calculators, and spreadsheet programs. The normal distribution is 
defined by the following probability density function:

  

The normal distribution is important because many business situations may 
be accurately modeled with the normal distribution. For example, returns to 
stock prices are often assumed to follow the normal distribution.

Sampling Distributions
A sampling distribution is a special type of probability distribution defined 
for sample statistics. A sample statistic is a measure that describes the  
properties of a sample. Three of the most important sample statistics are the 
sample mean ( ), sample variance (s2), and sample standard deviation (s). 
For more details about sampling distributions, see Chapter 10.

Based on a key result in statistics known as the central limit theorem, the 
sampling distribution of the sample mean is normal as long as the underlying 
population is normal or if you choose sample sizes of at least 30 from the 
population. To compute a probability for the sample mean, convert it into a 
standard normal random variable as follows:
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 ✓  is the sample mean

 ✓  is the mean of the sampling distribution of  

 ✓  is the standard deviation (also known as the standard error) of the 
sampling distribution of 

Confidence Intervals for  
the Population Mean

A confidence interval is a range of numbers that is expected to contain the 
true value of the population mean with a specified probability.

The formula you use to compute a confidence interval for the population 
mean depends on whether you know the population standard deviation (σ).

If you know the population standard deviation, the appropriate formula is

   is the sample mean

   is a quantile which represents the location of the right tail under the 
standard normal distribution with area α/2

  σ is the population standard deviation

  n is the sample size

  α is the level of significance

If you don’t know the population standard deviation, you replace the  
population standard deviation with the sample standard deviation:

 ✓  is a quantile (critical value) which represents the location of the 
right tail of the t-distribution with n-1 degrees of freedom with an area  
of α/2

 ✓ s is the sample standard deviation
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Testing Hypotheses about  
Population Means

Testing hypotheses about population means is a multi-step process, consisting 
of the null and alternative hypotheses, the level of significance, test statistic, 
critical value(s), and decision. (I walk you through all the steps of hypothesis 
testing in Chapter 12.)

You write the null hypothesis for testing the value of a single population 
mean as

H0: μ = μ0

where H0 stands for the null hypotheses, μ is the true population mean and μ0 
is the hypothesized value of the population, or the value that you think is true.

The alternative hypothesis can assume one of three forms:

H1: μ > μ0 (known as a “right-tailed” test)

H1: μ < μ0 (known as a “left-tailed” test)

H1: μ ≠ μ0 (known as a “two-tailed” test)

To test a hypothesis, you must specify a level of significance — the probability 
of rejecting the null hypothesis when it’s actually true.

When you’re testing hypotheses about the population mean, the test statistic 
and the critical value (or values) depend on the size of the sample drawn 
from the population and whether you know the population standard deviation.

 ✓ For a small sample (less than 30), the appropriate test statistic is

 ✓  is the sample mean

 ✓ μ0 is the hypothesized value of the population mean

 ✓ s is the sample standard deviation

 ✓ n is the sample size

 ✓ For a large sample (30 or more) when you know the population standard 
deviation (σ), the appropriate test statistic is
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 ✓ For a large sample when you don’t know the population standard  
deviation, use the sample standard deviation (s) instead:

 For small samples (the sample size is less than 30), the critical values are 
drawn from the t-distribution with n – 1 degrees of freedom. For large samples, 
the critical values are drawn from the standard normal distribution.

To test hypotheses about the equality of two population means, the test 
statistic and critical values are different, but the basic process remains 
unchanged. In this case, though, you write the null hypothesis as H0: μ1 = μ2, 
where μ1 is the mean of population 1, and μ2 is the mean of population 2.

 ✓ For independent samples with equal population variances, the test  
statistic is

  

  s2
p is the estimated common “pooled” variance of the two populations — 

which you calculate with this formula:

  

  The critical values of independent samples with equal population variances 
are based on the t-distribution with n1 + n2 – 2 degrees of freedom.

 ✓ If the independent samples are drawn from populations that don’t have 
the same variance, the test statistic depends on the sizes of the two 
samples. If at least one sample is small, the test statistic becomes

  

  Here, the critical values are also drawn from the t-distribution, but the 
degrees of freedom calculation is much more complex:
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 ✓ If the independent samples are drawn from populations that don’t have 
the same variance and both samples are large, the test statistic becomes

  

  In this case, the critical values are drawn from the standard normal  
distribution.

 ✓ If the two samples aren’t independent, they’re known as paired samples. 
The test statistic is then based on the differences between the samples:

  

   is the average difference between paired samples, and sd is the standard 
deviation of the sample differences.

  In this case, the critical values are taken from the t-distribution with  
n – 1 degree of freedom.

Testing Hypotheses about  
Population Variances

Testing hypotheses about population variances follows the same six-step 
procedure as testing hypotheses about population means (see previous  
section and Chapter 12 for details).

For testing hypotheses about the variance of a single population, the  
appropriate test statistic is

 ✓ n is the sample size)

 ✓ s2 is the sample variance

 ✓ σ0
2 is the hypothesized value of the population variance

The critical values are drawn from the chi-square distribution with n – 1 
degree of freedom.
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For testing hypotheses about the equality of variances of two populations, 
the appropriate test statistic is

s1
2 is the variance of the sample drawn from population 1; s2

2 is the variance of 
the sample drawn from population 2. The populations are assigned a number 
of 1 or 2 in such a way as to ensure that s1

2 is greater than or equal to s2
2.

The critical values are drawn from the F-distribution, which has two different 
types of degrees of freedom: numerator and denominator. In this case, the 
numerator degrees of freedom equal n1 – 1, and the denominator degrees of 
freedom equal n2 – 1.

Using Regression Analysis
You use regression analysis to estimate the relationship between a dependent 
variable (Y) and one or more independent variables (Xs).

 ✓ Use simple regression analysis to estimate the relationship between a 
dependent variable (Y) and one independent variable (X).

 ✓ Use multiple regression analysis to estimate the relationship between a 
dependent variable (Y) and two or more independent variables (Xs).

Several tests allow you to validate the results of a regression equation. For 
example, if the coefficient of an independent variable equals 0, the variable 
doesn’t belong in the regression. A hypothesis test helps you determine 
whether this coefficient equals 0. In the case of multiple regression, it may 
make sense to test the hypothesis that the slope coefficients all equal 0; if 
this hypothesis can’t be rejected, then the regression equation is completely 
invalid.

It’s also important to ensure that the underlying assumptions of regression 
analysis aren’t being violated. Three potential problems can result if the 
assumptions aren’t true:

 ✓ Autocorrelation indicates that the error terms aren’t independent of 
each other.

 ✓ Heteroscedasticity indicates that the error terms don’t have a common 
variance.

 ✓ Multicollinearity indicates that two or more of the independent variables 
are highly correlated with each other. (This can only affect the results 
with multiple regression.)
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Forecasting Techniques
There are many different forecasting techniques that can be used to  
predict the future values of variables, such as stock prices, gas prices, and 
so on. (Forecasting techniques are covered in Chapter 17.)

One widely used technique for forecasting is known as time series regression 
analysis. A time series is a set of values for a single variable collected over a 
period of time. For example, the daily prices of Apple stock from 2010 to 2013 
would constitute a time series.

As an example, the following regression equation may be used to forecast the 
trend of a time series. (The trend shows how a time series grows over time.)

The trend may take several different forms, including

 ✓ No trend

 ✓ Linear trend

 ✓ Quadratic trend

 ✓ Higher-order trend

Suppose that a time series is collected for the average price of gasoline in 
New York State over the past ten years. If the time series does not have a 
trend, this would indicate that gas prices do not grow at a steady rate over 
time. If the time series has a linear trend, then gasoline prices grow at a  
constant rate over time. If the time series has a quadratic or higher-order 
trend, then gasoline prices grow at a rate that changes over time. 

Other techniques to forecast a time series include simple moving averages, 
centered moving averages, and exponentially weighted moving averages. 
Simple and centered moving averages “smooth” out the values of a time 
series to produce an estimate of the trend of the series. An exponentially 
weighted moving average is a more sophisticated version of these techniques 
and is designed to place less weight on older observations to reflect their 
diminishing relevance.
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Index
• Symbols and Numerics •
{} (braces), 94
! (factorial operator), 123
± (two values), 194
> (greater than), 141
≥ (greater than or equal to), 147
⊂ (subsets), 94
^ (estimated value), 291
| (conditional probabilities), 102, 104
∞ (infinity), 157
< (less than), 141
≤ (less than or equal to), 141
∉ (members not in set),  94
∈ (membership in set), 94
∩ (intersections), mathematical operation, 

96–97
∪ (union), mathematical operation, 95–96
* (asterisk) character, 47
^ (caret) character, 47
1- (confidence coefficient), 195
2.71828 (e), 135
25th percentile, 66, 362
50th percentile, 66, 362
75th percentile, 66, 362

• A •
addition rule, probability theory

formulas, 106–108, 363
use of, 14

adjusted coefficient of determination 
(adjusted R2), 313, 314–315

alpha (α) error, 206
alternative hypothesis (H1)

formula, 367
F-test, 316
hypothesis testing, population variance, 

257–259
left-tailed test, 204
overview, 235
right-tailed test, 203–204
t-test, 301, 321
two-tailed test, 205

ANOVA (analysis of variance). See also 
F-distribution

alternative hypothesis, 240
critical value, finding, 247–248
degrees of freedom, 247–248
F-statistic, 246
F-table, 247–248
level of significance, 240–241
null hypothesis, 240
one-way, 239, 247, 248
overview, 233, 239
table, 318
test statistic, computing, 241–246
two-way, 239
uses, 239

arithmetic mean, 40–42
arrangements, 124
asterisk (*) character, 47
autocorrelations, 308, 358, 370
average number of events in time period (λ), 

135, 265

• B •
b (intercept), 20, 38, 285, 286
b (upper limit of interval), 145
base, rectangle, 144
bell-shaped curve, 151–153
beta (β) error, 206
bias errors, 360
BINOMDIST function, Microsoft Excel 2007, 127
binomial distribution

expected value, 128
factorial, 123–124
formula, 123, 125–126, 364
graphing on histogram, 129–131
moments, 127–128
overview, 16, 122–123
process, 122
standard deviation, 128
uses, 122
variance, 128

BINOM.IDST function, Microsoft Excel 2010, 127
braces ({}), 94
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• C •
caret (^) character, 47
causality errors, 357–358
center of data set. See mean (average); 

median; mode
centered moving averages, 343–344, 371
central limit theorem (CLT), 18, 179–184, 

365–366
change in X (ΔX), 285
change in Y (ΔY), 285
chi-square distribution (χ2). See also 

goodness of fit test; hypothesis testing, 
population variance

applications, 252
chi-square table, 261, 264
features, 252–253
graphic illustration, 253–254
moments, 255–256
overview, 236, 252
for positive values, 252–253
positively skewed, 252–253
random variable, 255

chi-square table, 261, 264
class frequency distribution, 27
class width, 26–27
cluster samples, probability sampling, 171–172
Cochrane-Orcutt procedure, 308
coefficient of determination (R2)

errors, 356
testing population regression equation, 

298–299
coefficient of variation (CV)

defined, 69, 72
formula, 69–70

COMBIN function, Microsoft Excel, 125
combinations

formula, 124
number of, 125

complement, mathematical operation, 97–98
complement rule, probability theory

formulas, 108–109, 363
as mathematical operation, 97–98
purpose, 14, 106

conditional probabilities (|), 102, 104, 105
confidence coefficient (1- α), 195
confidence intervals

defined, 19, 187, 195, 366
errors, statistical analysis, 355
with known population standard deviation, 

195–199, 366

statistical inference, 18–19
with unknown population standard 

deviation, 199–200, 366
constant (e), 135
constant (.ex), calculator key, 135
continuous probability distributions, 16–17, 

365. See also chi-square distribution; 
F-distribution; normal distribution; 
Student’s t-distribution; uniform 
distribution

continuously compounded interest, 135
convenience samples, nonprobability 

sampling, 172
correlation coefficient

versus covariance, 72, 82–85
defined, 13, 72
diversification, measuring, 88–90
errors, 357–358
interpreting, 85–86
measure of association, 71, 362
negative, 72
population, 80–82
positive, 72
sample, 73–77
scatter plots, 86–88
zero, 72

covariance
versus correlation coefficient, 72, 82–85
defined, 13
measure of association, 71, 362
negative, 72
population, 77–80
positive, 72
sample, 73–77
zero, 72

critical values, hypothesis testing
common, standard normal distribution, 213
defined, 208
degrees of freedom, 210
F-test, 319–320
large sample, 213
left-tailed test overview, 209
left-tailed test with small sample, 211–212
overview, 260
right-tailed test overview, 209
right-tailed test with large sample, 214–215
right-tailed test with small sample, 209–211
small sample, 209–210
standard normal table, positive values, 214
Student’s t-distribution, 210
t-test, 304–305, 322–324
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two-tailed test overview, 209
two-tailed test with large sample, 215–216
two-tailed test with small sample, 212–213

cumulative frequency distributions, 30–31
cumulative probabilities, 154
CV (coefficient of variation)

defined, 69, 72
formula, 69–70

cyclical effects, time series forecasting, 328

• D •
data

class width, 26–27
data set, 8, 11–12, 55
defined, 8
frequency distribution, cumulative, 30–31
frequency distribution, qualitative, 29–30
frequency distribution, quantitative, 25–29
frequency distribution, relative, 27–29
graphic analysis, 8–11
graphing, 31–38
measures of association, 13
measures of dispersion, 12–13
qualitative (non-numerical), 29–30, 24, 337
quantitative (numerical), 24–27
spread, 13

decision rule, hypothesis testing
left-tailed test and critical value, 216
right-tailed test and critical value, 216
two-tailed test and critical value, 216

degrees of freedom (df)
ANOVA, 247
chi-square, 236–237
denominator, 234, 236, 237, 370
F-distribution, 234, 370
numerator, 234, 236, 237, 370
t-distribution, 189

denominator degrees of freedom, 234, 236, 
237, 370

denominators, 45
dependent variable (Y), 20, 283, 370
discrete distributions. See also binomial 

distribution; geometric distribution; 
Poisson distribution

defined, 121, 363
expected value formula, 364
moments, 363–364
overview, 16
standard deviation formula, 364

uses, 141
variance formula, 364

dispersion measures, 12
distribution errors, 360
diversification, measuring, 88–90
double-counting, 106
dummy variables, 337–338
Durbin-Watson test, 308

• E •
e (constant), 135
elements

defined, 93
membership in sets, 94

empty sets, 97, 100–101
equivalent standard normal probabilities, 

161–164
error term (εi), 22, 290
errors

alpha, 206
beta, 206
bias, 360
causality, 357–358
coefficient of determination, 356
confidence intervals, 357–358
correlation as causality, 357–358
correlation coefficient, 357–358
distribution, 360
error sum of square, 242–244
false positive (Type 1), 205–207, 235,  

301–302, 317
false negative (Type II), 205–207, 235,  

301–302, 317
hypothesis test results misinterpretation, 356
margin of, 18–19, 187, 194–195
mean square, 245–246, 348–349
misleading graphs, 353–355
multicollinearity, 359
normality assumption, 357
null hypothesis, interpreting, 356
overconfidence in forecasts, 359–360
random, 360
regression equation, interpreting, 358
sampling, 242–244
standard, 178, 180
wrong conclusion in confidence interval, 355
wrong distribution, 360

ESS (explained sum of squares), 298–299
estimated value, 291
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estimates, 194
estimators, 194
events

defined, 99, 112
independent, 100, 102–103, 105
intersection, 109–110
mutually exclusive, 100, 108
probability, computing, 101, 106–110
sample space subset, 99

.ex (constant), calculator key, 135
E(X) (expected value of X), 118, 145, 237
Excel, Microsoft, functions in

BINOMDIST, 127
BINOM.IDIST, 127
COMBIN, 125
EXP, 135
PERCENTILE, 66
POISSON, 136
POISSON.DIST, 136
QUARTILE, 67
RANDBETWEEN, 168, 169

EXP function, Microsoft Excel, 135
expected frequencies, 266
expected value

binomial distribution, 128
chi-square distribution, 255
defined, 117
F random variable, 236–237
formula, 117–118, 364
geometric distribution, 133
histogram, 119
Poisson distribution, 136
probability distribution, 117–119, 128
t-distribution, 189–190
uniform distribution, 145–146

expected value of X (E(X)), 118, 145, 237
explained sum of squares (ESS), 298–299
exponential moving averages, forecasting,  

22, 371
exponential smoothing, time series,  

345–347, 371
exponents, 47

• F •
F random variable, 236
factorial operator (!), 123–124, 268–269
false positive (Type 1) error

F-test, 317
overview, 205–207, 235
t-test, 301–302

false negative (Type II) error
F-test, 317
overview, 205–207, 235
t-test, 301–302

fat tails, 357
F-distribution

as continuous probability distribution, 
233–234

degrees of freedom, 234
denominator degrees of freedom, 236, 237
expected value, 237
F-statistic, 246, 318
F-table, 247–248
level of significance, 234–235
numerator degrees of freedom, 236, 237
overview, 233–234
positively skewed distribution, 234
properties, 234
rejection region, 248
spreadsheet, 249–250
versus t-distribution, 234

fifth root, 44
finite outcomes, 141
finite population correction factor, 178
first moment, probability distribution, 127
first quartile (Q1), 66, 362
Fisher, Sir Ronald, 234
forecasting. See also trends, forecasting

models, 327
overconfidence in, 359–360
techniques, 21–22, 371

formulas, statistical
addition rule, 106–108, 363
alternative hypothesis, 202–205, 367
binomial distribution, 123, 125–126, 364
complement rule, 108–109, 363
confidence interval for population mean, 366
critical values, population variances, 

369–370
expected value, 117–118, 364
geometric distribution, 131–132, 364
left-tailed test, 204, 367
multiplication rule, 109–110, 363
normal distribution, 365
null hypothesis, 202, 367
Poisson distribution, 135, 364
probability for standard mean, 365–366
regression equation, 358, 371
right-tailed test, 204, 367
standard deviation, 364
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test statistic, equality of two population 
means, 277, 368–369

test statistic, population mean, 207–208, 
367–368

test statistic, population variances, 266, 
369–370

two-tailed test, 205, 367
uniform distribution, 147–150, 365
variance, 119–120, 364

fourth quartile (Q4), 66
frequencies, 24
frequency distributions

cumulative, 30–31
histograms, 31–34
key points, 27
line graphs, 34–35
overview, 24
pie charts, 35–36
qualitative data, 29–30
quantitative data, 25–29
relative frequency distribution, 27–29
scatter plots, 36–38

F-statistic
calculating, 246, 317–318
overview, 317–318

F-table
finding critical values, 247–248, 278, 280
multiple regression analysis, 319

F-test
alternative hypothesis, 316
comparing p-value with level of 

significance, 320
critical value, 319–320
decision, 320
level of significance, 317
null hypothesis, 316
overview, 316
test statistic, 317–318

functions, 112

• G •
Gauss, Johann Carl Friedrich, 150
Gaussian distribution. See also standard 

normal distribution
formula, 365
goodness of fit test, 271–275
graphing on bell-shaped curve, 151–153
overview, 16–17, 140, 150
properties, 150–151

statistical analysis, 153
symmetry, 150
values, 153

generalized least squares (GLS) estimators, 294
geometric distribution

expected value, 133
formula, 364
histogram, graphing, 134
mean, 42–43
moments, computing, 132–134
overview, 131
standard deviation, 134
variance, 133–134

geometric probabilities
computing, 131–132
formula, 131–132
overview, 16

GLS (generalized least squares) estimators, 294
goodness of fit test

comparing population to normal 
distribution, 271–275

comparing population to Poisson 
distribution, 265–270

overview, 251, 264
as right-tailed test, 267

GPAs (grade point averages), 17
graphing

histograms, 8–9, 24, 31–34
lines, 8–10, 24, 34–35
misleading, 353–355
pie charts, 8, 10, 24, 35–36
rectangle graph, 143–144, 146, 150
scatter plots, 8, 10–11, 24, 36–38
t-distribution, 190–192
types, 8, 38
uniform probabilities, 149–150
uses, 23

greater than or equal to (≥), 147
greater than (>) symbol, 141
gross return, 43

• H •
H0 (null hypothesis)

ANOVA, 240
dependent samples, 230
equal variances, 276
errors in interpreting, 356
F-distribution, 234–235
formula, 367
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H0 (null hypothesis) (continued)
F-test, 316
population variance, 256–257
single population mean, 202, 221, 235, 257
t-test, 301, 321
two population means, 221

H1 (alternative hypothesis)
formula, 367
F-test, 316
hypothesis testing, population variance, 

257–259
left-tailed test, 204
overview, 235
right-tailed test, 203–204
t-test, 301, 321
two-tailed test, 205

height, rectangle, 144
heteroscedasticity, 308, 358, 370
histograms

benefits, 175
binomial distribution, graphing, 129–131
defined, 8, 116
discrete distributions, 143
examples, 31–34
geometric distribution, 134
overview, 8–9, 24
Poisson distribution, 137–138
probability distribution, 116
sampling distribution, 176–177

horizontal axis (x), 57, 86
hypothesis testing, equality of two 

population variances
alternative hypothesis, 276–277
critical values, 277–279
decision, 279–280
F-distribution, 275–276
level of significance, 277
null hypothesis, 276, 368
overview, 275–276, 367
test statistic, 277, 370

hypothesis testing, population mean. See also 
ANOVA

alternative hypothesis, 367
degrees of freedom, 210
hypothesized value of population, 202, 367
left-tailed test, 204, 367
level of significance, 367
null hypothesis, 367
right-tailed test, 203–204, 367
Student t-distribution, 210
two-tailed test, 205, 367
Type 1 error, 206–207
Type II error, 206–207

hypothesis testing, population variance
alternative hypothesis, 257–259
chi-square table, 261, 264
critical value, 260–264
formula, weighted average, 267
hypothesized value, 256–257
left-tailed test, 262
level of significance, 259
making decision, 263–264
null hypothesis, 256–257
right-tailed test, 260–262
test statistic, 259–260
test statistic formula, 266, 369
two-tailed test, 262–263

hypothesis testing, steps
alternative hypothesis, 202–205, 235, 367
critical value, comparing, 208–216
decision rule, 216–220
level of significance, 205–207, 235, 367
null hypothesis, 202, 235, 367
overview, 19, 201
test statistic, 207–208

hypothesized value (σ 02), 256–257
hypothesized value of population (μ0),  

202, 367

• I •
i (index) 

expected value, 118
population covariance, 78
population regression equation, 290
sample arithmetic mean, 40
sample covariance, 73
sample variance, 56

In (natural logarithm), 287
independent events, 100, 102–103, 105
independent variables (Xs), 20, 283, 370
independent variables in regression equation 

(k), 323
infinite outcomes, 141
infinity (∞), 157
integers, 65
intercept (b), 20, 38, 285, 286
intercept coefficient (β0) of regression line, 289
interquartile range (IQR)

defined, 13, 64, 67
as measures of dispersion, 362
outliers, 68

intersections (∩), mathematical operation, 
96–97, 109–110

interval estimates, 194–195
intervals, 24
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IQR (interquartile range)
defined, 13, 64, 67
as measures of dispersion, 362
outliers, 68

irregular effects, time series forecasting, 328

• J •
Jarque-Bera test, 357
Jevons, William Stanley, 357–358
joint probabilities, 102, 103–104
judgment samples, nonprobability  

sampling, 173

• K •
k (independent variables in regression 

equation), 323

• L •
Latin letters, 42, 174
left-tailed test

as alternative hypothesis, 203
critical value, 209
F-distribution, 279
formula, 367
interpreting, 203
with large sample, 213
population variance, 258, 262
purpose, 204
with small sample, 211–212
t-test, 323
two population means, 221

less than (<), 141
less than or equal to (≤), 141
level of significance (α)

confidence intervals, 195
equality of two population variances, 277
F-distribution, 234–235
F-test, 317
hypothesis testing, population variance, 259
t-test, 301–302, 321

line graphs
defined, 8
examples, 34–35
overview, 9–10, 24

linear relationships
multiple regression analysis, 310–311
overview, 284–286
scatter plots, 286–289

linear trend, time series, 330–331, 371
linearly related variables, 72

• M •
MA (moving averages), forecasting, 22,  

341–344, 371
MAD (mean absolute deviation),  

348–349
margin of error, 18–19, 187, 194–195
marginal probabilities, 102–103
mathematical operations, for sets

complements, 97–98
intersections, 96–97
membership, 94
overview, 93
subsets, 94–95
unions, 95–96

mean (average)
arithmetic, 40–42
defined, 11, 39
geometric, 42–44
as measure of central tendency, 361
relationship with median, 49–53
weighted arithmetic, 44–46
weighted geometric, 46–48

mean, population (μ)
arithmetic mean, 42
normal distribution, 153
as parameter, 174
population variance, 61

mean, sample ( )
arithmetic mean, 40–41
overview, 174
sample correlation, 73
sample covariance, 73
sample variance, 56
sampling distributions, 365–366

mean absolute deviation (MAD),  
348–349

mean square error (MSE), 245–246,  
348–349

measures of association. See also correlation 
coefficient; covariance

defined, 71
overview, 362

measures of central tendency. See mean 
(average); median; mode

measures of dispersion, 362. See also 
interquartile range; percentiles; 
quartiles; standard deviation; variance

measures of risk. See standard deviation; 
variance

measures of uncertainty. See standard 
deviation; variance
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median
defined, 11–12, 40, 48
as measure of central tendency, 361
population, calculating for, 48–49
relationship with mean, 49–53
sample, calculating for, 48–49

members not in set (∉), symbol, 94
membership, mathematical operation, 94
membership in set (∈), symbol, 94
Microsoft Excel functions

BINOMDIST, 127
BINOM.IDIST, 127
COMBIN, 125
EXP, 135
PERCENTILE, 66
POISSON, 136
POISSON.DIST, 136
QUARTILE, 67
RANDBETWEEN, 168, 169

Microsoft website, 127
midpoint, interval, 145
mirror images, 152
mode

defined, 11–12, 40
determining, 53–54
features, 53
as measure of central tendency, 361
uses, 54

moments
binomial distribution, 127–128
chi-square distribution, 255–256
defined, 117, 127, 144, 251
discrete distribution, 363–364
expected value, 117–119
geometric distribution, 132–134
overview, 111, 121
probability distributions, 117–120
sampling distribution, 178
t-distribution, 189–190
uniform distribution, 144–147
variance, 119–120

moving averages (MA), forecasting, 22, 
341–344, 371

MSE (mean square error), 245–246, 348–349
MSTSR (treatment mean square), 246
multicollinearity, 325, 338, 359, 370
multiple regression analysis. See also 

regression analysis; simple regression 
analysis

adjusted coefficient of determination, 313, 
314–315

F-test, 316–320
linear relationship, 310–311

multicollinearity, 325, 338, 359, 370
overview, 21, 309
population regression equation, 21, 311–315
predicting value of Y, 313
sample regression equation, 21
t-test, 320–325
variance inflation factor, 325
variation, 314

multiplication rule, probability theory
formulas, 109–110, 363
purpose, 14

mutually exclusive events, 100, 108
mutually exclusive sets, 97

• N •
n 

binomial probabilities, 123
expected value, 118
population covariance, 78
sample arithmetic mean, 40
sample covariance, 73
sample variance, 56
in sampling distribution, 178

N, in sampling distribution, 178
natural logarithm (In), 287, 310
nCr function, combinations, 125
negative correlation, 72
negative covariance, 72
negatively related variables, 36
negatively skewed data set, 49, 51
no trend, time series regression, 329–330, 371
nonlinear least squares, 287
nonprobability sampling

convenience samples, 172
judgment samples, 173
overview, 172
purposive samples, 173
quota samples, 172–173

normal distribution. See also standard 
normal distribution

formula, 365
goodness of fit test, 271–275
graphing on bell-shaped curve, 151–153
overview, 16–17, 140, 150
properties, 150–151
statistical analysis, 153
symmetry, 150
values, 153

normality errors, statistical analysis, 357
not a subset (⊆), symbol, 94
not in set (∉), symbol, 94
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n-period moving averages, time series, 
341–342

null hypothesis (H0)
ANOVA, 240
dependent samples, 230
equal variances, 276
errors in interpreting, 356
F-distribution, 234–235
formula, 367
F-test, 316
population variance, 256–257
single population mean, 202, 221, 235, 257
t-test, 301, 321
two population means, 221

numerator degrees of freedom, 234, 236, 
237, 370

numerators, 45
numerical (quantitative) data

class width, 26–27
classes, 24
frequency distribution, 25–26
overview, 24

numerical measure, 11

• O •
observed frequency (O), 266
one-way ANOVA hypothesis test, 239, 247, 248
operations, mathematical. See mathematical 

operations, for sets
ordinary least squares (OLS) estimators, 294
outliers

defined, 12, 39
interquartile range, 68

• P •
p (probability of success), 123, 132
paired samples, 369
parameters. See also population mean; 

population variance
defined, 174
Greek letters for, 174
population standard deviation, 61–64

pdf (probability density function), 365
PERCENTILE function, Microsoft Excel, 66
percentiles

computing, 65–66
defined, 12, 64
formula, 65
as measures of dispersion, 362
overview, 64–65

permutations, 125

pie charts
defined, 8
overview, 10, 24, 35–36

point estimates, 194–195
point estimators, 194
Poisson, Siméon Denis, 135
Poisson distribution

expected value, 136
formula, 364
goodness of fit test, 265–270
histogram, graphing, 137–138
overview, 16, 134
probabilities formula, 135
standard deviation, 137
table, 135–136
variance, 137

POISSON function, Microsoft Excel 2007, 136
POISSON.DIST function, Microsoft  

Excel 2010, 136
population

arithmetic mean, calculating, 42
defined, 40, 165
geometric mean, calculating, 42–44
parameters, 174
standard deviation, 64
variance, determining, 61–64
weighted arithmetic mean, calculating, 

44–46
weighted geometric mean, calculating, 

46–48
population correlation coefficient, 78, 80–82
population covariance

determining, 77–80
formula, 77

population mean (μ)
arithmetic mean, 42
normal distribution, 153
as parameter, 174
population variance, 61

population regression equation
multiple regression analysis, 311–315
overview, 289–290
testing, overview, 297–298
testing, using coefficient of determination, 

298–299
population standard deviation (σ), 61–64
population variance (σ2), 61, 120
positive correlation, 72
positive covariance, 72
positive skewing

chi-square distribution, 252–253
data set, 49, 52
distribution, 234
F-distribution, 234
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positively related variables, 36
probabilities

addition rule, 106–108
basis, 98
complement rule, 108–109
distributions, 15–17
events, computing, 101
multiplication rule, 109–110
overview, 13–14
t-distribution, 193–194
theory, 93
types, 102–105
of union of two events, 106–108

probability density function (pdf), 365
probability distributions. See also 

F-distribution; normal distribution; 
t-distribution

binomial, 16, 122–126, 128–131
chi-square, 236, 252–256, 261, 264
continuous, 141
defined, 115, 121
discrete, 141
expected value, calculating, 128
expected value moment, 117–119
first moment, 127
geometric, 16, 131–134, 365
histogram view, 116
moments, 117–120
Poisson, 16, 134–138, 265–270, 364
properties, 114
random variables, 114–116
sampling, 18, 166, 179–184, 365–366
second central moment, 128
standard deviation, 128
uniform, 16, 139–147, 365
variance, 128
variance moment, 119–120

p (probability of success), 123, 132
probability sampling

cluster samples, 171–172
defined, 167
simple random samples, 167–168
stratified samples, 170–171
systematic samples, 168–169

probability theory
addition rule, 14, 363
basic rules of, 14, 363
complement rule, 14, 363
computing probabilities, 106–110
continuous probability distributions, 16–17
discrete probability distributions, 16
elements, 93

multiplication rule, 14, 363
overview, 13–14
probability distributions, 15–16
probability types, 102–105
random experiments, 98–101, 111
random variables, 14–15, 111–116
sets, 93–98

probability values (p-values), 306, 320
product being computed, 46
products, geometric means, 42
purposive samples, nonprobability  

sampling, 173
p-values (probability values), 306, 320

• Q •
Q1 (first quartile), 66
Q2 (second quartile), 66
Q3 (third quartile), 66, 362
Q4 (fourth quartile), 66
Q-Q plots, 357
quadratic trend, time series, 331, 371
qualitative (non-numerical) data

frequency distribution, 29–30
overview, 24
variable in regression equation, 337

quantile, 196
quantitative (numerical) data

class width, 26–27
classes, 24
frequency distribution, 25–26
overview, 24

QUARTILE function, Microsoft Excel, 67
quartiles

computing, 66–67
defined, 12–13, 64, 66
as measure of dispersion, 362
overview, 66

quota samples, nonprobability sampling, 
172–173

• R •
R2 (coefficient of determination)

adjusted, 314–315
errors, 356
testing population regression equation, 

298–299
RANDBETWEEN function, Microsoft Excel, 

168, 169
random errors, 360
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random experiments
events, 99–100
overview, 14, 111
probabilities of events, 101
sample space, 99

random number generator, 167–168
random variables (Xs)

chi-square, 255
defined, 111
as function, 112
independent, 20, 283, 370
overview, 14–15
probability distribution, assigning, 114–116
role of, 111–114

range, measure of dispersion, 56
rectangle graph, 143–144, 146, 150
regression analysis. See also multiple 

regression analysis; simple regression 
analysis

multicollinearity, 325, 338, 359, 370
overview, 20–21, 283–284
regression equations, 358, 371
spreadsheet programs for, 306–307
SPSS software, IBM for, 306–307

rejection region, F-distribution, 248
relative frequency distribution, 27–29
relative variation

coefficient of variation, 69–70
overview, 68
relative risks, comparing, 69–70

residual sum of squares (RSS), 298–300
residuals, 292
right-tailed test

as alternative hypothesis, 203, 276
critical value, 209
defined, 203–204
dependent samples, 230
F-distribution, 277–278
formula, 367
goodness of fit test as, 265, 267
with large sample, 213–215
one-way ANOVA hypothesis test as, 248
population variance, 258, 260–262
with small sample, 210–211
t-test, 323
two means, 221
two population means, 221
two population means with equal  

variances, 224
unequal variances, 276

risk. See also standard deviation; variance
reducing via diversification, 88–90
relative, 69–70

rounding down, 65
rounding up, 65
RSS (residual sum of squares), 298–300

• S •
s (sample standard deviation), 57–60, 174, 365
s2 (sample variance), 56–57, 174, 365
sample arithmetic mean, 40–41
sample correlation coefficient, 73–74, 75
sample covariance, 73–76
sample mean ( )

arithmetic mean, 40–41
overview, 174
sample correlation, 73
sample covariance, 73
sample variance, 56
sampling distributions, 365–366

sample mean for Y (Y), 73
sample regression equation, 291
sample space (S)

complement, 97–98
defined, 97, 99, 112
events, 99–100

sample standard deviation (s), 57–60, 174, 365
sample statistics. See also sample mean; 

sample standard deviation; sample 
variance

defined, 166, 174, 365
most important, 365

sample variance (s2), 56–57, 174, 365
samples

arithmetic mean for, calculating, 40–41
defined, 17, 40, 165
geometric mean for, calculating, 42–44
overview, 165–166
weighted arithmetic mean for, calculating, 

44–46
weighted geometric mean for, calculating, 

46–48
sampling, nonprobability, 172–173
sampling, probability

cluster samples, 171–172
defined, 167
simple random samples, 167–168
stratified samples, 170–171
systematic samples, 168–169
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sampling distributions
central limit theorem, 18, 179–184, 365–366
computing moments, 180
defined, 166, 365
finding probability, 180–184
graphic illustration, 175–177
moments, 178
parameters, 174
standard error, 178, 180
statistics, 174

sampling errors, 242–244
sampling techniques, 17–18
scatter plots

defined, 8
linear relationships, 286–289
overview, 10–11, 24, 36–38, 86
showing relationship between two 

variables, 71, 86
seasonal variation, time series forecasting

dummy variables, 337–338
example of, 337–341
multicollinearity, 338
overview, 337

second central moment, 128
second quartile (Q2), 66, 362
sets

complement, 14, 97–98
defined, 14, 93
intersections, 14, 96–97
members not in, 94
membership in, 94
subsets, 94–95
unions, 95–96

simple moving averages, 371
simple random samples, probability 

sampling, 167–168
simple regression analysis. See also multiple 

regression analysis; regression analysis
assumptions, 307–308, 370
autocorrelations, 308, 358, 370
Cochrane-Orcutt procedure, 308
coefficient of determination, 299–300
Durbin-Watson test, 308
errors in interpreting regression  

equation, 358
heteroscedasticity, 308, 358, 370
linear relationships, 284–286
population regression equation, estimating, 

291–297
population regression equation, overview, 

20, 289–290
regression equation formula, 293
regression equation intercept formula, 294

regression equation slope formula, 294
sample regression equation, 20, 291
software for, 306–307
White test, 308

simulation studies, 143
skewness of data distribution

negative, 49, 51
positive, 49, 52

slope coefficient (β1) of regression line, 289
slope of line (m), 20, 38, 285, 286
smoothing constant, time series, 345
smoothing techniques, time series

centered moving average, 343–344
exponential smoothing, 345–347
moving averages, 341–343
overview, 341

Solve My Math website, 141
spreadsheets

adjusted coefficient of determination, 315
ANOVA hypothesis, 249–250
population regression equation, 312
for regression analysis, 306–307

SPSS software, IBM, 306–307
squared units, 120
SSE (error sum of squares)

calculating, 242–244
constructing test statistic, 242

SST (total sum of squares)
calculating, 245
constructing test statistic, 242

SSTR (treatment sum of squares)
calculating, 244–245
constructing test statistic, 242
overview, 244

standard deviation (σ)
binomial distribution, 128
chi-square distribution, 256
defined, 12, 120
formula, 364
geometric distribution, 134
as measures of dispersion, 362
overview, 56
Poisson distribution, 137
population, finding, 62–64
population, formula, 64
probability distribution, 120, 128
sample, formula, 57–61
of sampling distribution, 178
standard error, 178
t-distribution, 190
uniform distribution, 146–147
versus variance, 61
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standard error
defined, 178, 366
sampling distribution, 178

standard error of the estimate (SEE), 302
standard error of the regression (SER), 

302–304
standard normal distribution. See also 

normal distribution
certainty property, 157
overview, 154
properties, 157–158
symmetry property, 157–158
versus t-distribution, 188–189

standard normal probabilities
Central Limit Theorem tables, 179
computing if Z is greater than or equal to 

specified value, 159
computing if Z is less than or equal to 

specified value, 155–158
computing in between, 160–161
computing overview, 154
properties, 157–158

standard normal random variable (Z), 154, 
272–273

standard normal tables
computing greater than or equal to 

standard normal probabilities, 159
computing in between standard normal 

probabilities, 160
computing less than or equal to standard 

normal probabilities, 155–158
estimating confidence intervals, 196, 272, 273
finding probabilities, 184
negative Z values, 272–273
overview, 154
positive Z values, 273–274

standard uniform probability distribution
defined, 143
formula, 149–150
uses, 143

statistical analysis, 153
statistical formulas

addition rule, 106–108, 363
alternative hypothesis, 202–205, 367
binomial distribution, 123, 125–126, 364
complement rule, 108–109, 363
confidence interval for population mean, 366
critical values, population variances, 

369–370
expected value, 117–118, 364
geometric distribution, 131–132, 364
left-tailed test, 204, 367
multiplication rule, 109–110, 363
normal distribution, 365

null hypothesis, 202, 367
Poisson distribution, 135, 364
probability for standard mean, 365–366
regression equation, 358, 371
right-tailed test, 204, 367
standard deviation, 364
test statistic, equality of two population 

means, 277, 368–369
test statistic, population mean, 207–208, 

367–368
test statistic, population variances, 266, 

369–370
two-tailed test, 205, 367
uniform distribution, 147–150, 365
variance, 119–120, 364

statistical inference
confidence intervals, 18–19
defined, 18, 166
hypothesis testing, 19

statistics, 18, 174
Statistics How To website, 127
strata, 170
stratified samples, probability sampling, 

170–171
Student’s t-distribution

confidence interval for population mean, 195
degrees of freedom, 189
versus F-distribution, 234
graphing, 190–192
hypothesis testing, 210
interval estimates for known population 

standard deviation, 195–199
interval estimates for unknown population 

standard deviation, 199–200
median, 189
moments, 189–190
point estimates, 194–195
point estimators, 194
probabilities, 193–194
properties, 188
purpose, 188
standard deviation, 190
versus standard normal distribution, 

188–189
t-table, 193–194
variance, 189–190

Student’s t-table, 193–194, 211, 323
subsets (⊂), 94
summary measures. See also moments

measures of association, 362
measures of central tendency, 361
measures of dispersion, 362
overview, 361

summation operator (Σ), 40–42, 73, 117, 118
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sums, arithmetic means, 42
symmetrical data set, 49, 50–51, 150
systematic samples, probability sampling, 

168–169

• T •
tables. See also standard normal tables

ANOVA, 318
central limit theorem, 179
chi-square, 261, 264
coefficient of determination, 300
critical values, standard normal 

distribution, 213
F-table, 247–248, 278, 280, 319
Poisson, 135–136
standard error of β1, 303
Student’s t-distribution, 211, 305
t-table, 193–194

tails (distribution), 51, 152
t-distribution

confidence interval for population mean, 195
degrees of freedom, 189
versus F-distribution, 234
graphing, 190–192
hypothesis testing, 210
interval estimates for known population 

standard deviation, 195–199
interval estimates for unknown population 

standard deviation, 199–200
median, 189
moments, 189–190
point estimates, 194–195
point estimators, 194
probabilities, 193–194
properties, 188
purpose, 188
standard deviation, 190
versus standard normal distribution, 

188–189
t-table, 193–194, 211, 323
variance, 189–190

test statistic
defined, 302
formula, 207–208
F-test, 317–318
t-test, 302–304, 321

tests. See also goodness of fit test; left-tailed 
test; right-tailed test; t-test; two-tailed 
test

Durbin-Watson, 308
F-test, 316–320
Jarque-Bera, 357

one-way ANOVA, 239, 247, 248
White, 308

Texas Instruments calculators, 127
third quartile (Q3), 66, 362
TI-83 calculator, Texas Instruments, 127
TI-84 calculator, Texas Instruments, 127
time series regression analysis

defined, 328
exponential smoothing, 345–347
forecasting, 21–22, 336–337
forecasts, comparing, 348–349
possible effects, 328
regression model, 328–329
seasonal variation, 337–341
smoothing techniques, 341–344
trends, classifying, 329–332, 371
trends, estimating, 332–336

total sum of squares (TSS)
calculating, 245
computing, 299–300
constructing test statistic, 242

treatment mean square (MSTSR), 246
treatment sum of squares (SSTR)

calculating, 244–245
constructing test statistic, 242
overview, 244

trend effects, time series forecasting, 328
trend lines, 37, 86, 287–288
trend models forecasting, 22
trends, forecasting

estimating, 332–336
higher-order, 371
linear, 330–331, 335, 371
no trend, 329–330, 371
other possibilities, 332
quadratic, 331, 336, 371

TSS (total sum of squares)
calculating, 245
computing, 299–300
constructing test statistic, 242

t-statistic, 302, 307
t-table, 193–194
t-test

comparing p-value with level of significance, 
324–325

critical values, 304–305, 322–324
decision, 324
decision rule, 305–306
level of significance, 301–302, 321
null hypothesis, 301, 321
overview, 301
Student’s t-distribution table, 305
test statistic, 302–304, 321

two values (±), 194
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two-tailed test
as alternative hypothesis, 203, 277
dependent samples, 230
F-distribution, 279
formula, 367
with large sample, 215–216
overview, 203
population variance, 257, 258, 259, 262–263
with small sample, 212–213
t-test, 301, 323
two critical values, 209
two means, 221
two population means, 221
two population means with equal  

variance, 224
unequal variances, 276–277

two-way ANOVA, 239
Type 1 (false positive) error

F-test, 317
overview, 205–207, 235
t-test, 301–302

Type II (false negative error)
F-test, 317
overview, 205–207, 235
t-test, 301–302

• U •
unconditional (marginal) probabilities, 

102–103
unexplained variation (RSS), 298–299
uniform distribution

defined, 142
expected value, 145–146
formula, 365
moments, 143–144
overview, 16, 139–140, 142–143
probability density function, 365
rectangle illustration, 143–144
standard deviation, 146–147
standard uniform distribution, 143
variance, 146

uniform probabilities
computing probability that X is between 

two constants, 148
computing probability that X is greater than 

or equal to x, 147
computing probability that X is less than or 

equal to x, 147
computing with formulas, 147–149
computing with graphs, 149–150

union (∪), mathematical operation, 95–96
union of two events, probability of, 106–108

unique values, 95
universal set (S)

complement, 97–98
defined, 97, 99, 112
events, 99–100

unrelated variables, 36

• V •
variables. See specific variables by name or 

type
variance

binomial distribution, 128
chi-square distribution, 255
defined, 12, 120
formula, 119–120, 364
geometric distribution, 133–134
as measures of dispersion, 362
overview, 55–56
Poisson distribution, 137
population, determining for, 62–64
population, formula, 61–62
probability distribution, 119–120, 128
sample, formula, 56–57
sampling distribution, 178
versus standard deviation, 61
t-distribution, 189–190
uniform distribution, 146

variance analysis (ANOVA). See also 
F-distribution

alternative hypothesis, 240
critical value, finding, 247–248
degrees of freedom, 247–248
F-statistic, 246
F-table, 247–248
level of significance, 240–241
null hypothesis, 240
one-way, 239, 247, 248
overview, 233, 239
table, 318
test statistic, computing, 241–246
two--way, 239
uses, 239

variance inflation factor (VIF), 325, 359
variation, 298–299
Venn diagram, 94–95, 96, 97, 98
vertical axis (y), 57, 86

• W •
weighted arithmetic mean, 44–46, 268–269
weighted geometric mean, 46–48
weighted least squares (WLS) estimators, 294
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White test, 308
width, interval, 144
Wikipedia website, 143

• X •
 (sample mean)
arithmetic mean, 40–41
overview, 174
sample correlation, 73
sample covariance, 73
sample variance, 56
sampling distributions, 365–366

χ2 (chi-square distribution). See also 
goodness of fit test; hypothesis testing, 
population variance

applications, 252
chi-square table, 261, 264
features, 252–253
graphic illustration, 253–254
moments, 255–256
overview, 236, 252
for positive values, 252–253

positively skewed, 252–253
random variable, 255

x-axis, 57, 86
Xs (random variables)

chi-square, 255
defined, 111
as function, 112
independent, 20, 283, 370
overview, 14–15
probability distribution. assigning, 114–116
role of, 111–114

• Y •
y-axis, 57, 86

• Z •
Z (standard normal random variable), 154
zero correlation, 72
zero covariance, 72
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